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&IFBtE: 2026-08-03 23:15
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PATHRE

- —AiE: BREEFN calculate_kv_scales m4TH KV scale i+ &E B2

- EEME: % PR 2 RESFNEFNEERESLS: BETERE. &EF. runner, JHA.
X TR R, BrRT M2etfiii—  NEEFAETHRER, BIXKE
vlim/model_executor/layers/attention/attention.py fa
vllm/model_executor/layers/quantization/kv_cache.py F scale fE}TZENE L, WUk
gpu_model_runner.py 8 CUDA graph AR, mgoin #EINELLREAMESEER
, EE main ERIFRE 5| AR,

THHES BAL

PRbodyBA# 88 B B9 2R EEF W calculate_kv_scalesiktiM (3@4TA fp8k/vscalefl )

, FHEH fp8 KV cache scales IR B —BEIZAEMT: M checkpoint nEk, #R&NERIA
1.0, R A BEFE viim/config/cache.py FAREA deprecated HITRIE v0.19 Bk, %
BXTE #37201 BEBEET checkpoint inE i oayEak,

SEEAFAR
% PR T B REARE RN

1. BEEMKR: & vlim/config/cache.py F Mk CacheConfig.calculate_kv_scales FE &
H warn_deprecated_calculate_kv_scales validator; ¥ vlim/engine/arg_utils.py %
FR calculate_kv_scales By EngineArgs FE. --calculate-kv-scales CLI S ALK
create_engine_config P RIEEZELE; T viim/envs.py FHIFR Q_SCALE_CONSTANT,
K_SCALE_CONSTANT. V_SCALE_CONSTANT =Z/NNEEL &,

2. Attention BRI & vliim/model_executor/layers/attention/attention.py % il BR
self.calculate_kv_scales IRZ&. Attention.forward ##) maybe calc_kv_scales .
calc_kv_scales A3k, set_default_quant_scales 8 g_range/k_range/v_range #¥&1L
, UK BEXETF maybe _calc_kv scales / maybe_calc_kv _scales_fake 893 Mto

3. MLA ER#F#: & vlim/model_executor/layers/attention/mla_attention.py H#Ik
calculate_kv_scales %*%. MLAAttention.forward F8JAMA. calc_kv_scales A3&XK
g_range/k_range/v_range #¥aft, RIF5LERE Attention TH—EKo

4. 15 runner B2E: 7 vlim/model_executor/layers/quantization/kv_cache.py 8
process_weights_after_loading ®, ¥ is_quantized_kv_cache %X M&K# not



layer.calculate_kv_scales &b BEEMIT, FHMRMEBEE calculate_kv_scales =
False B9iE4); 1 vlim/model executor/models/config.py K
HybridAttentionMambaModelConfig Xt calculate_kv_scales B9 RZ1E; &
vlim/v1/worker/gpu_model_runner.py ##IFR runner JRZ5Fn execute_model &%
CUDAGraphMode.NONE BI&EE A X,

5. MR. X5 CI E#%: MIFR tests/compile/fullgraph/test_full_graph.py &
test_fp8_kv_scale_compile, #B tests/quantization/test_fp8&.py
test_kv_cache_scale_sync_to_host_copies B runtime_calc % fto %, FHIE
tests/models/quantization/test_per_token_kv_cache.py 5
tests/quantization/test_per token_kv_cache.py FEIMEX5| B ; B
docs/features/quantization/quantized_kvcache.md. docs/design/metrics.md, A% .
buildkite/test_areas/compile.yaml. .buildkite/test_areas/pytorch.yaml. .
buildkite/test-amd.yam| B9MIR %48

R

« vllm/model_executor/layers/attention/attention.py (3R SEFEHE; 25| source; &
data-contract; &5 calc_kv_scales, maybe_calc_kv_scales,
maybe_calc_kv_scales_fake) : #ZWZEE X MR calculate_kv_scales JRA.
calc_kv_scales A3%. maybe_calc_kv_scales B EXHEF X H foake SZH, HHKR
set_default_quant_scales 8 g/k/v range & B, ZIB/TH scale ITTEBZHIRL,

« vlim/model_executor/layers/quantization/kv_cache.py (#3k BHE; 2% source; EH
data-contract) : EAIERE BB S process_weights_after_loading FHEE
layer.calculate_kv_scales, FP8 KV cache 8 scale f##T4%— A checkpoint ths. BRIA
1.0 B9 —B&1Z,

« vlim/config/cache.py (3R BECEE; 3£ 5| source; FEH core-logic; 5
_warn_deprecated_calculate_kv_scales) : BEEEJR: MR
CacheConfig.calculate_kv_scales FE & deprecated 4 validator, 2EANEHRIIE
By B LA S,

XHE/F5: calc_kv_scales, maybe_calc_kv_scales, maybe_calc_kv_scales_fake,
set_default_quant_scales, process_weights_after_loading, verify_and_update_config,
_warn_deprecated_calculate_kv_scales

KEERED BB,

vliim/model_executor/layers/attention/attention.py

T B S MR calculate kv _scales JRZAS. calc_kv_scales Ak,
maybe_calc_kv_scales B EXEFKEEHE fake £, HBM set_default_quant_scales FH
a/k/v range & EAia, EIBATH scale TTHEBRHIRL,

# vllm/model_executor/layers/attention/attention.py (& % J5 k)

def set_default_quant_scales(layer: nn.Module, register_buffer: bool = False) -> None:
"ORERARREBRIAEMN scale, "

if register_buffer:



layer.register_buffer("_k_scale", torch.tensor(1.0, dtype=torch.float32))

layer.register_buffer("_v_scale", torch.tensor(1.0, dtype=torch.float32))

layer.register_buffer("_qg_scale", torch.tensor(1.0, dtype=torch.float32))

layer.register_buffer("_prob_scale", torch.tensor(1.0, dtype=torch.float32))
else:

layer._k_scale.fill_(1.0)

layer._v_scale.fill_(1.0)

layer._qg_scale.fill_(1.0)

layer._prob_scale.fill_(1.0)

# FBHERE host W& LK scale BIA, f# Flashinfer, AITER %
# £ E host scale By attention ja3mfE .

layer._g_scale_float = 1.0

layer._k_scale_float = 1.0

layer._v_scale_float = 1.0

layer._k_scale_cpu = torch.tensor(1.0, dtype=torch.float32)
layer._v_scale_cpu = torch.tensor(1.0, dtype=torch.float32)
layer._prob_scale_float = 1.0

#3FE: AR g_range / k_range / v_range 3L EMIFR,

# R ABATE scale (EE AR (calc_kv_scales) BEARBKR,

def _init_kv_cache_quant(
layer: nn.Module,
guant_config: QuantizationConfig | None,
prefix: str,
) -> None:
""¥EM KV cache ELEBME (5§ MLA B#ZE) , "™
#5%: WAETE calculate_kv_scales LER5E 32 EMIR,
# REGE BATRITE S checkpoint nEk WERIZBIEL B 2 %o

class Attention(nn.Module):
def __init_ (self, ...):

# kv_cache_dtype BT AFE % calculate_kv_scales g,
# RARE cache_config ER3IEEF checkpoint BB (kv_cache_scheme) BJE1Z,
kv_cache_scheme = getattr(quant_config, "kv_cache_scheme", None)
if kv_cache_scheme is not None and kv_cache_dtype == "auto":
kv_cache_dtype = "fp8"
if cache_config is not None:
cache_config.cache_dtype = "fp8&"

self.kv_cache_dtype = kv_cache_dtype
#3E%&: self.calculate_kv_scales BMHEMK, forward FHAH

# A H torch.ops.vlim.maybe_calc_kv_scales,

def forward(self, query, key, value, ...):



"EIEAERR: scale iTE LA X BBKR, HIFEHA query EMLS attention iHE, "
if output_dtype is None:

output_dtype = query.dtype
if self.query_quant is not None:

# J& if self.calculate_kv_scales: A maybe_calc_kv_scales ByfAL3R
# BEARI, KV cache scale 584 checkpoint InERZE,

vliim/model_executor/layers/quantization/kv_cache.py

B R ELE: process weights_after loading RBERE
layer.calculate_kv_scales, FP8 KV cache B scale ###T4%— A checkpoint t%. ERIA 1.0
By —ER1R,

# vlilm/model_executor/layers/quantization/kv_cache.py (% & 5 ¥i%)

def process_weights_after_loading(self, layer: torch.nn.Module) -> None:
# skip if there are no weights to process (for example, weight reloading)
if not hasattr(layer, "q_scale"):
assert not hasattr(layer, "k_scale")
assert not hasattr(layer, "v_scale")
assert not hasattr(layer, "prob_scale")
return

# Per-token-head LB KV cache: scale ¥ kernel B %5 8#% (token, head)
# BIAITE, checkpoint 8 scale RMEA,
if kv_cache_uses_per_token_head_scales(layer.kv_cache_dtype):
layer._k_scale.copy_(1.0)
layer._v_scale.copy_(1.0)
layer._k_scale_float = 1.0
layer._v_scale_float = 1.0
del layer.k_scale
del layer.v_scale
del layer.g_scale
del layer.prob_scale
return

# E1 KV cache: REH calculate_kv_scales BBTHRITE S %,
# E—M checkpoint nEk scale; Hr&BHEHZRIA 1.0,
if is_quantized_kv_cache(layer.kv_cache_dtype):
if layer.k_scale > 0.0 and layer.v_scale > 0.0:
# RS E RIS k_scale 5 v_scale
k_scale = layer.k_scale.to("cpu").tolist()
v_scale = layer.v_scale.to("cpu").tolist()
if current_platform.is_fp8_fnuz():
k_scale *= 2
v_scale *= 2
elif layer.k_scale < 0.0 and layer.v_scale < 0.0:

# mEYARINE (TRAE) , ERBA 1.0



k_scale=1.0
v_scale = 1.0
else:

# RAE— kv_scale, MEH|% k_scale § v_scale
assert layer.k_scale > 0.0
scale_to_duplicate = max(layer.k_scale, layer.v_scale)
k_scale = scale_to_duplicate.to("cpu").tolist()
v_scale = scale_to_duplicate.to("cpu").tolist()
if current_platform.is_fp8_fnuz():

k_scale *= 2

v_scale *= 2

if not isinstance(k_scale, float) or not isinstance(v_scale, float):
raise ValueError("Only support per-tensor scaling factor for fp8 KV cache")

# R device 5 host £ scale BlAR (AITER £/E#HEE host &|A)
layer._k_scale.copy_(k_scale)

layer._v_scale.copy_(v_scale)

layer._k_scale_float = k_scale

layer._v_scale_float = v_scale

layer._k_scale_cpu.fill_(k_scale)

layer._v_scale_cpu.fill_(v_scale)

# g_scale 5 prob_scale AL ERIFRAE, BREBA
# layer.calculate_kv_scales = False X&IRASENHEEA,

vlim/config/cache.py

BLEJRSL: MR CacheConfig.calculate_kv_scales FEX&H deprecated 24 validator, &
BABBRIENEE RN 5,

# vllm/config/cache.py (& & J5 k)
class CacheConfig(BaseModel):

# J& calculate_kv_scales: bool = False & EMIR,
#ZFEYRATFFFRE FP8 KV cache BUEATHENA scale 5 E,
# IWBEF, KV cache scale RM checkpoint 1n#ksERIA 1.0,

kv_cache_dtype_skip_layers: list[str] = field(default_factory=list)
""Layer patterns to skip KV cache quantization. #%2%&5| (4 '0")
% attention K& Z (40 'sliding_window') . "

# J& _warn_deprecated_calculate_kv_scales validator SMikk:
# % validator £EAFZE --calculate-kv-scales BHTENE H &4
# HTERENAHEHR TEEEOLLABERTE,



@field_validator("cache_dtype", mode="after")

@classmethod

def _validate_cache_dtype(cls, cache_dtype: CacheDType) -> CacheDType:
# cache_dtype RIEFBMHRITFAE, XBKRXTIEETNH D XK

BN

% PR B9 review TWE P EBsh AL AR, claude[bot] $8H3XZ fork X, Bah
review 2R, EEHPEF L, mgoin #HEIFITL: "Awesome, thanks for picking

this up! I'll do a sweep later to make sure it is all gone, but this looks reasonable", &
NATERENZEN, HitRESBM—ReRIEFHAIATIRE, yewentao256 RIF#HLE: "
LGTM, thanks for the work!", Issue PFIEF mergify €&~ merge X5 pre-commit %k
W, 54T rebase fofBE (BB=A commit 1&IE run_model KARTAR) AR,

« B3 review #EH (other): E4F43E mgoin o yewentao256 Byt A, &A&H
APPROVED,

- R TEMHIA (design): PR BE&F, £FERE main E2OREAZ; HRURE X F R
NF%EB5 A,

« merge HRY5 pre-commit kWK (other): {E&3E rebase fofE EXAFME (F-A
commit) AERT E]&,

PNSESE-AL

« RS BREZLBEANOTE, BEEXATESA:

1. fTATMNREE: calculate_kv_scales=True B9 (ARFBEEITHRBIZS scale B FP8 KV
cache %) EHAFRERKEIRKA checkpoint scale SKERIA 1.0, TTRESBKEE T, PR
RIS EL S AL, XA quantized_kvcache.md BRI 3HA,

2. CUDA graph 4T AZ.: gpu_model_runner.py F#lKR3&% CUDAGraphMode.NONE £§
N X ERE WE R RIEIZR GRITH calc B# forward) REBHI; (EZBEAR
HEMiR, BE—K, EHRALHMNREI A calculate_kv_scales B (mgoin B
sweep BEWAER)

REAER (Hybrid Attention/Mamba) : vlim/model_executor/models/config.py ®5txt
GDN/Mamba/SSM 8y calculate_kv_scales ZRZEWMIIR, B ZEEMNAY EARFIE,
BT Prm; i ERIAXEERAE checkpoint T scale BFERIA 1.0 BI4T AT ETRHA,

4. MRBELR: test_fp&_kv_scale_compile #EIRMFR, BDT fp8 + compile AEHE
J3E % ; test_kv_cache_scale_sync_to_host_copies 1% 8 checkpoint BZBZE R E
MR MAR, (EfTRITERANBEEMZEL, - W FmSeESE$E FP8 KV cache
EMWELE 5/THERZ, XAFMSE, -calculate-kv-scales CLI £%kfn
Q/K/V_SCALE_CONSTANT R ERHBIR, KMEMNNHATERE, XA%TS, Ml
T —1N5 CUDA graph REEWBFHA scale ITHEERZ, BMLT KV cache ML EPRAS
B, Ja4 FP8 KV cache BT AETHM (checkpoint t46. BRIA 1.0) . MRS

, RO TEEBMEITRAX, BETHEFEREK, B %%%xﬂ&%ﬁﬁlﬁﬂﬁﬁi&ﬂ\ﬁiﬁ%
E’\J F#, - NEARD: BREFBREYMAFPBA , FP8 KV cache ¥EATAE , MREE



%R, REEMR , FES/ERREIIA

KRR EE

« PR #37201 (XREXZE, REYRIAEF|I%RF) : PR body FA#IE K related change
#37201, % PR 2 &7 checkpoint i hn#k KV cache scale B EARE, AR BB KRBT
fEE BRI e B,



