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# SINGLE SOURCE OF TRUTH FOR MODEL OPT LINEAR ALGOS.
# Each entry maps an algorithm string to (owning_config_name, mixed_precision_sub_config_
attr).
# “resolve()” turns the algo into a QuantSpec; this table only records which
# config object holds the checkpoint parameters resolve may read.
LINEAR_ALGOS: dict[str, tuple[str, str]] = {

"FP8": ("modelopt", "fp8_config"),

"FP8_PER_CHANNEL_PER_TOKEN": ("modelopt", "fp8_config"),

"FP8_PB WOQO": ("modelopt", "fp8_config"),

"NVFP4": ("modelopt_fp4", "nvfp4_config"),

"W4A16_NVFP4": ("modelopt_fp4", "w4al6_nvfp4_config"),

"MXFP8": ("modelopt_mxfp8", "mxfp8_config"),

# QUANT_ALGOS includes LINEAR_ALGOS plus MIXED_PRECISION.
QUANT_ALGOS = [*LINEAR_ALGOS, "MIXED_PRECISION"]

def algos_owned_by(config_name: str) -> tuple[str, ...]:
"""The linear algos a given config accepts, for its quant_algo validation.
return tuple(a for a, (owner, _) in LINEAR_ALGOS.items() if owner == config_name)

# ... (542 ModelOptlLinearMethod #4523, &4 create_weights, process_weights_after_
loading, apply A% )
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