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vlim/config/speculative.py

¥ bug B8 #3E override 0%, EEEWMBMIIE draft 8 max_position_embeddings
A ZE target B9 max_model_len, {XATF eagle/eagle3 H%,

# vllm/config/speculative.py (line 913-950, head)
# _ post_init__ F#EA override A H
if self.method in ("eagle", "
# EAGLE drafts share the target's positional space; a
# draft checkpoint with a smaller max_position_embeddings
# than the target under-sizes its rotary cache (#48894).
SpeculativeConfig._maybe_override_draft_max_position_embeddings(
self.draft_model_config.hf_config,

self.target_model_config.max_model_len,

eagle3"):

@staticmethod

def _maybe_override_draft_max_position_embeddings(
draft_hf_config: PretrainedConfig,
target_max_model_len: int,

) -> None:



"""Raise an EAGLE draft's max_position_embeddings up to the target's.

The proposer feeds the draft positions up to the target's
max_model_len, while max_position_embeddings sizes the draft's
rotary cos_sin_cache. A smaller checkpoint value (e.g. 2048 for
yuhuili/EAGLE3-LLaMA3.1-Instruct-8B) makes that cache gather go
out of bounds (#48894).

Args:
draft_hf_config: The draft model's HF config, mutated in place.
target_max_model_len: The target model's max_model_len.
draft_max_position_embeddings = getattr(
draft_hf_config, "max_position_embeddings", None
)
if (
draft_max_position_embeddings is None
or draft_max_position_embeddings >= target_max_model_len

return

logger.info(
"Overriding draft model max_position_embeddings from %d to the "
"target model's max_model_len (%d); EAGLE drafts share the "
"target's positional space.",
draft_max_position_embeddings,
target_max_model_len,

)

draft_hf_config.max_position_embeddings = target_max_model_len
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# vlim/v1/spec_decode/llm_base_proposer.py (line 1741-1792, head)
def initialize_attn_backend(
self,
kv_cache_config: KVCacheConfig,
kernel_block_sizes: list[int] | None = None,
) -> None:
# ... IEMREIXRE] kv_cache_spec ...
attention_groups: dict[tuple[str, str], AttentionGroup] = {}
if kv_cache_spec is not None:
# _draft_attn_layer_names is a set; iterate in sorted order so
# that attention_groups (and anything derived from its first
# element) is deterministic across processes.
for layer_name in sorted(self._draft_attn_layer_names):
attn_backend = all_attn_layers[layer_name].get_attn_backend()
backend_key = attn_backend.full_cls_name()
if backend_key not in attention_groups:
# ... 8l3& AttentionGroup ...



attn_group.create_metadata_builders(
self.vlim_config,
self.device,
kernel_block_size=kernel_block_size,

)
attention_groups[backend_key] = attn_group

else:
attention_groups|[backend_key].layer_names.append(layer_name)

self.draft_attn_groups = list(attention_groups.values())
if kernel_block_sizes is not None and 0 <= self.kv_cache_gid < len(
kernel_block_sizes

# Slot mappings are computed against the block table, which is
# stored at kernel-block granularity. Use the kernel block size
# rather than the KV cache manager's block size; the two differ
# when manager blocks are split for the attention kernel.
self.block_size = kernel_block_sizes[self.kv_cache_gid]
else:

self.block_size = (

self.draft_attn_groups|[0]

.get_metadata_builder()

.kv_cache_spec.block_size

)
logger.debug("Using block size %d for drafting layers", self.block_size)
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