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THHES BAL

PR body ER##%| B FANMRFE: Bug 1 ZEEEM THIEL X ——isend_tensor_dict & X EIEFAE
, B IERREN send object (gloo send) #&i#, gloo ¥ eager threshold 2 L&
rendezvous 1EX, S—EHMAEZ|XRAALILE recv; EIFRKE fold-point L% (4o
vlim-ascend) FIUE recv BREERA HIN, SRFARMETHIBELZXAREZARD, 5
isend_ BIAERALMER ., Bug 2 & fire-and-forget {8 & 5 MR B ——pickle H 8
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CUDA & & L WER KX buffer RREME LT HERBRKES .. (FETEAMBEX PP +

chunked prefill A MREUKZS

SCEL AR

1. 31 RetainedHandle 5 isend_object (vlim/distributed/parallel_state.py) : FEE#
send_object #FBk (40 isend 8 FHKE. F isend pickle RZ&] BN gloo FFFAEL
X, REF FIFO MFEX3 recv_object TEBKEN; _RetainedHandle #A AT 5L
CPU KES5EE work, wait() BF (gloo mxts Work.wait() BoRMEBSEM) , HEZER
AR E 5 Ao

2. isend_tensor_dict W isend_object ITRFIHBHRE: AI|KETERKA
isend_object(metadata_list) BIE &AM, BARFEER send_object; FBHE (handles,
sent_tensors) BMEFE) pending_isends FIFO, #&*Z fire-and-forget AR A By
buffer BFSER L, ZBMERIEIL, UFRELRAA super().__init_ () B9FE,

3. ¥ reap_completed_isends TEMEUKE]: 4K isend_tensor_dict AABIEIKE, TARH
F R A% &G tensor MM (handles[1:]) , EA gloo Work.is_completed() &G



EF N SEXRIFERE True; tensor 2FRERK/EX metadata A& wait() {X7E backstop FF
Bix3|H. 4 metadata B (F tensor AIR) RAEAETRES, X best-effort B
¥,

4. R ERIZETE: send_tensor_dict & wait BB ARG, @I pending[-1]1[0] is
handles ¥|EH#H B ONFRERE, BERDSAROEEIIA,

5. worker MIBEE SN : vlim/v1/worker/gpu_worker.py #lFR _pp_send_work FE Xk
execute_model FFkx E— k&% 8 wait, PP HEIKE 54 fire-and-forget &% ;
tests/distributed/test_comm_ops.py #3E 4 NEN, B ZE size-then-object IF5 wait
#ik. £4 metadata A&, fire-and-forget BRE5 FIFO IkEl. AP KBELREXRYE,

REEF:

« vlim/distributed/parallel_state.py (3% 4 N3Ef5; 5| source; £ core-logic; &
5 RetainedHandle, isend_object, _reap_completed_isends, isend_tensor_dict) : #&&
B 3 RetainedHandle. isend_object. _reap_completed_isends, E&F
isend_tensor_dict B TEIBARE BIRYZHE, FHik send_tensor_dict PR HBIRE
%B. XRBERBE UAF BIXEFTE,

« tests/distributed/test_comm_ops.py (#£3k BEMIRK,; KB test; KR test-coverage;
45 test_isend_object_posts_size_then_object_and_releases_on_wait,
test_isend_tensor_dict_includes_metadata_handle,
test_isend_tensor_dict_self_retains_for_fire_and_forget,
test_send_tensor_dict_sync_path_does_not_self retain) : #3& 4 NENEZE
size-then-object Ii/F5 wait Bik. £4& metadata A&, fire-and-forget B{% 85
FIFO Uk&|. RHBRZAREHRE: DummyWork 30 is_completed WA X 5 BRARSHERL,

s a

« vlim/v1/worker/gpu_worker.py (3% $4T8; EF source; A core-logic; F5
execute_model, init) : PP FaEIGKE A XM [HFAM + step FFk wait] KARE
fire-and-forget, BEAKIBEXZEE vl BUTHREAR ENEEETE T,

XPEF5: isend_object, _reap_completed_isends, isend_tensor_dict, send_tensor_dict,
_RetainedHandle.wait

KR BR

vlim/distributed/parallel_state.py

BB X : #E  RetainedHandle. isend_object. _reap_completed isends, &5
isend_tensor_dict ITCEkIBEIE S5 B R BZHE, ik send _tensor dict R BRIZMHIRE L
H, XE2EERDE UAF BIXBFTE,

# vlim/distributed/parallel_state.py: BOKE— —— BEARG N L RIFAEL X

class _RetainedHandle:

R R B BB ERRMEE TR,

AT isend_object™, fRif gloo J&a & &EEFE IR FFL/EE CPU KE
TR, wait’ EHEEEHRSIA.

wait™t RS gloo B T Work.wait()T T XA SERERERE, XNE



SAEY send BORIARASKAIAE (BSZMEIE) . worker 89 step FFLHES
> _reap_completed_isends " TRE wait E—/N& BB metadata handle, E it
F_/NARESMEERE, FEEEE wait KE work

def __init_ (self, works: list[Any], retained: tuple[torch.Tensor, ...]) -> None:
self._works = works
self._retained = retained # F5MLIR buffer, wait FHEZE
self._waited = False

def is_completed(self) -> bool:
#3E&E: gloo B is_completed TG G N R AL T REIRE] True,
# EbiZ A E RE SR BARRE GO, FMEUKEEI1ER

return all(w.is_completed() for w in self._works)

def wait(self) -> None:
#EE. F5 wait HEERE, BHREIER gloo work =& wait T
if self._waited:
return
for w in self._works:
w.wait()
self._waited = True
self._retained = ()

def isend_object(self, obj: Any, dst: int) -> Handle:
""JEFEZERR " send_object™: & CPU group k% isend KJE. B isend pickle X%,

REIE ~°_RetainedHandle ™ #FAEFFMLIRKE, BB wait™ HZFEA send,

assert dst < self.world_size, f'Invalid dst rank ({dst})
assert dst |= self.rank_in_group, (
"Invalid destination rank. Destination rank is the same "
"as the current rank."

# AR 8FFKE., BX uint8 IE, Ri¥F5 send_object —5%#
# gloo FIFO %, *¥3# recv_object oK 2kah
object_tensor = torch.frombuffer(pickle.dumps(obj), dtype=torch.uint8)
size_tensor = torch.tensor(
[object_tensor.numel()], dtype=torch.long, device="cpu"

retained = (size_tensor, object_tensor)
works: list[Any] = []
for tensor in retained:
work = torch.distributed.isend(
tensor, dst=self.ranks[dst], group=self.cpu_group



if work is not None:
works.append(work)

return _RetainedHandle(works, retained)

# vlim/distributed/parallel_state.py: #Z&&ah— —— FIFO & 1EUKE|

def reap_completed_isends(self) -> None:
"EME IR E| BB isend_tensor dict™T BIREBEKE, % FIFO MIBRIF.

gloo B9 ~“Work.is_completed()”” R (FEE#E N KRB REIRE TR) |
E b metadata handle ("~handles[0]™ ") #RIERRRIEIT; BRA IR EEH
B9 tensor handle ("“handles[1:]°") A, FrH tensor send ZRJE,
IR R BEKRALINED recv; WA FEHEFE metadata BUK tensor, BEET
gloo metadata send RRBSEK, T ~wait() " FIMBEER, XA FEK
RE3lH.

ai metadata B (" “handles[1:]"" A%, #%Z ““IntermediateTensors™ ")
BRATETERGET, ¥ best-effort HEEF,
pending = getattr(self, "_pending_isends", None)
if pending is None:
#WAFEREHT _init_ BXRIEA super()._init_ (), EERE
self._pending_isends = pending = deque()
while pending:
handles, _ = pending]0]
tensor_handles = handles[1:]
if not tensor_handles:
pending.popleft() # 25 metadata & B, best-effort ZF
continue
if not all(h.is_completed() for h in tensor_handles):
break # FIFO: &#ZH send K%K, EENFAERER, F1LIKE
handles[0].wait() # backstop: % gloo metadata H KRB 5| A
pending.popleft()

# vlim/distributed/parallel_state.py: #%:WB&a1= —— fire-and-forget Bf& &

def isend_tensor_dict(
self,
tensor_dict: dict[str, torch.Tensor | Any],
dst: int | None = None,
all_gather_group: "GroupCoordinator | None" = None,
all_gather_tensors: dict[str, bool] | None = None,
) -> list[Handle]:
"R RRIKETH,

RENARERSS ZFRKE—RWEBEREE “self._pending_isends™ ",
HFEREEAFEEWKE], Ak fire-and-forget 8 A & BIE = F AR,
WARSE L LR FRKBE buffer; 2B aMAEIRA A= LRI —HF

Swait() T,



if self.world_size <= 1:
return ]

if dst is None:
dst = (self.rank_in_group + 1) % self.world_size
assert dst < self.world_size, f'Invalid dst rank ({dst})"

if self.use_cpu_custom_send_recv:
if self.device_communicator is None:
raise ValueError("No device communicator found")
# BEXREBEEBRERRADH
self.device_communicator.send_tensor_dict(tensor_dict, dst) # type: ignore
return []

group = self.device_group
metadata_group = self.cpu_group

metadata_list, tensor_list = _split_tensor_dict(tensor_dict)
tensor_keys = [k for k, v in tensor_dict.items() if isinstance(v, torch.Tensor)]
assert len(tensor_keys) == len(tensor_list)

# SoUkE| B, {IEBRE FIFO #HHlIEA FSEREN
self._reap_completed_isends()
handles: list[Handle] = [self.isend_object(metadata_list, dst=dst)]

sent_tensors: list[torch.Tensor] = []
for key, tensor in zip(tensor_keys, tensor_list):
if tensor.numel() == 0:
continue

if self._should_use_all_gather(
key, tensor.numel(), all_gather_group, all_gather_tensors

tensor = tensor.reshape(all_gather_size, -1)[all_gather_rank]

comm_group = metadata_group if tensor.is_cpu else group

handle = torch.distributed.isend(
tensor, dst=self.ranks[dst], group=comm_group

)

if tensor.is_cuda:
tensor.record_stream(torch.cuda.current_stream(tensor.device))

handles.append(handle)

sent_tensors.append(tensor)

# fire-and-forget BRE: AMSRKE—RAI, KEZKEH

# _reap_completed_isends 1&1EUKE|; 3E CUDA &% A record_stream
# EMHE, Ebd Mg —RR

pending = getattr(self, "_pending_isends", None)



if pending is None:

self._pending_isends = pending = deque()
pending.append((handles, sent_tensors))
return handles

tests/distributed/test_comm_ops.py

3 4 NEINE ZE size-then-object JlF5 wait Bik. £-& metadata A,
fire-and-forget BfREB5 FIFO UkE|. RFBEAREKRE; _DummyWork ¥ is_completed
A HF 5 BRRSHE I

# tests/distributed/test_comm_ops.py: I fire-and-forget BfR8B 5 FIFO UkZ|

def test_isend_tensor_dict_self_retains_for_fire_and_forget(
monkeypatch: pytest.MonkeyPatch,

) -> None:
works: list[_ DummyWork] = ]

# AR isend ILXFATAIEH work, BEFFHIEHTERIRS

def fake_isend(t: torch.Tensor, *args: Any, **kwargs: Any) -> _DummyWork:
w = _DummyWork()
works.append(w)
return w

monkeypatch.setattr(torch.distributed, "isend", fake_isend)

g = _make_group_for_unit_test(rank_in_group=0, world_size=2)
td = {"a": torch.arange(4, dtype=torch.float32, device="cpu")}

# fire-and-forget: JRAA EZFREAM, group &M EHREAHEERIKE
g.isend_tensor_dict(td, dst=1)

assert len(g._pending_isends) ==

handles0, tensors0 = g._pending_isends[0]

assert len(handles0) == 2 # metadata £&/ + —/ tensor &%
assert tensors0 == [td["a"]]

# F—REREMNAER, TORRARRKEE
g.isend_tensor_dict(td, dst=1)
assert len(g._pending_isends) ==

# 4 metadata &3 (G tensor) RATEZKET, UKEIR best-effort ZF

g.isend_tensor_dict({"meta": "no-tensors"}, dst=1)
assert len(g._pending_isends) == 3

# eRExE, TORAREENELXE2HIKE, REBBE CHEEN
for w in works:
w.completed = True
g.isend_tensor_dict(td, dst=1)
assert len(g._pending_isends) ==

# IRE MK B H metadata ARER wait LK, RE5|ABFEK



assert handles0[0]._retained == ()
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- 4 metadata £ BB AR wait By UAF 25K (correctness): KER;, Rt LAEEAZ
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- MEREEDER L MRV2 N RTIE (testing): BARR: njhill BATEIHFIANKES MRV ToX.
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K5 &
o QS

« CPU KEBRZHNEEIKEIXFE (RAZAR) : _reap_completed_isends {EFTH
handles[1:] $1ERTEBRKRIES, 1B tensor.is_cpu BIKE X% E gloo, is_completed()
AREN B3R E True, HHES PR BArREIEH use-after-free FAARMNFE (depthfirst-app
MEDIUM ¥i8, &HRIKRMEE) . HRI PP #EIKE/LTERZE CUDA 3KE, SZErfh&HR
1Ko

. 4 metadata £ B8y best-effort ZF (RAAEAR) : metadata-only B (%
IntermediateTensors) EWRE|RE#EHE, T%FFF gloo FEH#NEK; AHMRAD, B
PAEEX LR RS E B UAF 3 (depthfirst-app LOW #i8) o

« FIFO RERAUKE|: _pending_isends k& [TF—>K isend_tensor_dict AAI &
e, FLBEKIEAERA, EXREABE|SREEAVERNR, AFLRSARMEREN,

« gloo AT RBIRARE LM : Work.wait() BORM. is_completed() R EE LK B SN G
RALERE, ¥ gloo BRA/E3% (CPU/XPU %) 4TARTREARRE; parallel_state.py 24
EBREZTRN, PEEA,



RS SZIMAR—3K: gpu_worker.py F3EEREIRAA isend_tensor_dict(is_async=True)
SRFIARAFETELP, ARFERETE,
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