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B, BRAREEZMNT 300 ms RE, MHUBEZREEXWELSM. S8F SLO 3%, K
REZANMBREERF—ROFBWEX] , MmEKMFERETHTHEHFHIF vLLM, markmce HFEiZ
issue BITIEHAH T oA E, H+ PR 1 — Consolidate Bucket Types] IE&Z4A PR
BEIMP R, BOERNEER SR viim/vl/metrics/loggers.py B request_latency 8 21
NARIE e2e. queue. inference. prefill. decode ANHEREERFEE,
inter_token_latency 7| R WEFE NI LE LS ; BHEEMROTNLAE LE—HIFER, TUEE
MARFER, FERZBRET 5BUF PR MR #35952 RERE—&HF A EEB 5 AlLE
ZBRRDMIRITR; #48175 25 request_latency BRIMETA PR R BAE(T/E ;
#34564/#34720 E£HZ [EAMERFR—A CLI flagl HIEELK, B changes requested TR,

SRR

1. 3B —HIERAEIR viim/v1/metrics/buckets.py (+228)

« FA BucketFamilyKey = Literal[...] BB/ NEKE, BHA BUCKET _FAMILY_KEYS:
frozenset[str] = frozenset(get_args(BucketFamilyKey)) Jk4& B =ik R EHE S, &
ARkl RA—LEX, MATEENEMEEKS,
s EAMBSEEAEIRE tuple(float, ...] ®E&$ (REQUEST_LATENCY_BUCKETS.
TIME_TO_FIRST_TOKEN_BUCKETS. INTER_TOKEN_LATENCY_BUCKETS.



ITERATION_TOKENS_BUCKETS. REQUEST_PARAMS_N_BUCKETS.
REQUEST_NUM_PREEMPTIONS_BUCKETS. KV_CACHE_RESIDENCY_BUCKETS) , &
NEEB—E docstring BASKESERE S Ak, XE issue itXIBBHABERR [
per-familyrationale] ., XEEER# AN STATIC_FAMILY_DEFAULTS FHPIRNEiEE
request_tokens, BRI FFE max_model_len BHS4E Ko

« build_buckets() 5§ build_1_2_5 buckets() M loggers.py T3k, HETHRITRESE
RUM listint] fEIEA list[floatl— R %L [1, 2, 5] BERESE 10**exponent =BT &
BRA, ERREEREHN,

« histogram_buckets(family, max_model_len=None) ZME—7 78 request_tokens &£
build_1_2_5 buckets(max_model_len) B#kZE#b ValueError, HE4&FKR[E
list(STATIC_FAMILY_DEFAULTS[family]) 89%ralA, fRIERAL X B BEkER E{Efm
RIFREIRRE &

2. & vlim/v1l/metrics/loggers.py (+23/-147)

« B AM build_1_2 5 buckets 2R histogram_buckets, 37
PrometheusStatLogger.__init__ #. SIZEFTEAFRZ A& TR ENERIERTE, M
EEEREEIRAEE BREABRENAKRTEESESEN
build_1_2_5 buckets(max_model_len) A H,

« request_tokens_buckets — XA/ AN token T3 EFEMREZFE (prompt tokens,
generation tokens. max_num_generation_tokens. params_max_tokens,
prefill_kv_computed tokens) , XEEZRGEE HZENID

« kv_cache_residency_buckets 38 % if self.kv_cache_metrics_enabled: %X RIZEER,
3537 S B =22 K NE = E i o i = I

« XHRBREEFEXH build_buckets / build_1_2_5 buckets ¥4, loggers.py BERE UL
KA DEMHFEHER , FABEIFFAERRAR,

e 5 FRENBRET XA (ENRTH METRIC_FAMILIES EMb)

Rikgt BEH viim:* FEH%

request_latency e2e / queue / inference / prefill / decode ENERMERFERT

time_to_first_token time_to_first_token_seconds

inter_token_latency inter_token_latency_seconds. request_time_per_ output_token
_seconds

iteration_tokens iteration_tokens_total

request_params_n request_params_n

request_num_preempt | request _num_preemptions
ions

request_tokens prompt / generation / max_num_generation /
params_max_tokens / prefill_kv_computed tokens



ik BEW viim:* FEx

kv_cache_residency kv_block_lifetime / idle_before_evict / reuse_gap

3. FIEXE PRI tests/v1/metrics/test_histogram_buckets.py (
+273)

c B—ERIFHEER: test_default_bucket_snapshots Z$k1b3&H
DEFAULT_BUCKET_SNAPSHOTS, test_request_tokens_bucket_snapshot &%
max_model_len=32768 T#) 1-2-5 %3], test_request_tokens_requires_max_model_le
n BREH SR, test_buckets_return_fresh_copies RIR EME 2 o R HHTEI A,

- BB RIEE|¥E: test_prometheus_logger default_buckets F distilbert/distilgpt2 (
max_model_len=1024) #33& VIImConfig + ObservabilityConfig(kv_cache_metrics=True)
, LML PrometheusStatLogger /53&3¥ prometheus_client.REGISTRY .collect() #% le
FEEEEAN viim:* EHENERBAR, 5 METRIC_FAMILIES ZIMELRT; finally #if
B unregister_vlim_metrics() EEH#HB R LR ITME,

- IR EZ RS RERE T EEMARE import ®E, X docstring #BA MERERIAMRL R
BIERBHER A RN X BB —NEMBONIR] , XEZZIENZTEFNME (change detector)
A 2 38 B9 SR

4. RFpFHFRXRBE (ENR / BE / HEZIMIELEKE))

« &3 main J&, vlim:request_num_preemptions XNFFEFRAE £ NEBAL R SEH, BREEMR,
MZIR DEMEEES RGBT AR —K KK; commit 6f14d1f E L
REQUEST_NUM_PREEMPTIONS_BUCKETS #EA S N\MNRIEM#RK, HRERELRE,

« commit 4638010 YKZEXA%: 3 single-source-of-truth BB AR ZEIN AT I ZEFE, %
BAECE T KV connector Bt KVConnectorProm & MftE CWEFBEFRA B AL R, RN
X5 PREEMPTION FI&HE] docstring, SR & — MR R AR Gt & —K
BI1E Ko

« X PR REEMEE schema. CLI flag RFBXE——XERCHEXHN HEH] ORI
#, EEMNEL #48867,

R

« vlim/v1/metrics/buckets.py (3 FEFrEE X ; 3B source; EE dependency-wiring;
45 BucketFamilyKey, BUCKET_FAMILY_KEYS, REQUEST_LATENCY_BUCKETS,
TIME_TO_FIRST_TOKEN_BUCKETS) : ##HHE—HFRER, EXN\MERIE. Kk
LR —35 ] 28 histogram_buckets(), EBANKHGELAEREN PR 89X &,

« vlim/v1/metrics/loggers.py (#£3k FEAnSH 2, EH| source; FEHR core-logic; &5
PrometheusStatLogger.init, kv_cache_residency_buckets, request_tokens_buckets,
build_buckets) : Bk 147 ITRBARE X5 EE B build_buckets/build_1_2_5_buckets,
BA—RAENT. ZRER, BEAKREMEERME,

« tests/v1/metrics/test_histogram_buckets.py (#3R 384rMIR; 5| test; ER
test-coverage; 145 DEFAULT _BUCKET_SNAPSHOTS, METRIC_FAMILIES,



REQUEST_TOKENS_SNAPSHOT_FOR_TEST_MODEL, test_default_bucket_snapshots) :
IR E RN, BBRIA TSR RENRE R NBIZE, BHIEESTERFEE
X E B,

X5 histogram_buckets, build_buckets, build_1_2_5 buckets,
PrometheusStatLogger.init, collect_histogram_buckets,
test_prometheus_logger_default_buckets, test _bucket family_keys,
test_buckets_return_fresh_copies

KR B B]

viim/v1/metrics/buckets.py

IR —BERRER, EXN\MARK. FEBER G5 —78 8 histogram_buckets(),
EEANKNEREEEREN PR 9% &,

viim/v1/metrics/buckets.py: FikFER. BSHKRMESHE—7H] 8

# vlim/v1/metrics/buckets.py (3, 228 4T)
from typing import Literal, get_args

# FEEEL A Literal BB, BHA get_args() JRAEN MUK R EH frozenset:
# TERLERK ARAE—EX, MRTUEER BUCKET_FAMILY_KEYS & &%ERK=,
# ESTREMBEERACREAFP#A.
BucketFamilyKey = Literal[
"request_latency",
"time_to_first_token",
"inter_token_latency",
"iteration_tokens",
"request_params_n",
"request_num_preemptions”,
"request_tokens",
"kv_cache_residency",
]
BUCKET_FAMILY_KEYS: frozenset[str] = frozenset(get_args(BucketFamilyKey))

# BASFIEABRE tuple & EARKRIAL R, HE docstring HBAEEEH;
# TR TEET request_latency, ERAMESEEREM—K. XBETRH,
# 53 & request_tokens RAEXE: B FKE max_model_len EHAL Ko
REQUEST_LATENCY_BUCKETS: tuple[float, ...] = (
0.3, 0.5, 0.8, 1.0, 1.5, 2.0, 2.5,
5.0, 10.0, 15.0, 20.0, 30.0, 40.0, 50.0,
60.0, 120.0, 240.0, 480.0, 960.0, 1920.0, 7680.0,
)
PR RGEEZER B /N HE B IR K # e2e. queue. inference. prefill. decode
AAMERM BN E A BEE, "

_STATIC_FAMILY_DEFAULTS: dict[str, tuple[float, ...]] = {
"request_latency": REQUEST_LATENCY_BUCKETS,
"time_to_first_token": TIME_TO_FIRST_TOKEN_BUCKETS,



"inter_token_latency": INTER_TOKEN_LATENCY_BUCKETS,
"iteration_tokens": ITERATION_TOKENS_BUCKETS,
"request_params_n": REQUEST_PARAMS_N_BUCKETS,
"request_num_preemptions": REQUEST_NUM_PREEMPTIONS_BUCKETS,
"kv_cache_residency": KV_CACHE_RESIDENCY_BUCKETS,

def build_buckets(mantissa_lst: list[int], max_value: int) -> list[float]:
"R 10 BOBRIERERES, EFEH max_value A1k, "
exponent = 0
buckets: list[float] = []
while True:
for m in mantissa_lst:
value = m * 10**exponent
if value <= max_value:
buckets.append(value)
else:
# E—RFHEBFRIEARRE, RIEERTZAEEIE B CEN FIR
return buckets
exponent += 1

def build_1_2 5 buckets(max_value: int) -> list[float]:
""1-2-5 F%|: build_1_2_5_buckets(100) 23| [1, 2, 5, 10, 20, 50, 100], """
return build_buckets([1, 2, 5], max_value)

def histogram_buckets(
family: BucketFamilyKey,
max_model_len: int | None = None,

) -> list[float]:
"o —i e B8 REEARIAA A B SRR E AT R, "
if family == "request_tokens":

if max_model_len is None:
# request_tokens BE—WsISRIR, RSB T RAA SR, ENIREMIFFARER
raise ValueError(
"max_model_len is required for the 'request_tokens' bucket family"

)

return build_1_2_5_buckets(max_model_len)

#list(...) MOXFEN, BRFRTRMEBOTRERRAEZRE
return list(_STATIC_FAMILY_DEFAULTS[family])

vlim/v1/metrics/loggers.py

B 147 ITREEMREX S EE M build_buckets/build_1_2 5 buckets, BA—&MENT. £ 4t
SR, BEAREMNEME,

viim/v1/metrics/loggers.py: —REEM. ZiE A



# vllm/v1/metrics/loggers.py (PrometheusStatLogger.__init__ N)
from vlim.v1.metrics.buckets import histogram_buckets

# EPEEMAEAFEZAEPHEITAR, BRRRLBCEESLHAIRIIX:
# request_tokens EE max_model_len, HERFEREEZEEK,
request_tokens_buckets = histogram_buckets(

"request_tokens", max_model_len=max_model_len
)
iteration_tokens_buckets = histogram_buckets("iteration_tokens")
request_params_n_buckets = histogram_buckets("request_params_n")
time_to_first_token_buckets = histogram_buckets("time_to_first_token")
inter_token_latency_buckets = histogram_buckets("inter_token_latency")
request_latency_buckets = histogram_buckets("request_latency")
request_num_preemptions_buckets = histogram_buckets("request_num_preemptions")

#REXBREEES FORBAEE build_1_2 5 buckets(max_model_len) ﬂﬁﬁ
# WERN token WWHIEREZER —AFNERMNE, XERAREMEREZEIENBIZ,
histogram_num_prompt_tokens_request = self._histogram_cls(
name="vlim:request_prompt_tokens",
documentation="Number of prefill tokens processed.",
buckets=request_tokens_buckets,
labelnames=labelnames,
)

self.histogram_num_prompt_tokens_request = create_metric_per_engine(
histogram_num_prompt_tokens_request, per_engine_labelvalues

# HREWERR —EN:

# vllm:iteration_tokens_total -> iteration_tokens_buckets

# vllm:request_params_n -> request_params_n_buckets

# vllm:time_to_first_token_seconds -> time_to_first_token_buckets

# vllm:inter_token_latency_seconds -> inter_token_latency_buckets

# vlim:request_time_per_output_token_seconds -> inter_token_latency_buckets
# vlim:request_num_preemptions -> request_num_preemptions_buckets

# vllm:e2e_request_latency_seconds % 5 /™ -> request_latency_buckets

# KV BRI RET B XNIE, BETRITE:
if self.kv_cache_metrics_enabled:
kv_cache_residency_buckets = histogram_buckets("kv_cache_residency")

# XHRRBELEEEEXH build_buckets / build_1_2 5 buckets B4,

# 3TN buckets.py BT IER EE R listlint] BIEA list[float],

tests/v1/metrics/test_histogram_buckets.py

RN E RN, ERIALASHEMRATENBRSRRDE, ZFHIEEETERIREX
B EEZF



tests/v1/metrics/test_histogram_buckets.py: M Prometheus JEMt3& B 3%
St P

# tests/v1/metrics/test_histogram_buckets.py (#7138, 273 4T)

# HBEZRSREREFEEMAZ import FE:

# R BRIANE L B0 PR B BP0 TR I A 3X B B — N RO R

DEFAULT_BUCKET_SNAPSHOTS: dict[str, list[float]] = {
"request_latency": [0.3, 0.5, 0.8, ..., 7680.0],
"time_to_first_token": [0.001, 0.005, ..., 2560.0],
"inter_token_latency": [0.01, 0.025, ..., 80.0],
"iteration_tokens": [1, 8, 16, ..., 16384],
"request_params_n": [1, 2, 5, 10, 20],
"request_num_preemptions": [1, 2, 3, 4, 5, 10, 20],
"kv_cache_residency": [0.001, 0.002, ..., 1800],

# g -> Fikid, B [BNEAEHMMEICKK] WRHES
METRIC_FAMILIES: dict[str, str] = {
"vllm:e2e_request_latency_seconds": "request_latency",
# ... A4 4 /> request_latency FEFR. 2 4N inter_token_latency 4% ...

"vlim:request_prefill_kv_computed_tokens": "request_tokens",

"vlim:kv_block_reuse_gap_seconds": "kv_cache_residency",

def collect_histogram_buckets() -> dict[str, list[float]]:
"IZFEARE ELEEA viim:* EABRNARBLER, "
found: dict[str, list[float]] = {}
for metric in prometheus_client.REGISTRY .collect():

if metric.name.startswith("vlim:") and metric.type == "histogram":
found[metric.name] = sorted(
{

float(sample.labels["le"])

for sample in metric.samples

# HR +Inf, RRBERREN LR
if sample.name.endswith("_bucket")
and sample.labels["le"] = "+Inf"

)

return found

def test_prometheus_logger_default_buckets():
"IREE . SO EE RS IEEBR CORENBRIAL R £,

BLE P2 ERIRE kv_transfer_config: KV connector €33 MtE 2 E A &,
CAVREBRERLR, 7% METRIC_FAMILIES &%,

config = build_logger_config(ObservabilityConfig(kv_cache_metrics=True))



assert config.model_config.max_model_len == TEST_MODEL_MAX_LEN # 1024
try:
PrometheusStatLogger(config)
found = collect_histogram_buckets()
# IEMEEAINE REBERERES: IR sieBiema LIk
assert set(found) == set(METRIC_FAMILIES)
for metric_name, family in METRIC_FAMILIES.items():
expected = (
REQUEST_TOKENS_SNAPSHOT_FOR_TEST_MODEL
if family == "request_tokens"
else DEFAULT_BUCKET_SNAPSHOTS [family]

)

assert found[metric_name] == [float(b) for b in expected], metric_name
finally:
# Prometheus SR BH R R LRRS, DIUEIE U RTT R EAMMN R
unregister_vlim_metrics()
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