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2. BHLERIZXEFT: tests/kernels/moe/test_block fp8.py & torch_w8a8 block_fp8 moe By
MOEE LA native_per_token_group_quant_fp8 #1#e3| per_token_group_quant_fp8 (
A= EERAK op) , HB&A current_platform.fp8_dtype() BXAEE Fafd
torch.float8_e4m3fn, E£5E 815 kernel (LK —3K; matmul £&¥F fp32,

3. SiLU ¥EEX: 5EHE silu_fp32 FFX—True RHE fp32 HitE SiLU FEEHEN
, IEEZ modular Helion kernel 8 silu_and_mul_per_block_quant; False Bf%4& AN bf16
, EEL fused_experts, MIRF X m_out 7 is_rocm() and K >= 4096 and N >= 1024 %
#TER fp32-SiLU &% (ref_out_m) , FUEHA ref _out,

4, BEBRFELRE: 2F%— atol=rtol=0.035 (M=8192 BF 0.039) , FELXRINESE
WEE, YRR,



5. JRESELESFH . vlim/model_executor/layers/fused_moe/experts/aiter_mxfp4_w4a8_moe.
py B9 get_padding_mask ZET forward context B3R [E None (F73g
is_forward_context_available() #8%&) , #BREE kernel BARAB, BT AITER
upstream PR#4530 #93&E TODO,

6. MIRIEUE: gfxd50 Lt 160 passed. 20 skipped. 17 warnings, 4 348 # (A 30
failed. 130 passed. 20 skipped) ,

REEF:

« tests/kernels/moe/test_block_fp8.py (3R sRFEEAL; 27| test; ER test-coverage;
5 torch_w8a8_block_fp8_moe) : ZAOZEXMH: £ torch_w8a8_block_fp8_moe
SEIH, BRI LE per_token _group_quant_fp8, ¥ silu_fp32 ¥EBEX, Hik
Fa /| BR&EFESETR, BERFERSE—,

« vlim/model_executor/layers/fused_moe/experts/aiter_mxfp4_w4a8_moe.py (1R £F
B 25| source; £ data-contract) : EEERALIKEN: _get padding_mask 30T
forward context 5P, #HREFE kernel AR, REBRI AITER upstream PR#4530
BE3E TODO,

KBS torch_w8a8_block_fp8_moe, _get padding_mask,
test w8a8 block fp8 fused_moe

RPERAD B

tests/kernels/moe/test_block_fp8.py

BT EXMH: E5E torch_w8a8 _block fp8_moe £E5H, EfLied|4 >~
per_token_group_quant_fp8, #3E silu_fp32 ¥HEEN, HiRFE / BREFSETHK;
EREFELRES—,

# tests/kernels/moe/test_block_fp8.py (BIBSHSESIE KIEH %)

D}

def torch_w8a8_block_fp& moe(

a, wl, w2, wl_s, w2_s, topk_weight, topk_ids, block_shape, silu_fp32=False
):

"E R A torch SZILEY block-wise Tp8 &1t fused MoE £3£,

silu_fp32=True B fp32 Hit&E +E SiLU HEEEH, ETE modular
Helion kernel (silu_and_mul_per_block_quant) B9¥&E4TH;
silu_fp32=False BFF3E SiLU #MH& AF| bf16, LE fused_experts
5RAEE, 81 kernel B EEBE —KNEETARRIE,

B, D = a.shape

topk = topk_ids.size(1)

a = a.view(B, -1, D).repeat(1, topk, 1).reshape(-1, D)

out = torch.zeros(B * topk, w2.shape[1], dtype=a.dtype, device=a.device)

topk_weight = topk_weight.view(-1)
topk_ids = topk_ids.view(-1)



_, block_k = block_shape[0], block_shape[1]
# B4 per_token_group_quant_fp8 kernel &, 5#5 kernel UL —3K;
# JHMRY 0.06%-0.10% TTEBAZ 4R fp8 code AR LER (K=7168 BHER) .
# matmul 73£R$F fp32,
a_g, a_s = per_token_group_quant_fp8(a, block_k, dtype=current_platform.fp8_dtype())
a_g = a_g.to(torch.float32)
for i in range(w1.shape[0]):
mask = topk_ids == i
if mask.sum():
inter_out = native_w8a8_block_matmul(
a_qg[mask], wilil, a_s[mask], w1_s[i], block_shape, output_dtype=a.dtype
)
# silu_fp32=True B fp32 ¥HE FHUEES E1, 5 modular kernel
# 8 silu_and_mul_per_block_quant Bt&B&Z23F.
act_out = SiluAndMul().forward_native(
inter_out.float() if silu_fp32 else inter_out
)
act_out_g, act_out_s = per_token_group_quant_fp&(
act_out, block_k, dtype=current_platform.fp8_dtype()
)
out[mask] = native_w8a8_block_matmul(
act_out_qg, w2[i], act_out_s, w2_s]i], block_shape, output_dtype=a.dtype
)
return (
out.view(B, -1, w2.shape[1]) * topk_weight.view(B, -1, 1).to(out.dtype)
).sum(dim=1)

# IED % (BIEA test_ w8a8_block_fp8_fused_moe HIKTZ#4)
# modular B2 fp32 $RE4E SiLU+ &1 (silu_and_mul_per_block_quant) ,
# M fused_experts 5ERIASE LT SiLU €A bf16, K K/N T4 1-ULP £&
# 218 m_out #EHEEEE, ERE ROCm K K/N R LB&A fp32-SiLU &%,
# RERFLH%— (0.035/0.039) , FHIREMKRE,
if current_platform.is_rocm() and K >= 4096 and N >= 1024:
with set_current_vlim_config(vlim_config):
ref_out_m = torch_w8a8_block_fp&8_moe(
a, wl, w2, quant_config.w1_scale, quant_config.w2_scale,
topk_weights, topk_ids, block_size, silu_fp32=True

else:
ref out_m = ref_out

torch.testing.assert_close(out, ref_out, atol=tol, rtol=tol)
torch.testing.assert_close(m_out, ref_out_m, atol=tol, rtol=tol)

vliim/model_executor/layers/fused_moe/experts/aiter_mxfp4_w4a8_moe.py

BLEJRAG KN : _get padding_mask 3T forward context 5P, R EHE kernel 8 B
¥ [FEBSAI AITER upstream PR#4530 B97& TODO,



# vlilm/model_executor/layers/fused_moe/experts/aiter_mxfp4_w4a8_moe.py (BIHE)F)

# TODO(akaratza): ¥ https://github.com/ROCm/aiter/pull/4530 &R FH4 vLLM
# 4% E, MER _get padding_mask 5§ patch_gating_output XN workaround,

def get_padding_mask() -> torch.Tensor | None:

FREIE padding(0)/padding(1) B9 /R$EAD,

“slot_mapping < 0" kB gpu_model_runner.py F#
“slot_mapping[num_tokens_unpadded:num_tokens_padded].fill_(-1)",

B kernel ME84125% A model runner B padding 7To#4E,
R WAERA forward context B L E R, HIERE None,

if not is_forward_context_available():
return None

forward_context = get_forward_context()

# model runner v2: EEHER LT XEH padding i,
if forward_context.is_padding is not None:
return forward_context.is_padding

# model runner v1: M slot_mapping 3K padding L&,
slot_mapping = forward_context.slot_mapping

if isinstance(slot_mapping, list):
slot_mapping_dict = slot_mapping[0]
else:
slot_mapping_dict = slot_mapping

if isinstance(slot_mapping_dict, dict):
slot_mapping_sample = next(iter(slot_mapping_dict.values()), None)

if isinstance(slot_mapping_sample, torch.Tensor):
return slot_mapping_sample < 0

else:
return None
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