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HATHREZE

« —AJiE: H ROCm B A Inkling &8, X MXFP4 #IE

c WESE: BINRATESFAFRIZ PR, ©ETRT VLM £ T 28 £ (
FusedMoE. AttentionLayerBase) RZFIEECHTZEMN, UKRERTF NVIDIA FE R AN

ROCM b, FFEERNE & #5E InklingMoE F MXFP4 REMMB 51152 8E, UK
_sconv_add_norm ¥ ROCm #FEMEMRBEER, XERITTERKREUBEFTER,

THRES B

PR #4iRBARAYE B B AN 'first enablement PR for inkling model on ROCm', 3 'targets
the more efficient variant of the model which is mxfp4', RE®H HuggingFace ©F
lightseekorg/Inkling-MXFP4 &, % PR %R 7K NVFP4 A EEIZ, NAFRHETE
B TI#EHN MXFP4 4&E &,

LI RE

1. 338 AMD 45 ERERAZ IR . 7 vliim/models/inkling/amd/ T 8lZZ model.py (InklingModel.
InklingDecoderLayer) . attention.py (InklingAttention) . moe.py (InklingMoE) .
mtp.py (InklingMTP) . logits_processor.py (InklinglLogitsProcessor) .
short_conv.py (InklingShortConv) . sconv_swa_attn.py (InklingSconvBackend) %X
#, BEEX ROCm FEMERFIZFE, REMKfENERE,

2. EREMREARRL NAZ : & LightSeek tokenspeed By GFX950 GLUON #EXEE HAAZ (
rel_mha_decode_gfx350.py) BEEMANCE, B RIIERIKFUPRFRRAREZ B, ZRZ
13Xt paged attention 4L, & decode MEXIRMZA 23% By TPOT K&,

3. 523, MXFP4 / bf16 JB& MoE: InklingMoE % /& B FusedMoE, X FF sigmoid []#&4n
log-sigmoid EJI—L; EWHEMEA vLLM 89 Quark OCP MXFP4 Ré&#7%, dEE(MEEIR
Z bf16; I EE load_expert_weight 7%, BFRESFRENESKERBARER S
KN

4. XF% token FUNS TEAA: InklingMTP SZIEFEARMAL draft A, BN
embed_dual_rmsnorm_cat Bh&)3—1b3A; InklinglLogitsProcessor R muP 5% 4&iK
, H3HEE LoRA EALE; Rust RIIEAD tokenizer WEH (B IERT) X3 T inkling 4%
TE B tokenizer fn T B AT,



5. MR 5 MREEE . T tests/models/inkling/rocm/ T EEEESEMMENNR, FEADEEA.
MTP i A\BLE) FoltREEE (benchmark_inkling_gkvr_prep.py) , Z&UEi+E IERflEfoie
BethEy; SMEREIT conftest FREAXIE gfx950 _L3iEfT,

REEF:

« vllm/models/inkling/amd/model.py (#3k fERFE X ; 25| source; ER core-logic; &
_layer_id, _sconv_add_norm, InklingDecoderLayer, init) : Inkling & FEAD, EX
T InklingModel. InklingDecoderlLayer ZE R [ARENERFE, £ PR B9 OZEM S,

vlim/models/inkling/amd/attention.py (#3k STEHE; 5| source; EA core-logic;
&5 compute_log_scaling_tau, RellLogitsProj, init, forward) : X T InklingAttention
&, 83 QKV &R, HEXMLE logits 4Eik. MUK GLUON FRAGEmMERK, ZMEREX
BEARIR,

vlim/models/inkling/amd/moe.py (13 MoE [13%; 2% source; & core-logic; &5
_linear_with_fp32_out, _inkling_gate_select_kernel, inkling_gate_select, InklingGate) :
SZH Inkling B9 MoE 1485 € R4, X3F MXFP4/bf16 RERE, RERTHERAN
B2

vlim/models/inkling/amd/ops/gluon/rel_mha_decode_gfx950.py (&3k #ERERNAZ; 25
source; £ core-logic; &5 rel_mha_decode_gfx950, use_gfxd50 gluon_decode,
use_gfxd50 gluon_ext) : LightSeek tokenspeed B9 GLUON ¥ &A%, 3+ GFX9I50
paged decode thift, ZEMERERABIZA,
tests/models/inkling/rocm/test_rel_attention.py (#3k SEEAMIR; L5 test; L&
test-coverage; 5 _reference, test_query_length_bucket,
test_split_kv_dispatch_thresholds, test_gfx950_gluon_dispatch_is_strict) : & ZAAXE
BAEHM. 2REEF GLUON 3% dispatch, EERMZOKRZNEZNR,
vlim/models/inkling/amd/sconv_swa_attn.py (&3 B&EMREHE; EH| source; £R
core-logic; 5 InklingSconvMetadata, InklingSconvMetadataBuilder, init, build) :
TIIEER SWA £275EE, FX InklingSconvBackend 14 AttentionBackend, =

conv state #o paged cache BI#Z,

XBEM5 . InklingModel.forward, InklingDecoderLayer.forward,
InklingAttention.forward, InklingMoE.select_experts, InklingLogitsProcessor.forward,
compute_log_scaling_tau, RellLogitsProj.forward, _sconv_add_norm,
InklingMTP.forward, _linear_with_fp32_out

RERED R B

vlim/models/inkling/amd/model.py

Inkling R EAND, EXT InklingModel. InklingDecoderLayer %% H A Ao & hn ik
2, & PR BRI X,

def _sconv_add_norm(
delta: torch.Tensor,
hidden: torch.Tensor,
sconv: InklingShortConv,
norm: InklingRMSNorm | None,



positions: torch.Tensor,
) -> tuple[torch.Tensor | None, torch.Tensor]:
# ROCm £ RCCL 8y reduce_scatter fu all_gather SZELE rank £18E1E,
# = NVIDIA 523989 Lamport P2P + CUDA GDC 42 (GFX950 F%#F HSACO)
norm_w = norm.weight if norm is not None else None
eps = norm.variance_epsilon if norm is not None else 0.0

# RCCL RS -> shard sconv -> AG -> fused add(+rmsnorm)
shard = tensor_model_parallel_reduce_scatter(delta, dim=-1)
shard = sconv(shard.contiguous(), positions)
full = tensor_model_parallel_all_gather(shard, dim=-1)
if norm is None:

return None, hidden + full
return add_rmsnorm(hidden, full, norm_w, eps)

vlim/models/inkling/amd/moe.py

2, Inkling B9 MoE 1385 £ FK3i%k4F, X 3F MXFP4/bf16 JBE¥E, RERTEE R AR
2o

def _linear_with_fp32_out(x: torch.Tensor, weight: torch.Tensor) -> torch.Tensor:
leading = list(x.shapel[:-1])
flat = x.flatten(0, -2)
# Y token HE <= 64 MRS ERMELRMER, €A LL bf16 gemm fniE;
# TNE:RF| fp32 epilogue B torch.mm {RIEEKMENEE
if (
flat.shape[0] <= INKLING_LL_BF16_MAX_TOKENS
and flat.dtype == torch.bfloat16
and weight.dtype == torch.bfloat16
and flat.is_cuda
and flat.is_contiguous()
and weight.is_contiguous()
and flat.shape[1] % 8 == 0
and current_platform.has_device_capability(90)
and Il_bf16.is_available()

out = Il_bf16.1I_bf16_gemm(flat, weight)
else:

out = torch.mm(flat, weight.T, out_dtype=torch.float32)
return out.view(*leading, weight.shape[0])
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« MHERTFERE: AndreasKaratzas 24 ROCm MAFREAE gfxd50, tjitanaa @it
conftest SLIIE ROCm/ 3k gfx950 Bk, RA&MNE,

- FERBAHNPEE: AndreasKaratzas F8 i torch.empty £ ROCm L[ RES|#2 a]f, 7EiX
torch.zeros; tjtanaa fRRBRME B tokenspeed BEBBRZ LKL, RIFIIR,



« BHERIEE: AndreasKaratzas ZIER g.dtype is current_platform.fp8_dtype(),
tjtanaa £ RREF tokenspeed BAEUE G F EMET—K,

MR FEEFREH R (testing): ¥t conftest BIET current_platform.is_rocm() #n
on_gfx950() 95 Bkst 523,

« FEREBAIEMLNRFE (correctness): #r$F torch.empty A%, HIABRIL,
B EHELERRE (style): [RIFRBERLAR, ENRNEEARN gfx950 RE.,

R 5 B0
. RS

« IMERAAZARF: rel_mha_decode_gfx950.py HiEE #| B tokenspeed, REEEG L
Bl UGB R bug SMERERML, BRZARABUEALE,

- FEBUE: GFXI50 TRKEZE, FEEM4 MR ERN, ERFPERZIFN GPU LT
KEFEEITHAK,

c EURRGE . (XREIFFEN MXFP4 BN, NVFP4 ERREEZAMBMMAE, KigH
SEER bf16 = fp16 ¥,

« REFARE (4 9k 17) FIAKBALIF KA, BT TEEME Inkling HMAIZEM; L7
RIEJE ROCm F & EBATIIE,

« AP & AMD GFX950 _E¥[354T LightSeek Inkling # &, #IBAR EIRALH 29%,
TPOT MR 23%, B X#F MTP fnTHAA,

« A% FYA 33 A, HSEETAEART inkling AR, XAGPHMAER TR
i,

- HIBN: EAEIFER ATNEF T, SIETHARD tokenspeed RZEHT. HfRS
NVIDIA SZ3L—3ME, AR XTI 4R M E RS R IR,

« REEHRIT: INRRARIRE , FEBUE (GFXI50) , BILARRHE , KREFERD AR KA

RTINS
« PR #48775 [Inkling] Use <lunused_200053|>/<lunused_200054|> for image/audio

placeholder token ids: El— Inkling & X #F A% F 8 tokenizer £E, 5 PR # Rust Al
¥mfn tokenizer EERME X, FE commit AL FERE



