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JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/48677

MRS

« —A]iE: XPU F4& PyTorch AR ZE 2.13 RN EH

< EMME: % PRAEMZFE, LHEHRE viim/_custom_ops.py F# workaround &2 Ao
Dockerfile BB HCE, BRT FEARRNR N BFERAGSHRIFIASLER, T
XPU FF &%, FBEXZIH M oneAPl 2026.0 EREEH A PyTorch 2.13 MM RA, &
WEEIEREE XPU H% CI MPRLER,

THRES B

PR body BAFAILEA A& B 8Y: "This PR upgrades to torch 2.13 on XPU platform and bump
up v0.1.12 vlim-xpu-kernels.", 4, Issue Wi krisclarkdev f&§ 1 "Full-graph
FlashAttention capture needs torch.version.xpu >= 20260000 (oneAPI 2026 / torch
2.13)", RAALRREE XPU BHFIFENLE/RE SRS,

LI RE

1. #t2& PyTorch 580 K#: 18EX requirements/xpu.txt, ¥ torch M 2.12.0 #%E 2.13.0
, auto_round_lib #Z 0.14.2, viim_xpu_kernels &M v0.1.12 B wheel ik, EH E
#T requirements/test/xpu.txt FEA Intel A BE 2026.0 RFIARA,

2. & MoE #® workaround: 7 vlim/_custom_ops.py F#If& topk_softmax fao
topk_hash_softplus_sqrt K +F 89 XPU 4% 0% (1Zo X BBk is_padding %) . #7
FR viim-xpu-kernels v0.1.12 B.%#F is_padding, Rl T UG—RAAR—&ED,

3. falfk Docker 2% A2: docker/Dockerfile.xpu AHiEiX apt 0 oneAPl ®EHEE
2025.3 frA, MR B FROM intel/hpux:oneapi-2026.0, #K¥ T F5) T oneCCL &
B, BT BRI T GRBIER, R EH LD_LIBRARY_PATH SIEE & U ILED
AT,

4. FAEMBEES CI BA: setup.py B0 if not _is_xpu() &, & XPU F& Bk
spinloop #a fs_io_C PN C ¥ BMIHmF (X&Y BA XPU L THREE SRR FE R - .
buildkite/scripts/hardware_ci/run-intel-test.sh IR T F 28547 source
/opt/intel/oneapi/setvars.sh B9IAA (EHRBERE) ,

5. B XMY: docs/getting_started/installation/gpu.xpu.inc.md & £ # 7 IRASIR T,
RS



vlim/_custom_ops.py (#k B EXEF; 5| source; £ core-logic; &5
topk_softmax, topk_hash_softplus_sqrt) : #:WBEZTE: MR XPU B X%, F—
MoE i1 RE T8 is_padding 34038, (REITAR NAZ X 3.

setup.py (B3R ¥922BLE; K5 source; ER core-logic) : MEEEELTE: A XPU F&
HEBR spinloop o fs_io C ¥ B, BHRRmFEIR,

docker/Dockerfile.xpu (#3k Docker #%&; £A| infra; & infrastructure) : E&iZH
BRRE . NFRIRE oneAPI 2025.3 BRAMEA Intel EZ oneAPI 2026.0 iR, K
& &1t Dockerfile,

* requirements/xpu.txt (3 KFEE; K7 docs; FEA documentation) : WK FA K
: torch 2.13.0, auto_round_lib 0.14.2, vlim_xpu_kernels 0.1.12,

« requirements/test/xpu.txt (3R MIREH; K5 docs; EA documentation) : MERIKH
EFHRK: FrA Intel B4EFAZE 2026.0 &%), triton-xpu 3.7.2,

.buildkite/scripts/hardware_ci/run-intel-test.sh (#&k CI fA; 28| infra; £&
infrastructure) : Cl BIAE N #Ee%: MR source setvars.sh 4,

docs/getting_started/installation/gpu.xpu.inc.md ({3 XAY; 5| docs; HEA
documentation) : XF4[E % EFHARALE Eo

*PEF5: topk_softmax, topk_hash_softplus_sqrt

RPERAD B

vlim/_custom_ops.py

BOEEEE: MR XPU &5kA X, %— MoE BBE R P M is_padding SHEHE, (R
IR AAZ X 3o

def topk_softmax(

topk_weights: torch.Tensor,
topk_ids: torch.Tensor,
token_expert_indices: torch.Tensor,
gating_output: torch.Tensor,
renormalize: bool = False,
e_score_correction_bias: torch.Tensor | None = None,
is_padding: torch.Tensor | None = None,
) -> None:
# 2B XPU FEEMN# v0.1.11 AX3#F is_padding, TE4RFRL X Bk %S K,
# #%3| v0.1.12 E4—iRAM is_padding WO,
torch.ops._moe_C.topk_softmax(
topk_weights,
topk_ids,
token_expert_indices,
gating_output,
renormalize,
e_score_correction_bias,
is_padding,



def topk_hash_softplus_sqgrt(
topk_weights: torch.Tensor,
topk_indices: torch.Tensor,
token_expert_indices: torch.Tensor,
gating_output: torch.Tensor,
renormalize: bool = False,
routed_scaling_factor: float = 1.0,
e_score_correction_bias: torch.Tensor | None = None,
input_tokens: torch.Tensor | None = None,
hash_indices_table: torch.Tensor | None = None,
is_padding: torch.Tensor | None = None,
) -> None:
# R, BT XPU 4%, H#FEH is_padding.
torch.ops._moe_C.topk_softplus_sqgrt(
topk_weights,
topk_indices,
token_expert_indices,
gating_output,
renormalize,
routed_scaling_factor,
e_score_correction_bias,
input_tokens,
hash_indices_table,
is_padding,
)

docker/Dockerfile.xpu

HERRHAZONTE . IWNFEIEE oneAPIL 2025.3 BAERA Intel B oneAPI 2026.0 HEatEE
1%, KigfEtt Dockerfile,

# RNBEF A oneAPI ©EfRZE 2025.3 EERA

# HIEER'E A oneAPl 2026.0 Hai5E

#ZRIEELE: apt-key, deb repo, pin BRA, apt install

# WERE FROM Epe]

FROM intel/hpux:oneapi-2026.0 AS base

# HAi P BIRIFRE, LD_LIBRARY_PATH M{E{t A A LBRIARLZ
ENV LD_LIBRARY_PATH=/opt/venv/lib:/usr/local/lib

TSR A

RN depthfirst-app[bot] 8 Docker ¥2ZBMRT GPG L RIE (ZHIEN
signed-by= fa wget -O- il gpg —-dearmor) , DRI SHA256 RE, jikunshang EIRIA
AR REILLRTE (FTHETE oneAPL AM) , TREFRZENMNREZE umf, ZITIERTEMR
, 18 Docker Mz B E, &N B EaFIEAE,

ED AR FIA . review I H jikunshang #&, REILE KRS,

« Docker MEZ L RFE (security): KEABMER, 1B jikunshang AARNRZEREAL, 5
4L 9] BE B ORAD % umf, YRTIRIHMEEEAMBEZRN T2,



« oneAPI AHRZEF R (question): ZITIERAEL PR F SR, EMRMIMRENREE, HRA
RE TR EMBR,

R 5 B

- R

1. Rz 2R Dockerfile #FRT F5170 oneAPI ©FEM GPG £EIIE, PRHAK
#i intel/hpux:oneapi-2026.0 EalHE . EHREEEKNEH CEHKRE, HWERRET
BEIIANGENE, TRGKBEEKRIRAEIH A E I,

2. AAZFEEMEYT: viim-xpu-kernels v0.1.12 B&s13RK (4% — is_padding #0) , g
XPU ¥ & LB MoE A HILFE, TRER AR ML, 12 PR REINAE S,
ENIRFF IR CI BE,

3. IMRTERRETE: LD_LIBRARY_PATH MFaHTEE S oneAPI BZER AN
/opt/venv/lib:/usr/local/lib, ZFXEEREEE (0 oneCCL) REAERIR, TEESFEBEEAT
IR LK, CI BIATHMAEFRT source setvars.sh, W AERIRIEMER B0 F3#4E,

4. RIFHERRIXEE . setup.py A XPU HERR spinloop An fs_io C, EFARXEY BE XPU

THEXE, 2ERmE. YSAMBRELZE2HN, - W AFRPM: (X¥mW XPU (Intel
GPU) F&A&HAF . AREEZHERFT Docker HBREHLE PyTorch 2.13 REERN
. |BH oneAPI 2025.3 FEABRE, AP EEMHE oneAPI 2026.0,
A% Docker MEMEE L, TBEEIRY, MEER, BHRT ZIAEEE 2025.3 K
A oneAPL A, HFhRA 2026.0 TTRESIAN API B &, FEMR FRIERE M.
HAEIFEm: FET custom_ops.py B8 XPU workaround, A% EEMW, ELEFEM
#, CI BAEML, FERBFIFREEMR,
« RFSFRT: KB 8N , Docker MEERLHIFZEIIE , TAZRBZMER)T |, E/TH
PRAZ R B AT RE RS T BEHE

PRI S

« PR #50038 [XPU] FA-in-graph / XPU graphs (placeholder): krisclarkdev ¥ Issue it
FIEH #50038 FE torch 2.13 /EAKRH, & PR AHRIBEEMH

« PR #49813 [XPU] softcap/MXFP8 support: EA XPU 4 PR, krisclarkdev 23| 4 =R
3% FA-in-graph E&t PR,



