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1. R fp32 #ENFHFHIE returns_logprobs Fix: F vlim/v1/worker/gpu/sample/sampler.
py B9 apply_sampling_params H, ¥ELEMH fp32 #NBHAZRERE (XY
logprobs_mode X "raw_" FFLB&EIRE logprobs BY) ., EBEE _ call $8Y
return_logprobs i+ EREAII B returns_logprobs(idx_mapping_np) Ak, WUEHRE
£ B WRS,

2. B3 Triton WA AR £ viim/v1/sample/ops/topk_topp_triton.py &, &
apply_top_k_top_p_triton BIEIAERIBETZ M torch.float32 #X3EA (torch.float32,
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, Baf% computation & fp32 ¥E #H1T.

3. & & top-p PyTorch EIR¥FE : 7 vlim/v1/sample/ops/topk_topp_sampler.py 89
apply_top_k_top_p_pytorch #, ¥ logits_sort.softmax(dim=-1) B&A softmax(dim=-1,
dtype=torch.float32), #% bfl16 RMFBEERE,

4. 1&%& FlashInfer XFEBZXEHMEBFRENM: & flashinfer_sample R#HF, XNREREEE
top-k fo top-p 94k, A logits.float().contiguous() BMRIE Flashlnfer & ZHyELL
fp32 Ao

5. ANEYIMER . TE tests/v1/sample/test _topk topp_sampler.py ¥
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, BSIE bf16/ fp32. % top-k/ top-p A& T HIEMME,
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to(tl.float32), 5EAK dtype —Efk,

R

« vlim/v1/worker/gpu/sample/sampler.py (#3k X#£8; K7 source; £H core-logic;
F5 returns_logprobs) : BOERE XM, BIRT fp32 #NHHHE returns_logprobs 7
%, B IUREAZRE| apply_sampling_params #,

. tests/v1/sample/test_topk_topp_sampler.py (#3k EAEMIR; 25| test; LR
test-coverage; &5 test flashinfer_sample_padded_vocab) : FEEIVINIR, BE
FlashInfer R REIFENTFEARTHESAES R, BIE bf16/ fp32 X E M top-k/ top-p
HE,

« vlim/v1/worker/gpu/sample/logit_bias.py (#ik fmENZ; K7 source; ER core-logic)
: Triton WAZFFN to(tl.float32) ¥4k, LRI bf16 MATIHEAEEIEH,

« vlim/v1/sample/ops/topk_topp_triton.py (#E3k Triton WA%; £H| infra; £
infrastructure) : BEHMARRM S, EFTAE logits M AN fp32 ¥k, £ Triton A
ZBEEFERLTE bf16/ fpl16 BN,

« vlim/v1/sample/ops/topk_topp_sampler.py (#3k RHEEF; £5)| infra; LR
infrastructure) : 1&£ top-p PyTorch EERERIZHIFEE A&, UK Flashinfer XAFEHE
HALE LR,

XEFS: Sampler.returns_logprobs, Sampler.apply_sampling_params,
apply_top_k_top_p_triton, apply_top_k_top_p_pytorch, flashinfer_sample, _bias_kernel,

test_flashinfer_sample_padded_vocab
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vlim/v1/worker/gpu/sample/sampler.py

BOTEE XM, BT fp32 #NHFHW returns_logprobs F3%, FHEIRKEARE
apply_sampling_params .,

def apply_sampling_params(
self,
logits: torch.Tensor,
expanded_idx_mapping: torch.Tensor,
idx_mapping_np: np.ndarray,
pos: torch.Tensor,
input_ids: torch.Tensor,
expanded_local_pos: torch.Tensor,
skip_top_k_top_p: bool = False,
) -> torch.Tensor:
# 2Rl ARG fp32 # 0, $3K Spec Decode FR&FZ K,
# IAE: T op REPEBATHME| fp32, X raw_logprobs FEJR4E logits B LlE,
if self.logprobs_mode.startswith("raw_") and self.returns_logprobs(
idx_mapping_np
):

logits = logits.clone()



# UUTRIEHE logits B9JREE dtype 34T (fldm bf16)
# & op NEELERRIGE L5 fp32,
self.logit_bias_state.apply_logit_bias(
logits, expanded_idx_mapping, idx_mapping_np, pos
)
self.penalties_state.apply_penalties(
logits, expanded_idx_mapping, idx_mapping_np,
input_ids, expanded_local_pos,
)
self.bad_words_state.apply_bad_words(
logits, expanded_idx_mapping, idx_mapping_np,

if not skip_top_k_top_p:
logits = self.sampling_states.apply_top_k_top_p(
logits, idx_mapping_np, expanded_idx_mapping,
)

return logits

def returns_logprobs(self, idx_mapping_np: np.ndarray) -> bool:
"SRR R B HEE—RERERIH logprobs™
return (
self.sampling_states.max_num_logprobs(idx_mapping_np) = NO_LOGPROBS
or self.logprob_token_ids_state.max_num_token_ids(idx_mapping_np) > 0

)

tests/v1/sample/test_topk_topp_sampler.py

FrBEINR, B E FlashIinfer REZBAEXN T AR THESURIZE, BIE bf16/ fp32 &
% top-k/ top-p A&

def test_flashinfer_sample_padded_vocab(
dtype: torch.dtype, k: int | None, p: float | None

""ISIE flashinfer_sample BEIEAAALIE logits EF LEAIIE fp32 AN,

compute_logits &1 vocab EZ, HEIbinE vocab size F& 64 BIfEEK
(ffl4m opt B9 50272) , 18FEY logits BE—NES A, Flashinfer RAZER

T fp32 BN, AMRBIREMS E )G e IEHTAE,

torch.set_default_device(DEVICE_TYPE)

batch_size = 8 # BTSN ETEERIELH, E batch > 1 FBERE A

org_vocab_size = 50272

padded_vocab_size = pad_vocab_size(org_vocab_size)

assert padded_vocab_size != org_vocab_size

# Bl padded R, BRFELKE
logits = torch.randn(batch_size, padded_vocab_size, dtype=dtype)]|
..., ;org_vocab_size



assert not logits.is_contiguous()

token_ids = flashinfer_sample(
logits,
torch.full((batch_size,), k, dtype=torch.int32) if k is not None else None,
torch.full((batch_size,), p, dtype=torch.float32) if p is not None else None,

)
assert token_ids.shape == (batch_size,)
assert torch.all((token_ids >= 0) & (token_ids < org_vocab_size))
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