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data-contract; 5 LlavaNextVideoForConditionalGeneration, get_mm_mapping,
get_num_mm_encoder_tokens, get_num_mm_connector_tokens) : B I XA, N0
SupportsLoRA. packed_modules_mapping. get_mm_mapping.
get_num_mm_encoder_tokens. get_num_mm_connector_tokens,

. tests/models/multimodal/processing/test_llava_next_video.py (#£3k MR; 25| test;

Ve =]

E AR test-coverage; 5 _StubModel, test_num_mm_tokens_match_real_config,
test_num_mm_tokens_roundtrip, test_num_mm_tokens_zero) : MR, IIE
token 1%k helper BYIERAME, £/ StubModel BB Mk oM opE A

« docs/models/supported_models.md (#3& X#4; 25| docs; A documentation) : &
R IFER LN, RIDIZER B XE LoRA,

XEEMFS init, get_mm_mapping, get_num_mm_encoder_tokens,
get_num_mm_connector_tokens

KR Fr B]

vliim/model_executor/models/llava_next_video.py
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def __init_ (self, *, vlim_config: VIImConfig, prefix: str = "") -> None:
super().__init_ ()
config = vlim_config.model_config.hf_config
#...
vision_encoder_info = get_vision_encoder_info(config)
self.patch_grid_length = vision_encoder_info.get_patch_grid_length()
# A E MR KE S KORE, M EERE
self.pooled_grid_length = math.ceil(

self.patch_grid_length / config.spatial_pool_stride
)

# ... ¥4k vision_tower, vision_resampler, multi_modal_projector %

def get_mm_mapping(self) -> MultiModelKeys:
"R [ % SRR BUARIR AT, 1 LoRA HEZREAL-FARR"
return MultiModelKeys.from_string_field(
language_model="language_model",
connector="multi_modal_projector”,
tower_model="vision_tower",

def get_num_mm_encoder_tokens(self, num_video_tokens: int) -> int:
"M LLM MY E4L token %k (pooled_grid_length”A2 per frame)
RE vision tower SZFR¥H B9 token # (patch_grid_lengthA2 per frame)s

pooled_tokens_per_frame = self.pooled_grid_length ** 2



if num_video_tokens <= 0 or pooled_tokens_per_frame <= 0:
return 0

num_frames = num_video_tokens // pooled_tokens_per_frame

return num_frames * (self.patch_grid_length ** 2)

def get_num_mm_connector_tokens(self, num_vision_tokens: int) -> int:
"M vision tower ¥ token FRHE connector SEFRHEIAB token K
(BF pooled_grid_lengthA2 per frame, E X projector BRFHKERE) .

patch_tokens_per_frame = self.patch_grid_length ** 2

if num_vision_tokens <= 0 or patch_tokens_per_frame <= 0:
return 0

num_frames = num_vision_tokens // patch_tokens_per_frame

return num_frames * (self.pooled_grid_length ** 2)
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