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// causal_convld_update_multi_kernel_impl — #t 243 % draft token BYEFR AT EALRSE #T
template <typename scalar_t>
void causal_convld_update_multi_kernel_impl(
scalar_t* __restrict__ out,
const scalar_t* __restrict__ input,
scalar_t* __restrict_ conv_states,
const scalar_t* __restrict__ weight,
const scalar_t* __restrict__ bias,
const int32_t* _ restrict__ num_accepted_tokens, // BANFH BEZH draft #X
const int32_t* _ restrict__ conv_indices,
bool silu_activation,
intb4_t batch, int64_t dim, inté4_t seqglen, int64_t width,
intb4 _t state_len, intb4_t conv_state_slot_stride) {
constexpr int64_t BLOCK_N = block_size_n() * 2;
const int64_t NB = div_up(dim, BLOCK_N);
AT_DISPATCH_BOOLZ2(bias != nullptr, has_bias, silu_activation, has_silu, [&] {
at::parallel_for(0, batch * NB, 0, [&](intb4_t begin, int64_t end) {
inté4_t bs, nb;
data_index_init(begin, bs, batch, nb, NB);
for (intb4_t i = begin; i < end; ++i) {
const int6é4_t nb_start = nb * BLOCK_N;
const intb4_t nb_size = std::min(dim - nb_start, BLOCK_N);
const int32_t conv_state_index = conv_indices[bs];
const int32_t history_offset = num_accepted_tokens|bs] - 1;
switch (width << 4 | nb_size >> 4) {
case 0x42:
tinygemm_kernel<scalar_t, 4, 32, has_bias, has_silu>::apply(
input + bs * seglen * dim + nb_start,
weight + nb_start * width,
out + bs * seglen * dim + nb_start,
has_bias ? bias + nb_start : nullptr,
conv_states + conv_state_index * conv_state_slot_stride +
history_offset * dim + nb_start,
true, seqglen, dim, true);
break;
case 0x44:
tinygemm_kernel<scalar_t, 4, 64, has_bias, has_silu>::apply(
input + bs * seglen * dim + nb_start,
weight + nb_start * width,
out + bs * seglen * dim + nb_start,
has_bias ? bias + nb_start : nullptr,
conv_states + conv_state_index * conv_state_slot_stride +
history_offset * dim + nb_start,
true, seqglen, dim, true);
break;
default:
TORCH_CHECK (false, "Unexpected block size, ", width, " x ", nb_size);
}
data_index_step(bs, batch, nb, NB);



}
hE
R
at::parallel_for(0, batch, 0, [&](intb4_t begin, inté64_t end) {
for (inté4_t bs = begin; bs < end; ++bs) {
const int32_t conv_state_index = conv_indices[bs];
const int32_t num_accepted = num_accepted_tokens[bs];
scalar_t* state = conv_states + conv_state_index * conv_state_slot_stride;
std::memmove(state, state + num_accepted * dim,
(state_len - seglen) * dim * sizeof(scalar_t));
std::memcpy(state + (state_len - seqlen) * dim,
input + bs * seqglen * dim,
seqglen * dim * sizeof(scalar_t));

}
D;
}
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