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MRS

« —#)3E: Gemma3n F#EL GELU A Triton BA&RN#Z%

- WESME: EERKIE LEHEZRITRER: (1) kernel & dtype roundtrip By M4 i61E
——H ablation #3E (14/24 FP16. 21/24 BF16 BE5%# B EZH T4 mask ~—3)
BR“AXFF native & NMEHERAE A" ZIEHREE; (2) @triton_op + wrap_triton ik
torch.compile &%t kernel launch BRI W%, FHA standalone AOT EVISFH £ TR
AR, X2 IR HF# Triton W ERATERN; (3) warp B&ARE spill B9RHE, UK
ERZ 2RREAARREIIR + BFK TODO "M TAZHINT, FELEIX: #—%# H100/L40S
S2EMEY warp/spill BIEBEEERETY KBRIABHER; 5 #41903 IkSKE— op 89 IR 7%
MEERELE; I d=32768 By spill TODO #pKJRL issue IRER.

THRES B

PR body BA# BAr2 AN Gemma3n B gelu_and_mul_sparse #4t% A Triton provider, 1E&
T4 it. Gaussian thresholding. tanh GELU & gated multiplication &, #qF % kernel
8 native/Inductor B42; FEBIEIZ op JEMBE vLLM IR H#3#3T IR dispatch B&H, XW 2
issue #32676 (A PluggablelLayer / vLLM IR ## CustomOp) F#EE CustomOp I#
EHEHE gelu_and_mul_sparse B9—3f, /EEEBRA PR 5§ #41903 £ IR IMLEAEES, B
MELERR: A PR ZMHEES M, Mi# Triton provider. CUDA AEREE. AOT KHIEES
P42 benchmark, #BiF #41903 HMRAZ op WEETH,

SCENAFAR
1. BB ZERAN VLM IR £F

« #7138 vlim/ir/ops/activation.py: F @register_op E.X gelu_and_mul_sparse(x,
std_multiplier, approximate), ZF4TITHE mean/std (unbiased=False) , f& F.relu(gate
- (mean + std * std_multiplier)) G F.gelu(...) * x[..., d:];
_gelu_and_mul_sparse_input_generator Z&—4 & (x, std_multiplier, approximate), 1t
k5 benchmark £/,

« J& GeluAndMulSparse._gaussian_topk F“TP>1 A all-gather, F&itERFLHFBIN
B XA IR 2P, HHEIBXAE,

« vlim/ir/ops/__init__.py &S YH, £ ir.ops.gelu_and_mul_sparse ®[# dispatch 51k%
REIE,



2. BEBALA dispatch B (BIBRAZTL)

« vlim/model_executor/layers/activation.py: & _gaussian_topk §5F LiF%,
forward_native R | ir.ops.gelu_and_mul_sparse(x, self.std_multiplier,
self.approximate), forward_cuda #k%iiE %,

« self.std_multiplier M normal_dist.icdf(...) 8 0 2 tensor B&X A .item() By Python float,
ILEL IR op MIARESR 4, it torch.compile / AOT BEIBT Y RiZHAE B IR,

« ROCm Lt approximate == "tanh" E3R A "none" KWELAZIERYE, B-S Triton provider
REFEZ "tanh" B supports_args, FRRAWFERA.

3. #F3E Triton provider (vlim/kernels/triton/activation.py, +110)

« _gelu_and_mul_sparse_kernel: —4> program %32 —4T, gate YAZ9H mean/variance,
## mean + std * std_multiplier it& cutoff, tl.where &K f{E/E £ tanh T4l GELU (
R 2 * sigmoid(2x) - 1 %£F; tanh) , &5 up MREE; TRIIA tlintbd FFEH,

o EANE T FREEANB dtype roundtrip (to(input_dtype).to(tl.float32)) , &I native
PyTorch B9& XN, &Nl FP16/BF16 MKES B mask #<1mE.

« _supports_gelu_and_mul_sparse YE4 fallback #[1]: &3 CUDA. contiguous. ndim >
0. dtype € {FP16, BF16, FP32}. approximate == "tanh". &E—%H# KB EH d <=
32768, Fi#HERBBER% native,

« _gelu_and_mul_sparse_triton_op A @triton_op("vlim::gelu_and_mul_sparse_triton") +
wrap_triton 3% launch, {£ torch.compile BE&E R E 52 kernel MAEEB YU EE, M
%1% standalone AOT BUIREI X &

« num_warps BHEZE 8 XA min(max(block_size // 256, 1), 8) (review Ef&ek, &£/~ d
>= 2048 5Z& 8 warps) o

4. provider JEfft. BRIAMLERSESFE£ER

« vlim/kernels/triton/__init__.py A activation, vlim/kernels/__init__.py &\ triton +&
FE XN __all__; import vlim.kernels 89&|/EABREEEM, MRS benchmark ERIKRIX
— Ro

« register_impl("triton", supported=HAS_TRITON and current_platform.is_cuda(),
supports_args=...): 7o Triton 83 CUDA B} provider B H,

« vlim/platforms/cuda.py / rocm.py / xpu.py 5 vlim/config/kernel.py: CUDA ERiA
priority A ["triton", "native"], ROCm/XPU A ['native"]; commit d151c957 & &
Inductor % 7B+ & BRIAMERTE M ASEM viim_c provider S8 B 514K,

5. MiR. benchmark 5 AOT EBE
. tests/kernels/ir/test_activation.py (+183) : &% provider registration. 3 dtype x 3
token #X x 6 /™ intermediate size BIIEFMES mask ELBIRIE. FE-AFENMF. DR
(d=1/31/128, = dtype, &K mask ¥#H—3%k) . ND/ =ikE. ¥ E4T. NaN/Inf
gate. fallback &, dispatch + opcheck. CUDA Graph E#X,

- tests/compile/passes/ir/test_lowering.py: #3% SparseActivationModel 5
test_lowering_gelu_and_mul_sparse, Br& lowering /& selected_impls ==



{"gelu_and_mul_sparse": "triton"},

« tests/compile/test_aot_compile.py: #73& SparseActivationAotModel (

dynamic_arg_dims={"x": 0}) 5 test_sparse_activation_standalone_aot_preserves_dep
endencies, FA native provider FTEH golden, i AOT =¥ AR E L projection 5
Triton write,

- tests/test_config.py: test_ir_op_platform_defaults_support_sparse_gelu &%
compilation mode x backend & T BIF & ERIA provider,

« benchmarks/kernels/benchmark_gelu_and_mul_sparse.py: 7 /> token %k x 6 A
intermediate size = 42 ¢ABCE, Xftb Triton / native(torch.compile) / native(eager), B
HETRTIR & 5 native MUIERAMEX R,

R

« vlim/kernels/triton/activation.py (#23R FBUEEN%; KA source; R core-logic; &
5 _gelu_and_mul_sparse_kernel, _supports_gelu_and_mul_sparse,
_gelu_and_mul_sparse_triton_op, gelu_and_mul_sparse_triton) : PR 894 FrgEs
ZitE. BERIENL. tanh GELU 51188 35%H Triton kernel, #3383y triton_op +
wrap_triton JEMA IR By triton provider; warp B& . dtype roundtrip.
supports_args fallback ¥7E X4,

« vlilm/model_executor/layers/activation.py (3R #EEF; 25| source; EH
data-contract; 5 GeluAndMulSparse.init, GeluAndMulSparse.forward_native) :
GeluAndMulSparse M B # native SZELEA R4 IR dispatch, MM _gaussian_topk:;
std_multiplier B2 0 % tensor Z A Python float, & IR op MEZL 5 RIFHE ERIKN
RBHEATA,

- tests/kernels/ir/test_activation.py (#&¥R WAZMR,; K5 test; LA test-coverage; &
= test_gelu_and_mul_sparse_registration, test_gelu_and_mul_sparse_triton,
test_gelu_and_mul_sparse_triton_second_seed,
test_gelu_and_mul_sparse_triton_small_sizes) : ¥3& 9 A, B = provider JEft.
= dtype x ZRTIEFMES mask tbfl. B _RENMF. DNRITKEHA mask. ND/ ZKE.
#E/T. NaN/Inf. fallback &f. dispatch + opcheck 5 CUDA Graph, EARIMEIE
RN EEH %

« vlim/ir/ops/activation.py (3% E-FFM; 3B source; EA data-contract; F5
gelu_and_mul_sparse, _gelu_and_mul_sparse_input_generator) : & X
gelu_and_mul_sparse IR HF, ABMEBHHE native ZELIMSMANERE, &
provider £, lowering 5 AOT MR L RIREZAE,

» tests/compile/test_aot_compile.py (FE3k ZRiFNR; K5 test; KA test-coverage; &
= SparseActivationAotModel, SparseActivationAotModel.forward,
test_sparse_activation_standalone_aot_preserves_dependencies, native_reference) :
3 SparseActivationAotModel 5 standalone AOT REVUREFEYA, 15 AOT &=
RE L35 projection B Triton write, 2 ZRiFEEIErE — B EMMER K.

« tests/compile/passes/ir/test_lowering.py (#E3k BRFMIR; K7 test; XA
test-coverage; {45 SparseActivationModel, SparseActivationModel.forward,
test_lowering_gelu_and_mul_sparse) : #3E test_lowering_gelu_and_mul_sparse, &



& VlimIRLoweringPass £ CUDA L A% op #%9 triton provider, IIE IR A& E|
lowering B3 3| 3 EEE

« benchmarks/kernels/benchmark_gelu_and_mul_sparse.py (#3k MREEE; 285 other
: EA benchmark; &5 benchmark_gelu_and_mul_sparse) : $¥=I £ A 42 44
shape Z (7 token #X x 6 intermediate size) , Xttb Triton / native(torch.compile) /
native(eager), FEITETATERES native 7B, BELASSEIEANELXTE,

» vlim/platforms/cuda.py (#E3r F&i&#L; £F| source; FEA configuration) : CUDA F
& 2RIA IR op priority A triton BIE (EE4& vlim/config/kernel.py) , Zi%Z kernel BRIA
AT % ; ROCm/XPU El & KEIRFF native-only, B8 RIM provider 8925015,

. tests/test_config.py (#i3k BLEM; K7 test; KR test-coverage; &
test_ir_op_platform_defaults_support_sparse_gelu) : #3g
test_ir_op_platform_defaults_support_sparse_gelu, &% compilation mode x
backend A& T BF & ERIA provider, Frik ROCm/XPU BRGARIEMEY viim_c
provider,

« vlim/kernels/__init__.py (B3 RAEM; KB source; ER entrypoint) : TZE kernels
BEA triton F8& (triton/init.py B A activation) , £ import vlim.kernels B9g|/EH
BRs2 X provider EAt; MIR. benchmark 5 AOT AFIEREIEX &A%,

XS _gelu_and_mul_sparse_kernel, _supports_gelu_and_mul_sparse,
_gelu_and_mul_sparse_triton_op, gelu_and_mul_sparse_triton,
GeluAndMulSparse.forward_native, gelu_and_mul_sparse,
_gelu_and_mul_sparse_input_generator, SparseActivationAotModel.forward,
native_reference, test_sparse_dctivation_standalone_aot_preserves_dependencies,
test_lowering_gelu_and_mul_sparse, test_ir_op_platform_defaults_support_sparse_gelu,
benchmark_gelu_and_mul_sparse

RBIRED R B

vlim/model_executor/layers/activation.py

GeluAndMulSparse M B native IR A R IR dispatch, MR _gaussian_topk;
std_multiplier B2 0 %4 tensor Z & Python float, & IR op MEZL SR FIATE ERIKHN X
BEEATA,

class GeluAndMulSparse(CustomOp):
""Gemma3n BFE GELU: AT Z 8T top-k HEREH GELU, 35 up ok, "

def __init_ (self, activation_sparsity: float, approximate: str = "none"):

super().__init_ ()

self.approximate = approximate

if approximate not in ("none", "tanh"):
raise ValueError(f"Unknown approximate mode: {approximate}")

if current_platform.is_rocm() and approximate == "tanh":
# ROCm Lt torch.compile + tanh GELU Rf&E, 1RERAE:R:
# EIREX "none" /& Triton provider B supports_args &K approximate 7~ LB IEL,
# TRBEN%ER native, BB EZLHFERE,



logger.warning_once(
"[ROCm] Pytorch's native GELU with tanh approximation is currently "
"unstable and produces garbage. Fallback to 'none' approximation.”

)

self.approximate = "none"

if activation_sparsity == 0.0:

raise ValueError("activation_sparsity is 0.0. Please use GeluAndMul.")
target_sparsity_tensor = torch.tensor(activation_sparsity, dtype=torch.float32)
normal_dist = torch.distributions.normal.Normal(0, 1)
# M 0 % tensor B84 Python float: IR op &4 & (x, std_multiplier: float, ...),
# ARE A BEFE torch.compile / AOT MM TR AR BT 2,
self.std_multiplier = normal_dist.icdf(target_sparsity_tensor).item()

def forward_native(self, x: torch.Tensor) -> torch.Tensor:
# BARSZELHRE] viim/ir/ops/activation.py 8 native provider:
# X E R IR dispatch, BERIAMLESEZ (CUDA L [“triton", "native"]) RESZI,
# JRKB _gaussian_topk + F.gelu + SRIEREMIR, B RRABEF,

return ir.ops.gelu_and_mul_sparse(x, self.std_multiplier, self.approximate)

def forward_cuda(self, x: torch.Tensor) -> torch.Tensor:
return self.forward_native(x)

tests/compile/test_aot_compile.py

¥ SparseActivationAotModel 5 standalone AOT &EUREEEYT, EHI 1P AOT MR
% b5 projection 2 Triton write, EZRIFBEIRE—BSEMER %,

@support_torch_compile(dynamic_arg_dims={"x": 0}) # token £zhZ, AOT FMEEZS shape
class SparseActivationAotModel(torch.nn.Module):
def __init_ (self, **kwargs):

super().__init_ ()

self.up_proj = torch.nn.Linear(32, 256, bias=False)

# GeluAndMulSparse(0.95, "tanh") ¥ CUDA _LBRIA#EHTZ] triton provider

self.activation = GeluAndMulSparse(0.95, "tanh")

self.down_proj = torch.nn.Linear(128, 16, bias=False)

def forward(self, x: torch.Tensor):
return self.down_proj(self.activation(self.up_proj(x)))

@pytest.mark.skipif(
not current_platform.is_cuda() or not is_torch_equal_or_newer("2.10.0"),
reason="requires CUDA and torch 2.10",

)

def test_sparse_activation_standalone_aot_preserves_dependencies(
monkeypatch: pytest.MonkeyPatch, vlim_tmp_cache: Path

def native_reference(model: SparseActivationAotModel, x: torch.Tensor):
# F native provider FLEH golden: up_proj -> native ##Ei GELU -> down_proj



projected = torch.nn.functional.linear(x, model.up_proj.weight)
activated = ops.gelu_and_mul_sparse.impls['native"] .impl_fn(
projected, model.activation.std_multiplier, "tanh"

)

return torch.nn.functional.linear(activated, model.down_proj.weight)

with monkeypatch.context() as m:
# FTHF standalone AOT %wi%¥5 mega artifact, HREHEEFHEHX
m.setenv("VLLM_USE_AOT_COMPILE", "1")
m.setenv("VLLM_USE_MEGA_AOT_ARTIFACT", "1")
m.setenv("VLLM_USE_STANDALONE_COMPILE", "1")
m.setenv("VLLM_CACHE_ROOT", str(vllm_tmp_cache / "vlim_cache"))

vlim_config = make_vlim_config()

torch.manual_seed(0)

# B—mF T MEREEZFM token 1, IIE dynamic shape T HRIIRFF

inputs = [
torch.randn(4, 32, device="cuda", dtype=torch.bfloat16),
torch.randn(7, 32, device="cuda", dtype=torch.bfloat16),

with (
use_vlim_config(vlim_config),
vlim_config.kernel_config.ir_op_priority.set_priority(),
ir.enable_torch_wrap(True),

compiled = SparseActivationAotModel(vIim_config=vlim_config).to(
device="cuda", dtype=torch.bfloat16

)

compiled.requires_grad_(False)

expected = [native_reference(compiled, x) for x in inputs]

actual = [compiled(x) for x in inputs]

for result, reference in zip(actual, expected):
# & AOT =#MEH LI projection 3, Triton write, XBSHIFER finite XA L
assert torch.isfinite(result).all()
torch.testing.assert_close(
result,
reference,
**ops.gelu_and_mul_sparse.get_tolerance(result.dtype),

)
PR AL

1. EZ 8 warps BIEZEMZ (BadrBasowid, vlim/kernels/triton/activation.py)

“Is fixed num_warps=8 optimal across the supported CUDA architectures and all
intermediate sizes? ... If this was tuned for one specific GPU, should the optimized
implementation be restricted to that hardware until broader results are available?”



2530 VEEBN num_warps = min(max(block_size // 256, 1), 8); #BXEE 8 warps, /INg
EJUMHERE A100 3F 1.022x. B200 $#&HA 1.134x, d >= 2048 BY£EF" shape F&¥F 8
warps, WARIEHMBLE,

2. dtype roundtrip &% E (BadrBasowid, line 45)

“Are the dtype roundtrips necessary?”

#w: BB, FE%AY ablation: A100 EBRE 14/24 A FP16. 21/24 /A~ BF16 FAfIEE
, FEHIL 281 / 2700 AFEER mask <—32k; B200 Lt 25 k. 3292 A AR—3K, kernel &
EANERFAEE,

3. REURE/NR~+EZ (BadrBasowid — BWAAEEEK)

“can you report tolerances separately for FP32, FP16, and BF16.” / “what about
fp16 and fp32?°

18 AR dtype BE%R (FP32 atol 1e-5. FP16/BF16 atol 1e-3. BF16 rtol 1.6e-2, &
RUGITEE 1.43e-6/0/0) , DRIENMRASEAMAB=F dtype FHIEIMFHEL mask KBRS,
activation B4 74/74 @,

4. spill 53R up ME (BadrBasowid 2 BWAAEEEK)

“I also say this because i am worried about spills on archs that haven't been
tested” / “Perhaps you can just add a TODO ...”

258 EEE B200 & d SEEZERZM up MBAE: BFE mean Z 5T EER/B KRR
spill; ZEREF| variance Z G SM80 d=32768 By stack frame M 1312B f&3| 592B, &P
RS B200 shape EIR 2-3%, HAREILNIFE T TODO, B RTLMR. EXLEH
o

5. % EIHAEKI (issue I, tjtanaa)

“how does it fair with various concurrencies e.g. 1, 64, 1287 Is this always faster
even when the number of tokens are large?”

#Z£: A100 £ C1/C64/C128 HEAELITEE A, B200 Co4 - 3.100% (p = 1.1e-10) .
C128 & 2.089% (p = 0.00357) , C1 H%; B4& CUDA Graph T GSM8K
0.5307 (native 0.5262) , TREE:R,

6. ROCm/XPU BRIA provider EY3 (commit d151c957 + tests/test_config.py) Cl RESH
. Inductor %X & BRIALE RS BABAREME viim_c provider FEBIEIK; BEAR
R A CUDA BRIA ["triton", "native"], FFE test_ir_op_platform_defaults_support_sparse
_gelu EYV3, FEHF tjitanaa AL E ‘LGTM now.”,

« EE num_warps=8 WEEMERNESZETREEHFELE (performance): KA
num_warps = min(max(block_size // 256, 1), 8), &£ d >= 2048 {38 8 warps; /INg
FEUfTH#ME A100 +1.022x, B200 +1.134x; d=32768 #£ A100 A 48B spill (B2 5N
KIREE, BWAMEMRE,

. dtype roundtrip B2EXE (BMES5HE mask B93F) (correctness): roundtrip &, H
T £ native PyTorch EENE-FAFRBEA dtype &N ; FEE kernel WA T HLHA



IR, reviewer EZ,
« & dtype BEREE/NRMIRN dtype BE (testing): 1EELHEE%Rk (FP32 atol 1e-5.
FP16/BF16 atol 1e-3. BF16 rtol 1.6e-2, KRR E 1.43e-6/0/0) , /NRAMR

SHAB| =M dtype FFIEMAHE mask ¥EHAESRIES, activation EHERNEM EE
74/74 N,

« K reduction THIEFHESE spill 5X3R up MK (performance): ZE3RE| variance Z 5748
SM80 d=32768 t4 stack frame M 1312B [&3| 592B, B4t~ B200 shape EIR
2-3%, BZALREELNKEF RN, RERBINLZINHE kernel FE T TODO 1A LR
#,

 FEAHAE T HRERKZES K token 3R KI (performance): A100 =R A E ST

BEE N ; B200 C64 R 3.100% (p 24 1.1e-10) . C128 & 2.089% (p=0.00357) , C1

ik KA R PLZER 150.14 ms — 147.81 ms (1.58%) , greedy token 5

logprobs E4&—H,
« ROCm/XPU BRIA provider 23 AkEM viim_c B CI EY3 (correctness): I CUDA B

A ["triton", "native"]. ROCm/XPU ZkiA ["native"], FH#g

test_ir_op_platform_defaults_support_sparse_gelu &% compilation mode x backend

H4E; tjitanaa EAHE (LGTM now)

R 5 8%

o

« BAOBBIZBRIAMTHZEE . CUDA £ Gemma3n By GeluAndMulSparse M native BRIAY]

F| Triton, K& FTHE CUDA AP ; RIEREZE SM80 (A100) 5§ SM100 (B200) ,
H100. L40S. SEBKFERREMEKNM, reviewer JAFMEEH spill BIFEMRHZAR A
TODO Wk,

- BAIKRARIN: d=32768 7 A100 B 48 T spill, BRIVUMEZKREE, ERBT
ILRERNMRER; TODO SERBRHE issue,

« BEEEMP: BF16 rtol 3553 1.6e-2; EEMMHERAFRER mask RF—EELB <
Te-3 (UNRITERIEHARSE) , KITEZBMAT mask #aI1m down_proj &35, 3k
F3RARITRIR (GSM8BK TTiRfb) {EEHRZE token BYAEIRIE,

« 5 native SLIMRAMAE: kernel AR EIMA dtype EEA native HFARHNEN

% IR native provider ¥R IAEEFINF (WEAERABE cutoff) , Triton MAHE

%, TNHEHIEE mask 2FREH,
« JRIFBEERIKH: triton_op + wrap_triton BYFEBEPEIRER PyTorch BRAATA,
standalone AOT EF RE %k B projection 3% Triton write, RSB ER= A R4

MAE)TREZ CUDA B torch >= 2.10,

- THBRIMELIPE: cuda/rocm/xpu =AEBRIA priority B4, ROCm B __init__ 38
#| approximate="none" fi XA supports_args F4ME, ITHERLERTEMHRES;
std_multiplier %A float /&, EfTIEE Y tensor FERANIIEERE S LKL (BEANBLER

X5 o



- AP ®"M: Gemma3n A%| (dn E2B/E4B) 7£ CUDA LERRIAREBREEWNAZ, kernel &
A100 JUfT#41E 2.59x (483 compiled native) . range 1.15x-4.06x; 3#Z3% A100
#F, B200 K¥A (2048 token) HALZERM 150.14 ms [&E] 147.81 ms (1.58%)
, m¥& C64/C128 BHmtiR 2-3%, GSMBK EHELIEERH L EIR,

« RERH: FE viim/kernels/triton/ 4p4& 2218 FFFASL Triton provider = triton_op +
wrap_triton + register_impl + supports_args + AOT MR BIEANEMR, BEIERSE
issue #32676 / PR #41903 s9BUEH F IR (L%, /B4 fatrelu_and_mul,
swigluoai_and_mul, relu2 &= £ HAR—&ER,

- BIRARma: BFEEBRIA priority £ 7 —NEZR P EF RS (CUDA A triton.
ROCm/XPU # native) , kernel WET—A spill f4t TODO, FEILp IR RS ;
3 benchmark BAAN B LRSS BIRE G —E LK.

« RFART: BOBTERZRIATE , BEEMBIERE (X SM80/SM100) , BAE %
spill RARR , BF16 ZERFE (rtol 1.6e-2) , IR FME #41903 £E

KERIKZE

« PR #41903 [vLLM IR] port activation ops (fatrelu_and_mul, relu2,
gelu_and_mul_sparse, swigluoai_and_mul): [@— op 8 IR JEMKJR, A< PR body BA#4
ERE5HESE, HEREERBEFBEIHAREHEFR gelu_and_mul_sparse, &3 #A%
T B IRESREY K BRI,

« PR #56676 [Bugfix] Skip Triton autotune inspection without Triton: R & Triton = A%
P FRE L AR PR RE HAS_TRITON 1428 provider 7Ft5 vlim/kernels/triton § A,
57 Triton SR TSN / EERAEER —EKXNCHE,

« PR #56707 [CI] Initialize warmup registry in V2 QSA runner fixture: [EJ& kernels/JIT
EMBEIERSI R T CI |#: A PR WERKMIRE N import vlim.kernels 7 BE 525X
provider ¥, ©FEFLEAREFMERELINTKE,

« PR #55768 [Warmup] Gemma 4 de-JITification: R/BIEERM kernel UKSLBIE F X A%
5 JIT A& gL, ¥ & viim/kernels 5 attention B XHRZALR ST R,

« PR #56688 [Perf] Avoid redundant conversions in FP8 dummy initialization: [ 8k

RALEEREH R : % PR JERRIUAR dtype #F#I, & PR NMZIEFRE dtype roundtrip BLITFF
native #{E, TXTELIBAR R ENEHR S5 TREN NH EirE,



