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Sending multimodal data (e.g. an image_url) to a text-only model returns HTTP 500
InternalServerError. It is a client mistake and should be HTTP 400 BadRequest.
_mm_req_counter is only initialized inside the if
mm_registry.supports_multimodal_inputs(...) block, so on a text-only model the
attribute does not exist, causing an AttributeError before the existing ValueError
guard in get_mm_processor() can fire.
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1. A% _process_multimodal A EIERINF (viim/renderers/base.py) : ¥
mm_req_id = f'renderer{self.api_process_rank}-mm-{self._ mm_req_counter.inc(1)}" A
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ValueError (BAZZARM) |, MfEEs% AttributeError,

2. #3E _build_text_only_renderer JRFHBI R EK (tests/renderers/test_process_multi_mo
dal_uuids.py) : £ openai-community/gpt2 YA text-only & H)3E HfRenderer,
REEME TR,

3. IEASMER A 3K test_text_only_model_mm_data_maps_to bad_request: &% FANKT
= : a) AH _process_multimodal R#bH ILEL text-only B ValueError; b) i#id
create_error_response ¥z & & A HTTPStatus.BAD_REQUEST,
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+ vlim/renderers/base.py (#3k JEF28; K5 source; FEA core-logic; F5
_process_multimodal) : #ZWMEE XM, EIRE _process_multimodal FEF
mm_req_id J{ES get_mm_processor() {RAIE, 1£ text-only R FH BKRIZ FAfLL
ValueError,

. tests/renderers/test_process_multi_modal_uuids.py (3R MER; HK 7 test; LKA
test-coverage; 5 _build_text_only_renderer,
test_text_only_model_mm_data_maps_to_bad_request) : FIEMIRE Z text-only A
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# vllm/renderers/base.py ¥ _process_multimodal & k%8 H B
# {EPKRT: mm_req_id = f'renderer{self.api_process_rank}-mm-{self._mm_reqg_counter.inc(1)}"
# 1BKE: %R4E2IKE mm_processor, BE AR
def process_multimodal(
self,
prompt: list[int] | str,
mm_data: MultiModalDataDict,
mm_uuids: MultiModalUUIDDict | None,
mm_processor_kwargs: Mapping[str, object] | None,
tokenization_kwargs: dict[str, Any] | None,
*
skip_mm_cache: bool = False,
) -> "MultiModallnput":
# Step 1: &R multi-modal B8 —— WEERE text-only,
# X B oMY ValueError("Multi-modal processor not available...")
# A RE LT RMBEY _mm_req_counter,
if skip_mm_cache and self._readonly_mm_processor is not None:
mm_processor = self._readonly_mm_processor
else:
mm_processor = self.get_mm_processor()

# Step 2: WEHER BEFIAZIFZES, _mm_req_counter RRFE

mm_req_id = f"renderer{self.api_process_rank}-mm-{self._ mm_req_counter.inc(1)}"

mm_data_items = mm_processor.info.parse_mm_data(mm_data)
mm_uuid_items = parse_mm_uuids(mm_uuids)
mm_uuid_items = self._process_mm_uuids(
mm_data, mm_data_items, mm_uuid_items, mm_req_id
)
# ... BEAELRE
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# tests/renderers/test_process_multi_modal_uuids.py

from http import HTTPStatus
from vlim.entrypoints.serve.utils.error_response import create_error_response

def build_text_only_renderer() -> HfRenderer:
" gpt2 EA text-only ERMEIELEE, "
model_config = ModelConfig(model="openai-community/gpt2", max_model_len=128)
return HfRenderer(
VIimConfig(model_config=model_config),
cached_tokenizer_from_config(model_config),

def test_text_only_model_mm_data_maps_to_bad_request():
"] text-only AR &% L HEASEKIERRE 400 BadRequest, """
renderer = _build_text_only_renderer()

with pytest.raises(ValueError, match="text-only") as exc_info:
renderer._process_multimodal(
prompt="What is in this image?",
mm_data={"image": [cherry_pil_imagel},
mm_uuids=None,
mm_processor_kwargs=None,
tokenization_kwargs=None,

# I HE ST A 400 BadRequest
error_response = create_error_response(exc_info.value)
assert error_response.error.code == HTTPStatus.BAD_REQUEST
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