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# vlim/v1/kv_cache_interface.py

@dataclass(frozen=True, kw_only=True)

class AttentionSpec(KVCacheSpec):
num_kv_heads: int
head_size: int
dtype: torch.dtype
kv_guant_mode: KVQuantMode = KVQuantMode.NONE
page_size_padded: int | None = None
indexes_kv_by_block_stride: bool = False

@property
def unpadded_page_size_bytes(self) -> int:
# REX padding B9TLK/N, B2 per-token-head 4K E-F
unpadded = self.real_page_size_bytes
if self.kv_quant_mode.is_per_token_head:
# B (head, token) BLEA 2 A fp32 HEKETF (key #n value)
unpadded += (
2 * self.block_size * self.num_kv_heads * get_dtype_size(torch.float32)

)

return unpadded

@property
def page_size_bytes(self) -> int:
# EBARIEE T padding A/N, MRE padding /&



if self.page_size_padded is not None:
assert self.page_size_padded >= self.unpadded_page_size_bytes
return self.page_size_padded

# TR EFR padding BRI

return self.unpadded_page_size_bytes

@property

def real_page_size_bytes(self) -> int:
#AXE KV #FE (REeEKATF) BRTTAN
L HEEBERT
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# tests/v1/core/test_kv_cache_utils.py

def test_unpadded_page_size_without_quant_matches_real_page():
# LEALET, unpadded_page_size_bytes N5 real_page_size_bytes —3K
spec = new_kv_cache_spec()
assert spec.unpadded_page_size_bytes == spec.real_page_size_bytes
assert spec.page_size_bytes == spec.unpadded_page_size_bytes

def test_unpadded_page_size_includes_per_token_head_scales():

# Per-token-head EME, 4EHKE-FRNIT A unpadded_page_size_bytes
spec = new_kv_cache_spec(

dtype=torch.uint8, kv_quant_mode=KVQuantMode.FP8_PER_TOKEN_HEAD
)
scales = 2 * spec.block_size * spec.num_kv_heads * 4 # &/ head 2 4 fp32
assert spec.unpadded_page_size_bytes == spec.real_page_size_bytes + scales
assert spec.page_size_bytes == spec.unpadded_page_size_bytes

def test_page_size_padded_wins():

# BRXIEE page_size_padded BF, page_size bytes NiR [ElZ{E

spec = new_kv_cache_spec(
dtype=torch.uint8,
kv_quant_mode=KVQuantMode.FP8_PER_TOKEN_HEAD,
page_size_padded=65536,

)

assert spec.page_size_bytes == 65536
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