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[Bugfix] Gemma4 parser: classify channel-less output consistently in streaming and
non-streaming
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def _prompt_ends_in_open_reasoning(self, prompt_token_ids: Sequence[int]) -> bool:

"B R R T LTI <Ichannel>” $iP,

ME TR R : WRABIEMAXANEELF token ZATFEEF|
“<Ichannel>™ #244 token, HLEABRAI AT IR,
start_id = self._reasoning_start_token_id
if start_id is None:
return False
#EXE. TERA. e, TEWMNINAZLFE token
boundary_ids = {
tid
for tid in (
self._reasoning_end_token_id,
self._tool_call_token_id,
self._new_turn_token_id,
self._tool_response_token_id,

)

if tid is not None
}
for tid in reversed(prompt_token_ids):
if tid == start_id:
return True
if tid in boundary_ids:
return False
return False

def adjust_initial_state_from_prompt(self, prompt_token_ids: Sequencelint]) -> None:
"YY Y IRTRAFUITFE “<Ichannel>™ R4 RETFRAEA1LS| %A REASONING,

XBEZTEIRMNEEHRE (issue #45834) . XTI FITEEHIRT,
AR IR, EARETREZELBER (issue #48217) .
LRSI B 28 “<Ichannel>™ B, “(CONTENT, THINK_START)™ JRZ&
B#SIEY, “thought\n® RIS ~_events_to_delta™ &,
if not self._prompt_ends_in_open_reasoning(prompt_token_ids):

return



self._engine.reset(initial_state=ParserState.REASONING)
# BE S48 Cinitialize_streaming()” BE
self._streaming_initialized = True

tests/parser/engine/test_gemma4_streaming_reasoning.py
FIMRIER NS ERNE — K, E4LMEFIANR

# —— Channel-less direct answer (no reasoning markers at all)

_PLAIN_ANSWER_TEXT = "This is a direct final answer without channel markers."
_PLAIN_ANSWER_TOKENS: list[tuple[int, str]] = ]
for _i, _word in enumerate(_ PLAIN_ANSWER_TEXT.split(" ")):

_prefix =""if _i > 0 else
_PLAIN_ANSWER_TOKENS.append((7000 + _i, _prefix + _word))

class TestGemma4ChannellLessOutputConsistency:
"R AR IR S A UK O S A A K — B

JaF “enable_thinking=True™ Bf, {RIXFTEE token &R
TAEAAEIERS, WRER B ERME TREAMCHEER, RANAREH
TEAR RS, mIE#E,

@pytest.fixture
def plain_tokenizer(self):
return _make_tokenizer(_ PLAIN_ANSWER_TOKENS)

@pytest.fixture
def plain_parser(self, plain_tokenizer):
return Gemma4Parser(plain_tokenizer)

def test_streaming_channel_less_output_is_content(
self, plain_parser, plain_tokenizer, request_obj

# IR UFTES token R, RUITHBEELR
results = _stream_tokens_batched(
plain_parser,
plain_tokenizer,
request_obj,
batch_size=1,
prompt_token_ids=[NEW_TURN_ID, 9100, 9101],
)
reasoning, content, _ = _collect_fields(results)
assert content == _PLAIN_ANSWER_TEXT, (
f"Expected content to be { PLAIN_ANSWER_TEXT!r}, got {content!r}"
)
assert reasoning is None, (
f"Expected no reasoning, got {reasoning!r}"



)

def test_streaming_matches_non_streaming(
self, plain_parser, plain_tokenizer, request_obj
):
# HAMBERANSEARNERNT2E K
results_streaming = _stream_tokens_batched(
plain_parser,
plain_tokenizer,
request_obj,
batch_size=1,
prompt_token_ids=[NEW_TURN_ID, 9100, 9101],
)

reasoning_s, content_s, _ = collect_fields(results_streaming)

# ERIEEMEA parser.reasoning BMEIRERER

plain_parser.reset()

plain_parser.add_request(request_obj)

for token_id, text in _PLAIN_ANSWER_TOKENS:
plain_parser.add_token((token_id, text))

plain_parser.finish()

reasoning_ns, content_ns = plain_parser.reasoning, plain_parser.content

assert reasoning_s == reasoning_ns, (
f"Streaming reasoning {reasoning_s!r} |= non-streaming {reasoning_nsl!r}"

)

assert content_s == content_ns, (
f'Streaming content {content_s!r} |= non-streaming {content_nsl!r}"

)
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