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# vilm/v1/worker/gpu_worker.py (partial)
@instrument(span_name="Warmup (GPU)")
def compile_or_warm_up_model(self) -> CompilationTimes:



warmup_sizes: list[int] = []

if self.vlim_config.compilation_config.mode == CompilationMode.VLLM_COMPILE:
# warm up sizes that are not in cudagraph capture sizes,
# but users still want to compile for better performance
compile_sizes = self.vlim_config.compilation_config.compile_sizes
warmup_sizes = compile_sizes.copy() if compile_sizes is not None else |]

cg_capture_sizes: listint] = [] # fEABRIRAE: BHINE, XRE®LZ T EX

if self.vllm_config.compilation_config.cudagraph_mode != CUDAGraphMode.NONE:
cg_sizes = self.vlim_config.compilation_config.cudagraph_capture_sizes
cg_capture_sizes = [] if cg_sizes is None else cg_sizes
warmup_sizes = [x for x in warmup_sizes if x not in cg_capture_sizes]

# ... compile_ranges #:3E ...

# BT LT ROCm MRV #ZRTUMARED SR (49 15 4T)
# if current_platform.is_rocm() and not self.use_v2_model_runner ...
# warmup_sizes.append(max_num_reqgs)

for size in sorted(warmup_sizes, reverse=True):
logger.info("Compile and warming up model for size %d", size)
self.model_runner._dummy_run(size, skip_eplb=True, remove_lora=False)
self.model_runner.maybe_remove_all_loras(self.model_runner.lora_config)

kernel_warmup(self)
# ... capture model ...
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