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def stage_postprocess_inputs_to_gpu(
ctx: MambaSpecDecodeGPUContext,
scheduler_output: SchedulerOutput,
req_ids: list[str],
num_regs: int,
requests: dict[str, CachedRequestState],
mamba_state_idx: dict[str, int],
) -> None:
"B AT pinned numpy MEER—% H—D FEEEE N,

fused postprocess kernel &% reqg_idx &334 GPU tensor,

B b 0BRSS req_ids[:num_reqs] BIHLRIRE = A& 3T

# buffer R postprocess kernel BRKEE, &% —RIGH % EiE1L
assert ctx.mamba_state_idx_buf is not None

assert ctx.num_scheduled_tokens_buf is not None

assert ctx.num_computed_tokens_buf is not None

assert ctx.num_draft_tokens_buf is not None

scheduled_spec_tokens = scheduler_output.scheduled_spec_decode_tokens
num_scheduled = scheduler_output.num_scheduled_tokens
state_idx_np = ctx.mamba_state_idx_buf.np



scheduled_np = ctx.num_scheduled_tokens_buf.np
computed_np = ctx.num_computed_tokens_buf.np
draft_np = ctx.num_draft_tokens_buf.np

#oE——REH: BMEREAREAEANFIREA, RIEEAXF
for i in range(num_reqgs):
reg_id = req_ids[i]
state_idx = mamba_state_idx.get(reqg_id)
# AIEARZTE: preprocess_mamba REH, HRER BHFELEKTHARE
# #B5 None HMRIBRI|; HiREEBKREET AT =
assert state_idx is not None, (
f'mamba_state_idx missing entry for {reqg_id!r}; "
"preprocess_mamba must run before stage_postprocess_inputs_to_gpu"

)

state_idx_npli] = state_idx

scheduled_npli] = num_scheduled[req_id]

computed_npli] = requests[reqg_id].num_computed_tokens
draft_npli] = len(scheduled_spec_tokens.get(reqg_id, [1))

# BT pinned MEBRR G RORKARIERERE I, MRFFERIRL
ctx.mamba_state_idx_buf.copy_to_gpu(num_regs)
ctx.num_scheduled_tokens_buf.copy_to_gpu(num_regs)
ctx.num_computed_tokens_buf.copy_to_gpu(num_reqgs)
ctx.num_draft_tokens_buf.copy_to_gpu(num_regs)

Wi B
TPHEIBRAMRLEEARZE: claude[bot] BahiRTi% PR kB fork. B review B2H
, fIPETH @claude review Fahfiik ; tdoublep HEiE%H APPROVED, #FiEA 'LGTM,
VEEFE PR body FEFIEKRTEE (A gh pr list #& stage_postprocess & #5534 T IT
B) , HIWIES #46912 (MRv2 By copy-free align redesign) REZ: #46912 & KSEEfAR
B mamba_utils.py, BEREEEA PR MMEIFE A staging helpers,

. Fork PR 9B 5 review RZA (other): THEH AT : TEHERIT A THEZ,

R 5 B

« AFS: ZRBAT mrvi-only SEAHEENSHPUTERALE, EMEXRT: 1) SNIFEE
TURE N D HABE TR A ME N ER G—ERBL—FE I, BREA buffer EIE, BEX
REFHRAKEM buffer BRISHANEE, WANFEXFTEZFHFEFN, 2) MIRERRREK
stage_mamba_state_idx_to_gpu / stage_postprocess_metadata_to_gpu BT API &k
, BERRILEMAR, EEFEIRIAKSEENE; 3) S HEXAZATREZ MK
FZXANEERE; 4) TASMKBELA RBSMIRS FTIBEN, Mamba A% CI B
SEEARNEFERNTE K.

« B FUuSEERELE mrvl-only B9 Mamba hybrid + spec-decode 42, miTHHATA
S, BEF AT AEANRERS—AS, REBEER 47 17; staging R E RIRGH
EMETTNR, FEERENFAE CPU EREREYT, AP APL. &K, EEMLAMR



A,
« RFEFRIT: RBRIZEMN , THASMERYT , mrvl-only, API #REMIETINRG| A

KRR EE

- BLAEKEX PR



