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tests/kernels/attention/test_minimax_m3.py
FHA ROCm FRMIR, B ERNARLHTIREMEFETITAIE, HiRERNME,

@pytest.mark.skipif(
not current_platform.is_rocm(),
reason="'MiniMax-M3 AITER sparse PA is ROCm-only',
)
def test_aiter_decode_sparse_block_table_supports_spec_decode():

" IIEARAUARRD 3 R T AR RIR AN IE A

fRAD R | BB HATRFEA reqg_id * decode_query_len + local_g,

BSMIRIEIE ROCm AITER 3Rk i& Ap 224 FA 48 [ B9 Bt

from vllm.models.minimax_m3.amd.ops.sparse_pa import (
PAGES_PER_SPARSE_BLOCK,
minimax_m3_build_sparse_block_table_decode,

decode_query_len = 4
# =AMER: BNEK (seq_len 260, 132) , —/ANMERE (0)
seq_lens = torch.tensor([260, 132, 0], device='cuda', dtype=torch.int32)
block_table = torch.tensor(
5, 7, 111, 13, 17, 149], [0, 0, 0],
device="cuda', dtype=torch.int32,
)
# topk_idx FZ4R : [1, batch * decode_query_len, topk]
topk_idx = torch.tensor(
{2, o, 3, -1], [0, 2, 3, -1], [2, 1, O, -1], [1, 2, O, -1],
1,0, 2, -11, 10,1, 2,-11, 1, -1, 0, -11, [0, 2, 1, -1],
o, 1,-1,-11, 1[0, 1, -1, -1], [0, 1, -1, -1], [0, 1, -1, -1]]],
device='cuda’', dtype=torch.int32,

# 8 A AR R 2R
sparse_bt, sparse_ctx = minimax_m3_build_sparse_block_table_decode(
topk_idx, block_table, seq_lens, decode_query_len



torch.accelerator.synchronize()

# FaNtEREE

expected_bt = torch.zeros_like(sparse_bt)
expected_ctx = torch.empty_like(sparse_ctx)
topk_cpu = topk_idx.cpu()[0].tolist()
seq_lens_cpu = seq_lens.cpu().tolist()

for row, selected_blocks in enumerate(topk_cpu):
reg_id = row // decode_qguery_len
local_q = row - reqg_id * decode_query_len
# @ITEMME = seq_len[reg_id] - decode_query_len + local_g
query_pos = seq_lens_cpulreqg_id] - decode_query_len + local_g
causal_len = max(query_pos + 1, 0) # 3ERATER N 0
if causal_len ==
expected_ctx[row] = 0
continue
# I E R B AR AT E, FIR IR
#...
assert torch.equal(sparse_ctx, expected_ctx)
assert torch.equal(sparse_bt, expected_bt)

vlim/models/minimax_m3/amd/ops/sparse_pa.py
B2, FrgRARRS T AR ERMERER, FHMME Triton RARLREMH,

@torch.no_grad()
def minimax_m3_build_sparse_block_table_decode(
topk_idx: torch.Tensor, # [1, batch * decode_query_len, topk]
block_table: torch.Tensor, # [batch, max_blocks]
seq_lens: torch.Tensor, # [batch]
decode_query_len: int,
) -> tuple[torch.Tensor, torch.Tensor]:

"REANMATSEM token ME—NEIEM page-16 FHIRIREKAT,

¥ decode_query len == 1 B, HIZEFEERI|IAE REk QERHLERRZR)
TN, ¥RFI token RE|BETEIEXK ID Andsh A E,
R 5 E A TIE 7 M 2 B8 A AR AT -

if decode_qguery_len ==
# B token fRRY: EEERADAMNREMES, RIFLE

return minimax_m3_build_sparse_block_table(topk_idx, block_table, seq_lens)

total_qg = topk_idx.shape[1]

expected_q = block_table.shape[0] * decode_query_len

# W= topk TERME T batch * decode_query_len

assert total_g == expected_q, (
f'MiniMax-M3 decode top-k rows must equal batch * decode_query_len: '
f'{total_qg} = {expected_q}'



# i EEA token EHFHALE RS
pos = torch.arange(total_g, dtype=torch.int32, device=topk_idx.device)
# 1&K ID = pos // decode_qguery_len
query_req_id = torch.div(pos, decode_query_len, rounding_mode="'floor")
# AHEWRIE = pos % decode_query_len
g_offset = pos - query_req_id * decode_query_len
# BT EWME = seq_len[req_id] - decode_query_len + local_g
query_abs_pos = (

seq_lens[query_reqg_id] - decode_qguery_len + g_offset
).to(torch.int32)

# ERATUEAMESR, EAIFX ID fgE

return minimax_m3_build_sparse_block_table_prefill(
topk_idx, block_table, query_reqg_id, query_abs_pos

)
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