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PHATHRE

« —4)iE: X FF DeepSeek-V4 Quark JEE&EM checkpoint hnk

 BESNME: EERIE, EAREZANRITRREK: per-block FP8 54 A¥IL scheme KRR
& (T modelopt B3%) . A QuarkConfig SER £ BuaTigia Zilo (&
packed_modules_mapping KK EH4BT) . process_weights_after_loading RMEFEAR

Bt nAE, Wﬁ‘#’%“f” NVFP4 MoE w1/w3 global scale KB (raise vs max vs
wl) BXEN(EBER, RAL%EFTS ModelOpt / compressed-tensors —3HEEA A E.

THRES B

PR body BAF B#r: "Add support for DeepSeek-V4 AMD Quark mixed-quantized
checkpoints, where different parts of the model may use different quantization layouts,
including per-block FP8 linear layers and NVFP4 MoE experts." EE/ER=5: A
QuarkW8A8Fp8 R & % per-tensor/per-channel, i&%| per-block L B &84 PRIZERIARD SR AL
. EI gate_up_proj / fused_wqa_wkv % DeepSeek-V4 E& fused BLEDINE A
QuarkConfig, a1t A EMNEE SRR EFEMEIR; Quark NVFP4 MoE #) wi1/w3 global
scale & 58EH ModelOpt / compressed-tensors NVFP4 MoE AZEAR—3k, [RE PR BAHE
Out of Scope: F5IAHTEY NVFP4 scale 3EFHRBE, FHEEHA NVFP4 MoE scale &3 EH,
per-block FP8 B2 Quark S checkpoint = AR A E E2E B,

LI RE

TEANOEREMNEEN scheme BH, F/E=E DeepSeek-V4 ERMERS Cl THMEEE,
5%

1. $713¥ per-block FP8 &1t scheme: & quark_w8a8_fp8.py ¥
QuarkW8A8Fp8PerBlock, #3&BiE#| gscheme == per_block B3R block_size;
BOEEEE E kFp8Dynamic128Sym. RXEHEE kFp8Static128BlockSym;
create_weights A create_fp8_weight_parameter / create_fp8_scale_parameter (
BlockQuantScaleParameter) 8|53k, scale A weight_scale_inv;
process_weights_after_loading IX—4TZ£¥#6% fp8_linear, J& QuarkW8A8Fp8 Xt
per_block BLE EEMBEH IR NERAHFTE, schemes/init.py FF S H,

2. ¥ B QuarkConfig iRBI 58 quark.py B _is_fp8_w8a8 #¥¥ per-block 2% (REE

AR + block_size [128, 128] + BUEENZA per-group, B group_size BX block_size[1])
_get_scheme_from_config # per_block BB 2| E; RN



packed_modules_mapping BRAME K E #| (dict(self.packed_modules_mapping)) , &
S B LIFRE dict IWRETFREREZ 9 R-,

3. DeepSeek-V4 #HAIMZEE: deepseek_v4/amd/model.py B DeepseekV4ForCausallLM
¥ packed_modules_mapping &M load_weights ¥ H#E resolve_param_name
Xt * inv BB RMAEN: _make_deepseek_v4 weights_mapper 340 .input_scale -> .
input_scale_2 & & BRET,

4. NVFP4 MoE global scale 5RE&XTFT: quark_moe.py 1B w1/w3 global scale R—EMM
raise B8R TEZ + R wl ([:, 0]) 1, X3F ModelOpt 5 compressed-tensors BIEEA 4
% ; fused_moe/oracle/nvip4.py B EFEIREES A NvFp4MoeBackend. EMULATION
, £ ROCm {5 E kernel "[#3%H,

5. MRE CI B2E: test_quark.py #3 7 N2ZEAH (per-block &M, BSiMAIEL,
group_size RILELIE. block_size HR&IREE. QuarkConfig R R £ Bmst. HKRzm
HPRE) ; I DeepSeek-V4-Pro-NVFP4 5 Flash Fify GSMBK 1EELE, Flash JEM
# models-gfxd50-large.txt, .buildkite/test-amd.yaml| &0 TP=8 # LM Eval Large
Models (8xB200-8xMI355) optional i#f&4H.

R

« vlim/model_executor/layers/quantization/quark/schemes/quark_w8a8_fp8.py ({&ik &
1A E; 25| source; R core-logic; &5 QuarkW8A8Fp8&8PerBlock,
QuarkW8AS8Fp&.init, QuarkW8A8Fp8PerBlock.create_weights,
QuarkW8A8Fp8PerBlock.process_weights_after_loading) : A& PR & Hr3g
QuarkW8A8Fp8PerBlock scheme, Jhir &b E per-block FP8 By 5 $kBlZE. kernel #4a1L
5REELIE, HE QuarkW8A8Fp8 HAn A per_block 3| §MiREE,

« vlim/model_executor/layers/quantization/quark/quark.py ({&3k E4LECE ; 3 F| source
; KA core-logic; &5 QuarkConfig.init, QuarkConfig._is_fp8 w&a8,
QuarkConfig._get _scheme_from_config) : A Quark ECE KR5S &t okas
_is_fp8_w8a8 AN per-block X ¥ group_size RILHEE F| block_size[1],
_get_scheme_from_config BB 2|# scheme, packed_modules_mapping Bx ALK E %I
UZFFEEE,

« vlim/models/deepseek_v4/amd/model.py (&3 ERER; 23| source; LR
data-contract; 755 DeepseekV4ForCausalLM.packed_modules_mapping,
DeepseekV4ForCausalLM.load_weights, _resolve_param_name,

_make_deepseek_v4 _weights_mapper) : DeepSeek-V4 RERIMIZEED: fused FEIRBRLETFS
BRI load_weights | _resolve_param_name FRJEMEAT _inv B4, weights
mapper A0 input_scale fp & Begt, X1E Quark JBEEM checkpoint BIRE i #k,

. tests/quantization/test_quark.py (#3k E4MRK; K5 test; KA test-coverage; FE
test_quark_config_has_no_model_specific_fused_mappings,
test_quark_config_preserves_existing_packed_modules_mapping,
CustomQuarkConfig, test_quark_fp8 w8a8 detects_per _block_config) : #3& 7 N2
B, PUF per-block EREMM. FELEIZ. block _size #03E. QuarkConfig REER &
B At 5 KRG RE, 1A BB E)TE X B %,



« vlim/model_executor/layers/quantization/quark/quark_moe.py (& MoE &1k; 25|
source; £ core-logic; &5 QuarkW4A8Nvfp4MoEMethod.process_weights_after |
oading) : NVFP4 MoE 8 w1/w3 global scale %2 MEEIRSEEX AN EEHFEH wl scale,
5 ModelOpt / compressed-tensors BEE A EXTF, B FEHEFFRE SRS S,

« vlim/model_executor/layers/quantization/quark/schemes/__init__.py (#3k B HE;
%5 source; R data-contract; 5 QuarkW8A8Fp8PerBlock) : scheme %—H 0O
, SHETZE QuarkW8A8Fp8PerBlock, fit QuarkConfig 54MER3| .

- tests/evals/gsm8k/configs/DeepSeek-V4-Flash-NVFP4.yam| (iR HfEECE ; K7 test
; KA test-coverage) : GSMBK iHfEECE (TP=8, AITER {4E#/2) , Flash BE/ER
per-block FP8 + NVFP4 MoE JE &AM E /. ElREy CI 55k,

. tests/evals/gsm8k/configs/DeepSeek-V4-Pro-NVFP4.yam| (#i3k (B E; 25| test;
KA test-coverage) : GSM8K WHHELE (TP=8, BEI#8E 3600s) , Pro {&H Zrg—
BB £ per-block FP8 attention + NVFP4 experts B &%/ AR BIIEB4:, ERE CI 8
B =EM,

« vlim/model_executor/layers/fused_moe/oracle/nvfp4.py (#23k MoE J53%; 35 source
; A configuration; 5 select_nvfp4_moe_backend) : NVFP4 MoE JEimikiZ & &n
A EMULATION, £ ROCm 15K kernel B&f2 "I IEF ¥+,

« .buildkite/test-amd.yam| (#k CI B2E; 33| config; & configuration) : #7138 TP=8
B LM Eval Large Models (8xB200-8xMI355) optional i#f&H, =& DeepSeek-V4
NVFP4 89 CI &hzkiA,

- tests/evals/gsm8k/configs/models-gfxd50-large.txt (1#3k PfEECE; 25| docs; LR
documentation) : gfx950 KIERIP(EEE, M DeepSeek-V4-Flash-NVFP4, Pro &4
pE =

*PEF5: QuarkW8A8Fp8PerBlock.init, QuarkW8A8Fp8PerBlock.create_weights,

QuarkW8A8Fp8PerBlock.process_weights_after_loading,

QuarkW8A8Fp8PerBlock.apply_weights, QuarkConfig._is_fp8_w&a8,

QuarkConfig._get_scheme_from_config, DeepseekV4ForCausalLM.load_weights,

DeepseekV4ForCausalLM._resolve_param_name,

QuarkW4A8Nvfp4MoEMethod.process_weights_after_loading

RPERAD B

vlim/model_executor/layers/quantization/quark/quark.py

A Quark ELERIRA| 5B BKIE: _is_fp8_w8a8 AN per-block X ¥ group_size &
BURE R block_size[1], _get _scheme_from_config BB E|#T scheme,
packed_modules_mapping BR AL R EHIUZFHTFREE,

def _is_fp8 w8a8(
self,
weight_quant: dict[str, Any] | None,
input_quant: dict[str, Any] | None,
) -> bool:

# MESMAESAGEE, BRE RS FP8 E4M3



if weight_quant is None or input_quant is None:
return False
is_fp8_dtype = (
weight_quant.get("dtype") == "fp8_e4m3"
and input_quant.get("dtype") == "fp8_e4m3"
)
is_static_weight = not weight_quant.get("is_dynamic")
if not is_fp8_dtype or not is_static_weight:
return False

# per-block A% X3EZ [128, 128] MRREEMN, BHEMLHZ
# 7S per-group; group_size EIEER block_size[1], #RMAE BES
block_size = list(weight_quant.get("block_size") or [])
is_per_block_weight = (
weight_quant.get("gscheme") == "per_block"
and block_size == [128, 128]
and weight_quant.get("symmetric") is True
)
if is_per_block_weight:
if not input_quant.get("is_dynamic"):
return False
return (
input_quant.get("gscheme") == "per_group"
and input_quant.get("group_size") == block_size[1]
and input_quant.get("symmetric") is True

# JBH per-tensor / per-channel iRBI3ZBEB(RIFLT
is_per_tensor_or_channel_weight = weight_quant.get("gscheme") in [
"per_tensor",
"per_channel",
]
if not is_per_tensor_or_channel_weight:
return False
if input_quant.get("is_dynamic"):
return True
is_per_tensor_activation = input_quant.get("gscheme") == "per_tensor"
return is_per_tensor_activation

vliim/models/deepseek_v4/amd/model.py

DeepSeek-V4 #EEMEHE: fused HEIRBLRFZREA X load_weights A
_resolve_param_name BJEAENT _inv EER, weights mapper 340 input_scale 454 BT,
*# Quark JB&E1L checkpoint IR E K,

class DeepseekV4ForCausalLM(nn.Module, SupportsPP, SupportsEagle3):
# BRIA mapper RIRJELE FP4 experts By checkpoint f &,
# 3E FP4 (#m NVFP4) 33E4E _init_ Hi% expert_dtype EZ mapper
hf_to_vlim_mapper = _make_deepseek_v4_weights_mapper("fp4")
# DeepSeek-V4 $58 H fused HIRBRETIREEEI M MMIERE A QuarkConfig,



# B RPN RHE/MERESR
packed_modules_mapping = {
Ilgate_up_projll: [I|W1 ll’ "W3"] R

"fused_waqga_wkv": ["wag_a", "wkv'],

}

# load_weights WEIREREK: # scale S50E 0 FRRARMNT
def resolve_param_name(name: str) -> str:
# Quark JB&E1k checkpoint B scale ¥9&5 VLLM 3G L GEEER,
# checkpoint BB REYEZ FTRER W _inv JG4%, ™ block-scale £k
# ZEEMA * weight_scale_inv, XBM— RI8RARMNT
inv_name = f"{name}_inv"
if name not in params_dict and inv_name in params_dict:
return inv_name
return name

# stacked/mapping 5 BRIABER G —1E FAARHNT /G 05304
# param_name = _resolve_param_name(name)

# param = params_dict[param_name]

# weight_loader(param, loaded_weight, shard_id)

# loaded_params.add(param_name)

PG A4
AORERYS BRAREXRMNIR] 5§ INVFP4 MoE scale 5KBE] BJF:

« kewang-amd #§H fused_wqga_wkv & AMD DeepSeek-V4 LB, ST ANEHA
QuarkConfig B TZMEIRTH, 1FE RAIERRTRE BRI FH 57 = VINHR,

« kewang-amd & [128, 128] 5 group_size == 128 WH BEM M BRI SENR, &AL
group_size BRA M block_size[1] #F,

« fxmarty-amd "2$F per-block £ modelopt I E, FHEX
process_weights_after_loading WARRFAE MarlinFP8ScaledMMLinearKernel 4F¥|, &
2% scheme B RREB—1T&¥,

« fxmarty-amd %t w1/w3 global scale MIREEFXFL B EE IR Lk, ColinZ22 7
nvidia/GLM-5.1-NVFP4 H#ER—%E, 4R EXA 1HE + Rwl] NFBHALNE, G—
T ERIHEE follow-up.

« kewang-amd 3&[8] per-block FP8 # Quark & checkpoint E2E BE, /EE&&IAGRO I
% checkpoint = B G #M 5%,

+ AndreasKaratzas B#f GSM8K B EA &N, HAEALZ fixture k%, 850GiB
NFS 428 (1200s -> 3600s) . HF XfHkESERZHERE, &LKA 1498
89 Flash A,

« QuarkConfig 2&REAN DeepSeek-V4 fused BEt (design): /EEIE gate_up_proj /
fused_wqga_wkv BETF5 3| DeepseekV4ForCausallM RN, FH73E
test_quark_config_has_no_model_specific_fused_mappings $iZHY3,



« block_size 5§ group_size FERILSERS (correctness): 3BUE group_size RISBK N B
input group_size == block_size[1],

. per-block FP8 B &AL scheme 2 (design): FrEIEIE, QuarkW8ASFp8 Xt
per_block BE¥EWEES| S create/process/apply BiZ& B 4L,

- process_weights_after_loading F 8y Marlin &5#| (design): MIFREFH],
process_weights_after_loading {X—4TZ&3% self.fp8_linear.process_weights_after_loadi
ng(layer).

« NVFP4 MoE w13 8 w1/w3 global scale F—E3K B (correctness): X5 ModelOpt /
compressed-tensors —3H [EZ + R wl ([;, 0]) | AZ, FIIAFEKE, £2—THEX
3% B8 1k follow-up PR,

« parameter.py 3B AR ENEKBE KXY (style): EER revert, PR XA RFAEGE AR E In#KZE
L3-8

« attention.py 3-D packed hidden state BY3J& (design): ¥ A¥hL PR #48598, & PR
RIRBE/AME XK,

« Quark per-block FP8 89 E2E Z&iFHR O (question): KARR: 1F Quark &Y checkpoint =
FE#N%; 1E&F Qwen3-8B-FP8 T tbE &#A L LBIER,

« GSM8K TP=8 KA F(ELAAY CI TATIE (testing): Pro A E(EEM, KAL 1/6 FRY

DeepSeek-V4-Flash-NVFP4 58| models-gfxd50-large.txt; Cl A48 A optional,

PNSESE-A

« RFE: R st
« M Quark B @E%EN: _is_fp8_w8a8 #FT A Quark FP8 checkpoint #£%, 49X EMEF
EEVFRKE: BARER per-tensor/per-channel & X 3 A #M8E
- FEEA K RERILST: quark_moe.py MIEEER R EE, ¥ checkpoint B9 w1/w3 scale B
R —ERRBEEREA wl scale, GSM8K ZAMEIAES T aEZ R (ColinZ22 L
GLM-5.1-NVFP4 LHEXR—RKE) .
« #1 scheme 3&4FE [128, 128] SR E + shA per-group #0&, HAth per-block
RSB RS, FRE|MEIR(EE R RIOIEBRTZ,
« _resolve_param_name RJRMBITERERLEAGTESBRERRESL, &AL KeyError
8, BREEFYEE,
« E2E BEHR D . per-block FP8 B§/2 BRI R A DeepSeek-V4 (E Quark ) 5R=#
& %o
- CI WHMEAMRIUAR checkpoint 5 AITER (A EEZ, HFHEBREIRENIE, B Pro &EH
R¥ HF AFRATE,
« M RIS
« AFPM: AMD MI350/MI355 FF " in#k DeepSeek-V4 Pro/Flash NVFP4 SBE&E0AE
A, Flash % GSM8K M 95.00 3| 94.84, HEMWE 99.83%.
« EZEM: Quark EWFKEFEFEN per-block FP8 linear scheme, /5% Quark SH
per-block checkpoint =] #5325,



« CI fll: #M3E optional B TP=8 KRR IPfEA, BORBITHRAR (4D 1 /INRER) , K
amd HRTHEMER LR E5 L EZEMHMRE,

- ERAMIME: BRT AMD 5 EESEMER FiF. Cl WA, ERAA T RN ZEMME
i

« NFEARID: REZEEMBETE , BEMAXKBKS , E2E Bifsko , K&ER CI T4
RE amd AEHER L A

KRR EE

« PR #48598 [DeepSeek-V4] Handle 3-D packed hidden states in attention forward: #&
PR % 3% fxmarty-amd B KIFH 89 PR, &3 HC/MTP 3-D packed hidden states
. VEEEIe ARSI A #48598,

- PR #49634 [ W3 A, #REURE | gsm8k eval fixture &£ : AndreasKaratzas 5 7E# it
it CI W& 4R fixture "config_filename not found" BIFRES| A, EEIANIZ PR BEEXT
Rz 18]

« PR #50859 [ %65 A, S8k %1 ] Quantized Models Test hang 18 £. : fxmarty-amd 38

H AMD Quantized Models Test (mi355_1) B hang #i% PR 8£, 54 PR L%,

- PR #50879 [ iFib3| A, HEKLM ] A main 5| &=V (B revert) : fEEEITFL T
FEHAK PR &9F main EBI| MRt #50879 5|2, FHAEARMISIE revert % PR &
Tt

« PR #47106 [Kernel] Support Nvfp4 Cutedsl Moe Swiglu-oai and Relu2(non-gated)
Activation: & NVFP4 MoE Efb X #F&, ¥ & fused_moe/oracle/nvip4.py B/ iRi%ETE
EiE, 5K PR AN\ EMULATION &3 B Rl —&3# 7 M.



