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# vIlm/entrypoints/openai/completion/serving.py
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# B E8{ER output.text BIKE, 7 echo=True RtE —NREEE prompt, SBELRBEIR.
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async def completion_stream_generator(...):
#.. BRETX ..
if request.logprobs is not None:
assert out_logprobs is not None, "Did not output logprobs"
logprobs = self._create_completion_logprobs(
token_ids=delta_token_ids,
top_logprobs=out_logprobs,
num_output_top_logprobs=request.logprobs,
tokenizer=tokenizer,
logprob_token_ids=request.logprob_token_ids,
initial_text_offset=previous_text_lens[i], # &R % AR
return_as_token_id=request.return_tokens_as_token_ids,
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The state update now matches the text actually emitted by the stream: on the first
echo=True chunk, delta_text includes the prompt while output.text does not.

Subsequent initial_text_offset values therefore advance correctly, and the non-echo
path is unchanged because delta_text == output.text there.

A committed streaming+echo offset regression test would still be useful, but I do
not consider that a correctness blocker for this narrowly scoped fix.
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