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# tests/v1/kv_connector/unit/test_offloading_connector.py

@pytest.mark.parametrize("model, attn_backend, cpu_block_size, uses_hma", MODEL_PARAMS)
def test_cpu_offloading(
model: str,
attn_backend: str | None,
cpu_block_size: int | None,
uses_hma: bool,
) -> None:
""Tests OffloadingConnector with CPUOffloadingSpec."""
# B2 E OffloadingConnector (BRIAEH CPUOffloadingSpec)
extra_config: dict = {"cpu_bytes_to_use": 500 << 20}
if cpu_block_size is not None:
extra_config["block_size"] = cpu_block_size
kv_transfer_config = KVTransferConfig(
kv_connector="OffloadingConnector",
kv_role="kv_both",
kv_connector_extra_config=extra_config,

# /& old guard: KV E4IAERE HMA R E 48|22 KVEventsConfig
subscriber: MockSubscriber | None = None
port: int
with socket.socket(socket.AF_INET, socket.SOCK_STREAM) as s:
s.bind(("0.0.0.0", 0))
port = s.getsockname()[1]

events_endpoint = f"tcp://*:{port}"

kv_events_config = KVEventsConfig(
enable_kv_cache_events=True,
publisher="zmq",
endpoint=events_endpoint,
topic="test",

# HMA #ERIBRIAZ A prefix caching; 3&#%| B UAHfR offloading IE# T/E
force_prefix_caching = uses_hma

lIm = LLM(

model=model,

max_model_len=4096,

gpu_memory_utilization=0.5,

kv_events_config=kv_events_config,

kv_transfer_config=kv_transfer_config,

**({"attention_config": {"backend": attn_backend}} if attn_backend else {}),
{"disable_hybrid_kv_cache_manager": False} if uses_hma else {}),
{"enable_prefix_caching": True} if force_prefix_caching else {}),
{"max_num_seqgs": 1} if current_platform.is_rocm() else {}),
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# 4824413 subscriber (EAX kv_events_config BLE—EIEZ)
events_endpoint = events_endpoint.replace("*", "127.0.0.1")
subscriber = MockSubscriber(events_endpoint, topic=kv_events_config.topic)

try:
_latency_test(llm, subscriber)
_accuracy_test(llm, subscriber)
finally:
if subscriber is not None:
subscriber.close()
del llm

PG KA

% PR ZAG|I A LB MITIS, Cl MIEREELK (8 mergify bot 12E2) , BBRENEH X
fRk, HIHE orozery HiEHE T Z PR,

- BELEMMETIL &R

Ao 58

« RF&: iZ PR AXMEEBOMRAX M, TAEFRBLTE, XNERME. FEXNEE HMA BT REE
&3F kv_events_config IR AT, SEMRELIK, (BiZKBLOHAE #37688 fo #43468
HHERIARR R

< B BEEFWIXRT test_cpu_offloading MR, IAE HMA #E (40 Mamba) #0354
R KY ZESHNERAM, XS TMNREEZER, BERPMAESBITROITA,

« REEARIE: MR EE |, HXFE

PEeZS

« PR #37688 Remove KV events forcing HMA off: It PR FriR#imy EisE ek, MRIRT KV E
3t HMA BRI,

« PR #43468 Add connector-side group support for KV events: 24t T 3 HEEMAT KV =
HAENZFE, £ HVA BT DUER KV F4,



