PR #47718 BEIRLE

vlim-project/vlim
[ROCm][Perf] DSv4 two-stage compressor kernel for HCA prefill
&3FEtE]: 2026-07-16 07:31
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HATHREZE

. —A)iE: WMER split compressor 4L DSv4 prefill TTFT

- EMME: EEFEIEL, b PR BRT WMTER occupancy-targeted split AZR kernel &=
TR, TR B H MR M pattern, KBEIRITRE : split /& head £E LEKIER
. num_splits B TE. FEKHFRIF,

ThRES EAL

E ROCm E, BIE compressor-norm-rope-cache fusion & token —/ workgroup
. % compress ratio=128 B, RA{TF CR #HRH token (& 128 A token —A) YTt
H, S%KE CURE (flim MI355 & 256 4~ CU fBAX 64 NNEEK) o AR occupancy,
FTHKEA program /LA E BT tasks, £ CU 1853,

SRR

1. FexRE5n#EY B & compressor.py HiR/M _prefer_two_stage_compressor() &
¥, {XFE ROCm 3R[E True; £ CompressorMetadataBuilder.build() Fi@:t
split_decodes_and_prefills 3XBX decode token %k, FH#3& num_decode_tokens FE&,

2. Scratch buffer K BL5 R4 %.: 7 CompressorStateCache.__init__ F, ¥
head_dim=512 B compress_ratio=128 (F overlap) BB fp32 A
_compress_scratch tensor [max_num_batched_tokens, head_dim]; ZERIE A =T HRIE
num_decode_tokens 3E1F B M ER S F M ER A .

3. ML kernel 523, & fused_compress_quant_cache.py F#3¢
_pick_compress_num_splits #R#E CU #&EF boundary #it&E &M splits (2 B, 32
BIfE$) ; _compress_gather split_sparse_attn AEA (token, split) Bsh—A program
, 78 head #E 4 tile iTE MR KFHS N fp32 scratch;
_finalize_norm_rope_quant_store_sparse_attn ZEJRA ¥ program HEE T 52K norm.
rope. Bft. AN, compress_norm_rope_store_two_stage_triton X4/PEEMNEED,

4. MIREBE: B test fused_kv_insert_split %1k token %k (1/4/8/17) #n page K/IN (
16/64) , BIEFME pipeline #ith 5 5% —3K,

REEF:

« vllm/models/deepseek_v4/common/ops/fused_compress_quant_cache.py (i HEFE
: 25| source; FEA core-logic; &5 n_cu, _pick_compress_num_splits,



_compress_gather_split_sparse_attn, finalize_norm_rope_quant_store_sparse_attn) :
SIIMAMEL split compressor kernel B4, B& occupancy IEsHHY split itEk.
head-split compress gather kernel #a finalize kernel,

« vlim/models/deepseek_v4/compressor.py (#3k E4E2E; 25| source; LR
data-contract; 45 _prefer_two_stage_compressor) : BEREHEEAND, FIMFEFTE
#n scratch buffer 2B, RIE decode K ELEIZFFMERIRIZ,

. tests/kernels/test_compressor_kv_cache.py (3R MiR; 27| test; R test-coverage
. 155 test_fused_kv_insert_split) : #73g Test F BEMMEE split compressor BYIEFME
S384L token #Afn page K7\,

KBS _pick_compress_num_splits, _compress_gather_split_sparse_attn,
_finalize_norm_rope_qguant_store_sparse_attn,
_launch_two_stage_sparse_attn_compressor, compress_norm_rope_store_two_stage_trit
on, _prefer_two_stage _compressor, test fused_kv_insert_split

KR F B]

vliim/models/deepseek_v4/compressor.py

BEREZEAND, FMFEEF I scratch buffer 2B, 1RIE decode FELIFFMEBERZ,

def prefer_two_stage_compressor() -> bool:
LRI EREmMTFAME split compressor,
Triton SZIA AMD EI0F, HELERX3RE ROCm,

return current_platform.is_rocm()

# & CompressorStateCache. _init__ ¥
self._use_two_stage_fused_compressor = (
_prefer_two_stage_compressor()
and head_dim == 512
and not self.overlap # cr>=128 F&EFF 2
)
if self._use_two_stage_fused_compressor:
self._compress_scratch = torch.empty(
self.max_num_batched_tokens,
self.head_dim,
dtype=torch.float32,
device=self.device,

# 7E forward ¥:
elif self._use_two_stage_fused_compressor:
compress_norm_rope_store_fn = compress_norm_rope_store_two_stage_triton
extra_kwargs = {
"num_decode_tokens": state_metadata.num_decode_tokens,
"compress_scratch": self._compress_scratch,



}

tests/kernels/test_compressor_kv_cache.py
¥ Test F BEFMEL split compressor BYIERME, S3k1b token ¥kfn page A/,

@pytest.mark.skipif(
not current_platform.is_rocm(),
reason="two-stage split compressor is only enabled for ROCm at the moment",

)
@pytest.mark.parametrize("num_tokens", [1, 4, 8, 17])

@pytest.mark.parametrize("kv_block_size", [16, 64])
def test_fused_kv_insert_split(hnum_tokens: int, kv_block_size: int):

ISIEFMMER split compressor £ RA2 AN
state_cache gather — softmax AR E4E — RMSNorm — RoPE — FP8 &1t — paged insert,

HEAD_DIM = 512

NOPE_DIM = 448

ROPE_DIM = 64

HEAD_BYTES = 584 # 448 fp8 + 128 bf16 + 8 uint8 scale

RMS_EPS = 1e-6

FP8_MAX = 448.0

# ... WetkEdE, A _launch_two_stage_sparse_attn_compressor Ja5 5 LR

TSR AL

tjtanaa 18] split_decodes_and_prefills 2 E&NFETX, kliuae BN HESZA Triton LI,
HEig P&, EERX ROCm 208, HwWERRZE ROCm,

« FEMRE vs BA (design): 1EEER prefer_two_stage_compressor BE XFRZE ROCm,

R 5 B

« RF&: ¥ kernel {IREATF ROCm B head_dim=512, cr>=128 3%5&, HEMBELZEmM,
FEXF: Triton SZIAEF G FREMERRIE; scratch buffer EABUMERF (
max_batched_tokens * 512 * 4 bytes) ; FMEQBBATIEMT kernel BahFHH, B4
prefill TUREEZE; MR TMEREME, MIRBEEZ T L token 5 page K/, B
BEN% case (A0 token FHARD) o

« & AFM: ROCm EE DeepSeek-V4 AR prefill TTFT FBAE 3-4%, HH/NMERFAS
R RRR TR, AGM: LA 2MB/token (max_batched_tokens 1M+) scratch %218],
RBAM: FLIPFMEERERZ, BERMBN, FHEMFE LM,

« RFEARIE: 1X ROCm B&3E , Triton BF&KMIR , scratch B A4

PRINISZS
« PR #47463 [Perf] Optimize fused_topk_bias for DSv4, 1.5~2x kernel performance
improvement: [EA DeepSeek-V4 MEeEAL, BE kernel occupancy



