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X H self.vllm_config. self.model_config. self.cache_dtype. self.kv_cache_spec 52
BlEME, FIRER builder F EIZAMITINE T dtype.

2. AZBAL: _init_ BERAIAAM self.get_g_data_type(vlim_config,
self.kv_cache_spec, is_prefill=...) @Mt A self.get_qg_data_type(is_prefill=...),
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vlim/v1/attention/backends/flashinfer.py
BB E, B85 7 get_qg_data_type FEHH Q dtype #HFiF1E,

# vlim/v1/attention/backends/flashinfer.py
# %% get_qg_data_type B @classmethod B8R 5275 3%,
# 1 builder BARMTH self.cache_dtype FonZEfy| 3%,
def get_qg_data_type(self, is_prefill: bool) -> torch.dtype:
# AP -—-attention-config.disable_flashinfer_g_quantization £ X2 A &1L,
# EHREEA dtype,
if self.vlim_config.attention_config.disable_flashinfer_qg_quantization:
return self.model_config.dtype

# self.cache_dtype Z&/ KV ZHFAHBEMITHE:

# YA —-kv-cache-dtype-skip-layers BkiZBH{EA "auto”,
# EMELRBERERERT E1 dtype,

cache_dtype = self.cache_dtype

# SMI0 £, XQA decode BUEfER FP8 KV ZHEWEE BF16/FP16-Q,
# FI native prefill 3£ 8 FP8-Q,
if (current_platform.is_device_capability(90)

and not is_prefill

and force_use_trtlim_attention() is not False

and cache_dtype.startswith("fp8")):

return self.model_config.dtype

# XtF FP8 &7, {XFE SMI0 5 SM100 LB FP8-Q,
# ENHMZEN (o SM89/L4. SM120) &H fp8 tensor-core BiZ,
if cache_dtype.startswith("fp8"):
if (current_platform.is_device_capability(90)
or current_platform.is_device_capability_family(100)):
return FlashInferBackend.get_dtype for_flashinfer(cache_dtype)
return self.model_config.dtype

if cache_dtype == "nvfp4":
return FlashInferBackend.get_dtype for_flashinfer("fp&_e4m3")

return self.kv_cache_spec.dtype
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