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PR body #tBR: Adds the Qwen3-30B-A3B FP8 DP4 async EPLB accuracy job to the
ROCm AMD CI pipeline on the 4-GPU MI300 pool. The script now disables ROCm MoE
padding when ROCm is detected, avoiding the EPLB failure mode seen on AMD.
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1. B2E CI job: & .buildkite/test-amd.yaml| F#3g—/ CI job, &R "
Qwen3-30B-A3B-FP8 DP4 Async EPLB Accuracy (4xH100-4xMI300)", 1£HH mi300_4
agent pool, 4 GPU, #Bt 180 4%k, RE AT (optional: true) . 2PATHZERMN
R

2. BB A : 8|3 .buildkite/scripts/scheduled_integration_test/qwen30b_a3b_fp8&_d
p4_async_eplb.sh, ETFEHMK block sync EPLB MR AKX R, B OTAL:

« 750 ROCm #&MZ 4 (B3 rocm-smi 94, /opt/rocm B X ROCM_PATH FEE E
HWF) , EAME] ROCm MFE VLLM_ROCM_MOE_PADDING=0 5% E, 2H
MoE padding ¥ % EPLB 4K,

- £/ DP4 (data-parallel-size 4) #n%# EPLB BE (-eplb-config '
{"window_size":20, "step_interval":100, "use_async":true}') .

3. MRANZE: Boh vliim server J&, 34T GSM8K &R A
tests/evals/gsm8k/gsm8k_eval.py, BRIA 1319 &M, HE 0.8,

R

« .buildkite/test-amd.yam| (#3& CI BLE; 25| config; A configuration) : JEMHTH
Cl job, EX#E. BHER. KRB XHMPLTHS.

« .buildkite/scripts/scheduled_integration_test/qwen30b_a3b_fp8 dp4_async_eplb.sh (
BB OMREA; 25 test; LR test-coverage) : FEPNREA, ®B2A ROCm 4FE4
T (A MoE padding) #= DP4 %35 EPLB RhiZiE,

KBRS RIRA
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.buildkite/scripts/scheduled_integration_test/qwen30b_a3b_fp8 dp4 _async_
eplb.sh

BN A, &4 ROCm FEAT (A MoE padding) #r DP4 % EPLB B5hiZiE,

# Script: qwen30b_a3b_fp8&8_dp4_async_eplb.sh
set -euxo pipefail

# M ERTIBEITE ROCm I35 GEX LM )

if command -v rocm-smi &> /dev/null Il [[ -d /opt/rocm ]] Il [[ -n "${ROCM_PATH:-}" ]]; then
# ROCm Lt MoE padding 253X EPLB &K, &EAE
export VLLM_ROCM_MOE_PADDING=0

fi

# B3 vlim server, £/ DP4 fa5z3% EPLB
VLLM_DEEP_GEMM_WARMUP=skip \
vlim serve "Qwen/Qwen3-30B-A3B-FP8" \
—enforce-eager \
--data-parallel-size 4 \
--enable-expert-parallel \
—-enable-eplb \
--all2all-backend "allgather_reducescatter" \
—eplb-config '{"window_size":20, "step_interval":100, "use_async":true}' \
—trust-remote-code \
--max-model-len 2048 \
—port "$PORT" &
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