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1. £ CommonAttentionMetadata FHRMEFZHE (vIim/v1/attention/backend.py) : #rig
_token_to_req_indices_cache SZfl/@M4n token to_req indices Ak, A EE XA AR
ET query start_loc_cpu B numpy & token to_req_indices, ¥ N 3| GPU #£&%F
; EEORAREBEERBEZENT A, BRESITERM H2D £,

2. BB HAR—ERF AR & DeepseekV4aFlashMLABackend.build (
vlim/models/deepseek_v4/sparse_mla.py) . CompressorMetadataBuilder.build (
vlim/models/deepseek_v4/compressor.py) . DeepseekSparseSWABackend.build (
vlim/v1/attention/backends/mla/sparse_swa.py) ¥, YEFBREAMIBELE K np.repeat +
torch.repeat_interleave + pin_memory copy ZE&i N —4T
common_attn_metadata.token_to_req_indices(self.buffer) @A,

3. MR UARENFIZE: sparse_mla.py BFRT import numpy as np. from
vlim.utils.torch_utils import np_to_pinned_tensor, A% build A3A$ 8 num_tokens.
starts. seg lengths £RIETE,

4. TMAREREZE: ARKFHREEBEBONRA XM, REFEZBORIERSTIAERMR.
R

« vlim/v1/attention/backend.py (3R FEAE; EHl source; £H core-logic; &5
token_to_req_indices) : #/WEE: £ CommonAttentionMetadata 1 #73¢
_token_to_req_indices_cache B MAn token_to_req_indices 7%, SZILEGEHLE AL A0
T,

« vllm/models/deepseek_v4/sparse_mla.py (#3R DeepSeek #EAY: 7| source; KR
data-contract) : DeepSeek V4 Sparse MLA AN D, SBRAWF T E SN



token_to_req_indices A, HMREEZHE,

« vllm/models/deepseek_v4/compressor.py ({E3k E4E8; £ 5| source; H£R
data-contract) : Compressor AHRIMFHEMR T EE B token_to_req_indices HzEiZ 18,
EREFA %,

« vlim/v1/attention/backends/mla/sparse_swa.py ({3 SWA /G3%; 2£5| source; A
core-logic) : SWA EiRIMHRAEREAE BREANEEITESR num_regs X &,
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# vllm/v1/attention/backend.py

def token_to_req_indices(self, buffer: torch.Tensor) -> torch.Tensor:
"""Build or reuse the per-token request index mapping."""

num_tokens = self.num_actual_tokens

#MREHFEEFE, BEREYRE (BRANE)

if self._token_to_reqg_indices_cache is not None:
assert self._token_to_reqg_indices_cache.device == buffer.device
assert self._token_to_req_indices_cache.dtype == torch.int32
assert self._token_to_req_indices_cache.shape[0] >= num_tokens

return self._token_to_req_indices_cache[:num_tokens]

# BORITE: ET query_start_loc_cpu RSN token XRH reg_id
starts = np.asarray(self.query_start_loc_cpu, dtype=np.int32)
query_lens = np.diff(starts)
token_to_req_indices = np.repeat(
np.arange(query_lens.shapel0], dtype=np.int32), query_lens
)
num_mapped_tokens = token_to_req_indices.shape[0]
assert buffer.shape[0] >= max(num_mapped_tokens, num_tokens)
# M CPU pinned tensor & # 1% GPU
buffer[:num_mapped_tokens].copy_(
np_to_pinned_tensor(token_to_req_indices), non_blocking=True
)
# WRSIFR token HAREBEHF AN, KEWNE (AT CUDA BEEE shape)
if num_mapped_tokens < num_tokens:
buffer[num_mapped_tokens:num_tokens].zero_()
# ZHEEA buffer HLE (BEELEHITHE)
self._token_to_req_indices_cache = buffer[: max(num_mapped_tokens, num_tokens)]
return self._token_to_req_indices_cache[:num_tokens]

vlim/models/deepseek_v4/sparse_mla.py



DeepSeek V4 Sparse MLA BHFEIMEAND, KERANFITELELAN
token_to_req_indices 1A/, EMEEFIE,

# vilm/models/deepseek_v4/sparse_mla.py

def build(
self,
common_prefix_len: int,
common_attn_metadata: CommonAttentionMetadata,
fast_build: bool = False,
) -> DeepseekV4FlashMLAMetadata:
cm = common_attn_metadata
# 1BRED: 6 TFHTHE + copy, IEHAN—AIERAA
# NIREEEEE, BERITEEERER

req_id_per_token = cm.token_to_req_indices(self.req_id_per_token_buffer)

slot_mapping = cm.slot_mapping
if self.compress_ratio > 1:
slot_mapping = get_compressed_slot_mapping(

cm.num_actual_tokens,
cm.query_start_loc,
cm.seq_lens,
cm.block_table_tensor.clamp(min=0),
int(self.kv_cache_spec.storage_block_size),
self.compress_ratio,
out=self.compressed_slot_mapping_buffer,

c128a_fields: dict[str, torch.Tensor | None] = {}
if self.compress_ratio == 128:
c128a_fields = self._build_c128a_metadata(cm, req_id_per_token)

return DeepseekV4FlashMLAMetadata(
req_id_per_token=req_id_per_token,

)
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i8] query_start_loc_cpu £4 T T, BESRENEAHKIE, EHAHAET, metadata
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2. assert 84 crash: AEFHEEZA assert (& device. dtype. shape) , WEfE
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- W PUSEERTF DeepSeek V4 =R (dsv4) BPEE AR, AP EMER dsv4d B
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