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« vlim/model_executor/models/whisper_causal.py (1R #RIFFTE: KB source; £
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WhisperCausalAttentionWithBlockPoolingBuilder.init, WhisperCausalAttention.init,
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@functools.lru_cache
def create_whisper_attention_backend_with_block_pooling(
underlying_attn_backend: AttentionBackend,
block_pool_size: int,
sliding_window: int | None = None, # <— #35%k: EAENESLZE O AN Ribfb)
) -> type[AttentionBackend]:
#...
class WhisperCausalAttentionWithBlockPoolingBuilder(underlying_builder):
def __init__(self, kv_cache_spec, layer_names, vlim_config, device):
assert kv_cache_spec.num_kv_heads % block_pool_size ==
spec_overrides = dict(
block_size=kv_cache_spec.block_size * block_pool_size,
num_kv_heads=kv_cache_spec.num_kv_heads // block_pool_size,
)
if isinstance(kv_cache_spec, SlidingWindowSpec):
# EIRRF AMAEN, kernel IBITEY BFS|E
# FTIA kernel RifE ARt AYE OB
assert sliding_window is not None
spec_overrides["sliding_window"] = sliding_window
kv_cache_spec = replace(kv_cache_spec, **spec_overrides)
super().__init__(kv_cache_spec, layer_names, vlim_config, device)

def get_kv_cache_spec(self, vlim_config):
# ...
if isinstance(kv_cache_spec, SlidingWindowSpec):
# EEBFERMLED, +1 (FARZARE
pooled = cdiv(kv_cache_spec.sliding_window, self.block_pool_size) + 1
kv_cache_spec = replace(kv_cache_spec, sliding_window=pooled)
return kv_cache_spec

tests/models/multimodal/generation/test_voxtral_realtime.py
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def assert_encoder_kv_cache_spec(engine: LLM) -> None:
vlim_config = engine.llm_engine.vlim_config
audio_config = vlim_config.model_config.hf_config.audio_config
kv_cache_specs_per_rank = engine.llm_engine.model_executor.get_kv_cache_specs|()
assert len(kv_cache_specs_per_rank) ==
kv_cache_specs = kv_cache_specs_per_rank[0]
assert AUDIO_LAYER_NAME in kv_cache_specs
spec = kv_cache_specs[AUDIO_LAYER_NAME]
assert audio_config.sliding_window == 750
assert audio_config.block_pool_size ==
assert isinstance(spec, SlidingWindowSpec)
assert spec.block_size == 16
assert spec.num_kv_heads == 128
# cdiv(750, 4) == 188 pooled tokens cover the model's window; the extra
# +1 is an eviction margin (see whisper_causal.py get_kv_cache_spec).
assert spec.sliding_window == cdiv(750, 4) + 1 == 189
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