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1. Friteh & B2 432 28 (viim/transformers_utils/processors/kimi_k25 vision_fused.py): 52
B, KimiK25FusedVisionProcessor, #7& BaselmageProcessor, #Z /& &%k
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2. 0 numba ¥ AMEAEE (viim/utils/import_utils.py): EX is_numba_available() &%k,
HEHEAMEIRE A,

3. B ER IR T (viim/transformers_utils/processor.py): get_image_processor 3&1n
processor_cls_overrides 2%k, AV ARE B ERIANIEE L,

4. £ EIER (viim/model_executor/models/kimi_k25.py): T
KimiK25ProcessingInfo.__init__ F4&%& numba = B, & AN
KimiK25FusedVisionProcessor A processor_cls_overrides £, & N|{E A BRIAL HF
ALIBEE,

5. #Hafx fork &4 (vlim/utils/jit_monitor.py): %/l numba_workqueue_threading_layer Lt
TXERE, EHAT numba AR RTEIEE] workqueue %&Ff2E, # % OpenMP TfTHIE
fork J& AR 7o

AT A _write_fused_patches REBIXRBEI, BT BEBREMERRMSEHA



if is_numba_available():
from numba import njit, prange

@njit(parallel=True, cache=True)
def write_fused_patches(
frames: np.ndarray,
out: np.ndarray,
out_offset: int,
new_h: int,
new_w: int,
padded_h: int,
padded_w: int,
patch_size: int,
normalize_lut: np.ndarray,
) -> None:
t_size = frames.shape|0]
patch_h = padded_h // patch_size
patch_w = padded_w // patch_size
total = t_size * padded_h * padded_w * 3
hwc = padded_h * padded_w * 3
wc = padded_w * 3

for linear in prange(total):
t = linear // hwe
rem = linear -t * hwc
y =rem // wc
rem=rem-y * wc
x=rem// 3
c=rem-x*3

value = frameslt, y, x, ¢] if y < new_h and x < new_w else 0

patch_idx = (
out_offset
+t * patch_h * patch_w
+ (y // patch_size) * patch_w
+ (x // patch_size)

)

out[patch_idx, ¢, y % patch_size, x % patch_size] = normalize_lut[value, c]

else:
def _write_fused_patches(*args, **kwargs):
raise RuntimeError("numba is required for fused Kimi image preprocessing")
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"I think there's no need to introduce env var. We can enable numba processor
when numba available, and fall back to normal ones when numba unavailable." &
X, MRT VLLM_KIMI_K25 FUSED_IMAGE_PREPROCESS,

. IsotrOpyZZ I E A &KL

"Can we fuse the normalize computation through a 8-bit precomputed lookup tables
/ cache as well?" {EESZILE KA 1.094x BsME,

. IsotrOpy#E I KA processor cls_overrides &= :

"Actually, you can modify get_image_processor like get_video_processor with

processor_cls_overrides" fEESREM T SRR,
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