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ThRES EAL

PR body 1X5 "It is time.", &BEA PagedAttention ERITHOETE /G (0 FlashInfer. V2
Model Runner) 28R, #HKRIBAREEFEAGS LA,

SCINAR AR
1. #FR CUDA WEJRXE: #& csrc/libtorch_stable/attention/ T8y

attention_kernels.cuh. paged_attention_v1.cu. paged_attention v2.cu, X&&
PagedAttention BIJEE GPU 523,

2. #K Python @ Rk A O & viim/_custom_ops.py F#IFR paged_attention_v1 #n
paged_attention_v2 AN Python B &, ©M1EZFERAA torch.ops._C THRZHET,

3. B C++ LXMFEBRFYEE: M csrc/libtorch_stable/ops.h BB ANREEER, HE
csrc/libtorch_stable/torch_bindings.cpp F ik TORCH_LIBRARY ¥ fftfntE X 48 E 3B 48,

4. BH benchmark #aJ3s: 88X benchmarks/kernels/benchmark_paged_attention.py #n
tests/kernels/attention/test_attention.py, R version A4 %, RIEE
ROCm £ H kernel B9, FHFR#&l head sizes 1 ROCm X #H#y [64, 128],

5. ABMEERE: £ CMakelists.txt RN EMRE .cu XHENHRZF,
RS

« benchmarks/kernels/benchmark_paged_attention.py (#£3& benchmark; 25| source;
KA core-logic; &5 run_cuda_benchmark, run_benchmark) : #% benchmark, X
TB2fEfl: BIMRRALIFZE, (UEY ROCm B2, KFKESHEL AN run_benchmark,

« vlim/_custom_ops.py (#&3k Python API; 23| source; E& core-logic; &5
paged_attention_v1, paged_attention_v2) : #IFR T paged_attention_v1 fa v2 FASA
API %k, FrA AR = FTHBFIRE o



. tests/kernels/attention/test_attention.py (#E32 MR; KH| test; KA test-coverage) :
MAREES: B vIi/Nv2 B3k, RMER ROCm 42, head sizes Uk4E3| 64/128,

« csrc/libtorch_stable/ops.h (#3& C++ k3C#F; 285 source; R core-logic) : kX
MR T paged_attention v1 fn v2 89 C++ BB, BREHEREXGS,

« csrc/libtorch_stable/attention/attention_kernels.cuh (3 CUDA W#%; 2558 other; 2
A deletion) : HWESCHEMIKR (667 4T) , B& paged_attention_kernel AR okl & %K,

« csrc/libtorch_stable/attention/paged_attention_v2.cu (#3k CUDA W#%; K% other;
XA deletion) : v2 kernel BaEMMIFR, 202 1T,

« csrc/libtorch_stable/attention/paged_attention_v1.cu (#3k CUDA W#%; K% other;
KA deletion) : v1 kernel Bah8E#MIFR, 190 1T,

« csrc/libtorch_stable/torch_bindings.cpp (#23& C++ 48%E; £ 5| source; A core-logic)
C B vi/v2 EFB PyTorch 48E M, BHRRIFHEIZ,

« CMakelists.txt (3 H@BIA; 25| infra; & configuration) : ¥ A%/ KR EM
R .cu XRS5 A,

X5 paged_attention_v1, paged_attention_v2

KR BR

benchmarks/kernels/benchmark_paged_attention.py
s benchmark, Kigfaift: BRIRAEZEZE, [XIEY ROCm BZE, RPEGEN

run_benchmark,

# benchmarks/kernels/benchmark_paged_attention.py

# TEE: JREASEWHER, (XfRE ROCm kernel M

NUM_BLOCKS = 128 * 1024
PARTITION_SIZE_ROCM = 256 # XA B{EFEAA PARTITION_SIZE

@torch.inference_model()

def main(
num_segs: int, # #RT version &%k
seq_len: int,

) -> None:

# X HEI% version #Miath, EEXE ROCm FEZMIRHZEFX
num_partitions = (max_seq_len + PARTITION_SIZE_ROCM - 1) // PARTITION_SIZE_ROCM
tmp_output = torch.empty(

size=(num_seqgs, num_query_heads, num_partitions, head_size), ...)
exp_sums = torch.empty(

size=(num_seqgs, num_qguery_heads, num_partitions), dtype=torch.float32, ...)
max_logits = torch.empty_like(exp_sums)

def run_benchmark(num_iters: int, profile: bool = False) -> float:



for _ in range(num_iters):
# H3ERA ROCm kernel, ToERRAHKT
ops.paged_attention_rocm(
output, exp_sums, max_logits, tmp_output,
query, key_cache, value_cache, num_kv_heads,
scale, block_tables, seq_lens, None, block_size,

max_seq_len, alibi_slopes, kv_cache_dtype, k_scale, v_scale)

if _name__=="__main__"
logger.warning(
"This script benchmarks the ROCm paged attention kernel. "

"By default this is no longer used in VLLM inference.")
if not current_platform.is_rocm():

raise RuntimeError("This benchmark requires the ROCm platform.")

vlim/_custom_ops.py

MIFR T paged_attention_v1 fo v2 BANVAFE API R%k, FrAa AR AEIBRFRER,
# vllm/_custom_ops.py
#TES: BERTEA "# page attention ops" TEHE v1/v2 RiEk

# Z LR paged_attention_v1 #a paged_attention_v2 #ZLHKR
# R{RE paged_attention_rocm (BHF ROCm F&)

def paged_attention_rocm(
out: torch.Tensor,
exp_sum: torch.Tensor,
max_logits: torch.Tensor,
tmp_out: torch.Tensor,
query: torch.Tensor,

) -> None:
torch.ops._rocm_C.paged_attention(
out, exp_sum, max_logits, tmp_out, query,
key cache, value_cache, num_kv_heads, scale, ...)

tests/kernels/attention/test_attention.py

MERIEED: B vI/v2 S8k, BIR ROCm B4R, head sizes WZEE| 64/128,

# tests/kernels/attention/test_attention.py
# EEE: NMRXEA ROCm paged attention

# AHBEX PARTITION_SIZE /5%, R{RH PARTITION_SIZE_ROCM
PARTITION_SIZE_ROCM = 256

# head sizes 4&/[\3| ROCm X IFEYSERE
HEAD_SIZES = [64, 128]

@pytest.mark.skipif(



not current_platform.is_rocm(), reason="ROCm-only paged attention kernel")
@pytest.mark.parametrize(...)
def test_paged_attention(

kv_cache_factory,

# version SHEH KR

num_seqgs: int,
) -> None:

# ERERABR TS XK/, RERIE version M bIEREH X
num_partitions = (max_seq_len + PARTITION_SIZE_ROCM - 1) // PARTITION_SIZE_ROCM

ops.paged_attention_rocm(...)
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« PR #44443 [ModelRunner V2] Enable by default for all dense models: BRIABFH V2
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