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1. BT HEREK: & int8_utils.py FHMFRT apply_w8a8_block_int8_linear #n
input_to_int8 AANR%K, ©1N1%9 BB T block-wise INT8 &M ERImAn tensor-wise 1L
;7 marlin_utils.py F#IFR T apply_awg_marlin_linear, %R #2 AWQ-Marlin Bt& 4%
MR BIAN T ; £ machete_utils.py FHIFRT query_machete_supported_act_types, 1%
RFARE [torch.float16, torch.bfloat16], BLARE.

2. FlashInfer MoE ja3##&%s: & flashinfer_utils.py ® MR T FlashinferMoeBackend #&%s
2 (X CUTLASS. TENSORRT_LLM. CUTEDSL =f/53%) fn
is_flashinfer_supporting_global_sf 3#Bh &%k, RRBHRAETEH from enum import
Enum & A,

3. Helion kernel BLEE IR : T config_manager.py M4 T ConfigSet.has_config A%
#1 ConfigManager.config_exists 7%, RIBRE ConfigSet NIEEF PR THE,
EEBER X SBREEHMARE,; XEEMBEEREER,

4. LayerNormGated 2£: £ layernorm_guard.py F#lFR T LayerNormGated £ Rk H eI A
v (_init__. reset_parameters. forward) , ZELZI|MH 1N )T—, [ELRITEBK
A RMSNormGated,
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vlim/model_executor/layers/quantization/utils/int8_utils.py (#3k BT E; 23|
source; XM data-contract; &5 apply_ w8a8 block_int8 linear, input_to_int8) : ffl
T RANENRE apply_w8a8_block_int8_linear 0 input_to_int8, 2 37 1T, &% PR
5 A PR B R B SO
vlim/model_executor/layers/quantization/utils/marlin_utils.py (#3k 84 TE; 25|
source; £ data-contract; &5 apply_awg_marlin_linear) : MR 7T
apply_awqg_marlin_linear & %%, Z&Z#HHAF AWQ-Marlin B&&MEH, HKRE 68 1T,
AT H R % B 2 MR
vlim/model_executor/layers/quantization/utils/flashinfer_utils.py (3 /T E; 25|
source; M data-contract; &5 FlashinferMoeBackend,
is_flashinfer_supporting_global_sf) : #IFR T FlashinferMoeBackend #&%sfn
is_flashinfer_supporting_global_sf &k, B 17 TEARABEENKREZAN.
vlim/kernels/helion/config_manager.py (#£3k Helion B2&; K% source; £
core-logic; 5 has_config, config_exists) : #lFR T ConfigSet.has_config #n
ConfigManager.config_exists ANA R, +£ 19 17, fEfLEEEEMEO,

vllm/model_executor/layers/fla/ops/layernorm_guard.py (#iR J3—4LE; 35| source

: KA infrastructure; &5 LayerNormGated, init, reset_parameters, forward) : #ifx
T LayerNormGated 3£ (&#31b. SHEEMRIR AR , & 40 17, &A%
E# RMSNormGated BxfR,
vllm/model_executor/layers/quantization/utils/machete_utils.py (#ik 4T E; 35|
source; £ data-contract; 5 query_machete_supported_act_types) : HMIFRT
query_machete_supported_act_types &%k (4 17) , ZRHBREBRE—TEEFXR, BEL
WRE,

CMakelists.txt (3R MEMA; KB infra; EA documentation) : MR T —1TELEX
BERESREAT (1 17) . B THEXHR/INEE,

KBS apply_w8a8 block_int8_linear, input_to_int8, apply_awg_marlin_linear,
FlashinferMoeBackend, is_flashinfer_supporting_global_sf, has_config, config_exists,
LayerNormGated, query_machete_supported_act_types
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vlim/model_executor/layers/quantization/utils/int8_utils.py

BIER T A NEARER apply w8a8 block_int8 linear #a input_to_int8, 3 37 47, &% PR
P B S R B B B X

# UTFANREHMER, BACNECET ELEMARE

def apply_ w8a8_block_int8_linear(
input: torch.Tensor,
weight: torch.Tensor,
block_size: list[int],
weight_scale: torch.Tensor,
input_scale: torch.Tensor | None = None,
bias: torch.Tensor | None = None,



) -> torch.Tensor:
# assert input_scale is None
# BFMANA 2D 4EFE
input_2d = input.view(-1, input.shape[-1])
output_shape = [*input.shape[:-1], weight.shape[0]]

# 38 token BT INTE E1b
g_input, x_scale = per_token_group_quant_int8(input_2d, block_size[1])
# PUT WBAS sREAE[ETIE
output = w8a8_block_int8_matmul(
g_input, weight, x_scale, weight_scale, block_size, output_dtype=input.dtype

if bias is not None:
output = output + bias
return output.to(dtype=input.dtype).view(*output_shape)

def input_to_int8(
x: torch.Tensor, dtype: torch.dtype = torch.int8
) -> tuple[torch.Tensor, torch.Tensor]:
"SEET AT tensor &3 INT8 E1t, REIEMH/EH tensor fo scale, "
iinfo = torch.iinfo(dtype)
min_val, max_val = x.aminmax()
amax = torch.maximum(min_val.abs(), max_val.abs()).clamp(min=1e-12)
int&_min, int8_max = iinfo.min, iinfo.max
scale = int8_max / amax
x_scl_sat = (x * scale).clamp(min=int8_min, max=int8_max)
return x_scl_sat.to(dtype).contiguous(), scale.float().reciprocal()
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