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# SPDX-License-Identifier: Apache-2.0
# SPDX-FileCopyrightText: Copyright contributors to the vLLM project

class SparseMLACommonMetadataBuilder(AttentionMetadataBuilder[T]):
"B MLA AFTTERFEHEE — FTEMB MLA EimftE bR, "™

@staticmethod

def determine_chunked_prefill_workspace_size(
vlim_config: "VIImConfig",

) -> int:
"ARIEEC B AT chunked-prefill workspace B94T%K.

1% workspace T DCP &=\ FTUREFTH KV shard, UERITESE MHA,
REMEANFTA rank FERAH sequence KE (& topk FR#l) |



HIREES N TENEE KV,

scheduler_config = vlim_config.scheduler_config
cache_config = vlim_config.cache_config
model_config = vlim_config.model_config
topk_tokens = model_config.hf_config.index_topk

workspace_size = min(
max(
8 * model_config.max_model_len, # f&x5F LR
4 * scheduler_config.max_num_seqgs * cache_config.block_size,
),
64 * 1024, # 43T LFR, FHLNEHE
scheduler_config.max_num_seqs * topk_tokens,
)
return max(
workspace_size,
scheduler_config.max_num_seqs * cache_config.block_size,

)
vlim/model_executor/layers/attention/mla_attention.py

OB BB BATE XM, BT Wikt (prefill backend F&4%) #o forward_impl (use_mha
REK)
# 7 MLACommonImpl.__init__ A’%9
# M prefill backend; #E MLA TR B X backend B A FFER B4 MQA R
self.prefill_backend: MLAPrefillBackend | None
try:
prefill_backend_cls = get_mla_prefill_backend(vlim_config)
except ValueError:
# WMRTERBRIERL G5, XL LR impl BHBREAFP RERIEE prefill backend B R
if (
not self.impl.is_sparse
or vllm_config.attention_config.mla_prefill_backend is not None

raise # JEFBRLEK B N8 E B KK

logger.warning_once(
"No MLA prefill backend supports this model; "
"sparse MLA will use the top-k MQA path only "
"(no dense-MHA prefill)."

)

self.prefill_backend = None

else:

self.prefill_backend = prefill_backend_cls(
num_heads=self.num_heads,
scale=self.scale,
kv_lora_rank=self.kv_lora_rank,
gk_nope_head_dim=self.gk_nope_head_dim,
gk_rope_head_dim=self.gk_rope_head_dim,



v_head_dim=self.v_head_dim,
vlim_config=vlim_config,

)
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