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if _has_attention_backend(runner, _DEEPSEEK_V4_SPARSE_MLA_BACKENDS):
deepseek_v4_sparse_triton_warmup(runner, num_tokens)
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sparse_mla_triton_warmup(runner, num_tokens, compress_ratios=(1,))
elif _has_attention_backend(runner, INDEXER_PREFILL_CHUNK_METADATA_BACKENDS):
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