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attention R3|E£ZH&H|F buffer layout BRIBRA—KFIKH bug, EINFE/Z L PR F3E g
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PR body #&8: £ MTP # proposal M8k, % topk KRI|EFFA MTP draft step Z[E&*E R
, F—% draft forward pass ¥ topk_indices_buffer 3274 per-request. multi-token i &
(Bl4m a0, al, a2, a3, b0, b1, ...) , EFRRKRFTEIAZL layout AENMEKREE— token (
a3, b3, ...) . XEBEETREREIRN topk R3| (FTRERBE HAMIER) , £ draft token

RETE., BEZERBRMR,
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1. BN MTP 52 (deepseek_mtp.py 7 deepseek_v32/nvidia/mtp.py) ¥
compact_topk_indices Ak: &AEEUK slot_ids K&, EAFTA MTP BERY
self-attention ##k, ¥ topk_indices_buffer F slot_ids 3 E 84T (BREMNMEREE—1N
token B9KGI4T) EHF| buffer LI, BERAWE token M/,

2. 7 llm_base_proposer.py B propose Ai®, EE—#H draft SEBREEKRE (
set_skip_topk(True) Z /&) , @A self.model.model.compact_topk_indices(token_indic
es_to_sample), Xt topk_indices_buffer 3#4T compact,

3. FrA RS A FENRAE (+27/-0) , AERIAED,

RS

« vlilm/model_executor/models/deepseek_mtp.py (#Eik ERIFATE; 5| source; £
data-contract; 5 compact_topk_indices) : MTP #RISZHY, Frig
compact_topk_indices A%, BZWMEEZ—,

« vlim/models/deepseek_v32/nvidia/mtp.py (#3k R ZE X ; 25| source; R
data-contract; fF%5 compact_topk_indices) : DeepSeek-V3.2 T MTP 523, EME
£, ¥ compact_topk_indices F 3%,

« vlim/v1/spec_decode/llm_base_proposer.py (iR $#ZHLARRS; 25| source; £
core-logic) : #AARRY proposer NH, TEFE— draft B ERA



compact_topk_indices, fit%& compact,

*PEFE5: compact_topk_indices, propose
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viim/model_executor/models/deepseek_mtp.py
MTP RS2, #73E compact_topk_indices A%k, BEWMEEZ—,

def compact_topk_indices(self, slot_ids: torch.Tensor):
""Gather the top-k index rows at ~“slot_ids™ " to the front of the buffer."""

# IHEEE compact B slot 3%k & (BIE/MERMRKE— token X R EIRGI1T%K)

num_slots = slot_ids.numel()

#WAFTAE MTP B, XENMNEMW topk KE| buffer 34T compact
for layer in self.layers.values():
mtp_block = getattr(layer, "mtp_block", None)
if mtp_block is not None:
self_attn = getattr(mtp_block, "self_attn", None)
if self_attn is not None:
mla_attn = getattr(self_attn, "mla_attn", None)
if mla_attn is not None and hasattr(
mla_attn, "topk_indices_buffer"

topk_indices_buffer = mla_attn.topk_indices_buffer
# ¥ slot_ids 8 ZE 81T (BMEMEREKE token By topk &3El)
# B #13| buffer kIR, BERAMNE token 1F

topk_indices_buffer[:num_slots] = topk_indices_buffer[slot_ids]

viim/v1/spec_decode/llm_base_proposer.py

AVARRD proposer A0, EFE—# draft 2B/ A compact_topk_indices, fit& compact.

# After step 0: switch to reuse mode so steps 1+ skip the indexer

# and read the indices that step 0 just wrote into the shared buffer.

if self._share_mtp_indices and hasattr(self.model.model, "set_skip_topk"):
self.model.model.set_skip_topk(True)
# The topk indices were written for each query token in the multi-token
# batch. Compact the topk indices for each request's last token.
self.model.model.compact_topk_indices(token_indices_to_sample)
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