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DeepSeek-V4-Flash & MLA R o proj B2 get _cached_wo_a_bf16 EHEIELER
weight_scale_inv, FBEHA checkpoint RAEME [N/128, K/128] UHITFshR EfL, M0
BT E AN [K/128, N/128] &, _expand_2d_block scales {8 T 128 block (LB, HK
HETETR (GSM8K: 96.5% — 89%) . PR Body 1= T i#40MR E Ao,

LI RE

1. # B process_weights_after_loading A% (xpu.py, MR ~24 4T) : ZAEE
XPUFp8BlockScaledMMKernel w# &%, H®@H replace_parameter(layer,
scale_attr, scale.data.t().contiguous()) ¥ weight_scale_inv 34T 7 # B H Rt B,

PR EBHBRTEANTAEE, MMRE checkpoint BIRE [N/128, K/128] %,

2. & apply_block_scaled_mm HRMMizfTITEE (xpu.py, #3E 2 4T) : 7 oneDNN
fp8_gemm AAZRI, ¥ Bs (BN weight_scale_inv) 3% Bs.t().contiguous() # & A
oneDNN HAZ#Y [K/128, N/128] /R, BT scale IRERFEMR/N (4 3.5KB) , HEFH
=] AL,

3. fR¥ e8m0 %% float32 ## (EEBREMENTE) : R
process_weights_after_loading F3RBEEY float8_e8mOfnu ## A float32 LUtk
block-quant {28081, X—RHMEAEZHRELBER, RAf, RIE PR iTiefoeg L
TX, XBIER (40 DeepSeek-V4) FEEZ WM, EA apply_block_scaled_mm H#
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« vlim/model_executor/kernels/linear/scaled_mm/xpu.py (& E/RZ; 2B source;
KA data-contract; 5 process_weights_after_loading, apply_block_scaled_mm) :



E—TE XM BMEEAE PRI, BT process_weights_after_loading # %,
7 apply_block_scaled_mm $5in 7 ioiTHHEE,

KBS XPUFp8BlockScaledMMKernel.process_weights_after_loading,
XPUFp8BlockScaledMMKernel.apply_block_scaled_mm
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# viilm/model_executor/kernels/linear/scaled_mm/xpu.py
class XPUFp8BlockScaledMMKernel (Fp8BlockScaledMMLinearKernel):
# ... is_supported REFELRE ...

# ##PRT process_weights_after_loading 7 %B %,
# A ARBAMBR weight_scale_inv #{THE,

# IFE weight_scale_inv f&FF checkpoint RAERE
#[N/128, K/128] (N A¥iH4E, K AMALE) .

def apply_block_scaled_mm(
self,
A: torch.Tensor,
B: torch.Tensor,
As: torch.Tensor,
Bs: torch.Tensor,
) -> torch.Tensor:
# Weight is [N, K]. Use .t() to create a [K, N] view without copying.
# Bs ( Bl weight_scale_inv) MG RIFRERZ [N/128, K/128],
# {BEAE# % oneDNN fp8_gemm Z Bl, EEHE N NAZEAEH
# [K/128, N/128] )&, WAB1R block BRstIE#H,
# HREFHMAN (A 3.5KB)
return torch.ops. xpu_C.fp8 gemm(
A,
B.t(),
self.config.out_dtype,
As,
Bs.t().contiguous(), # @/THR# &, mIEERET
torch.Tensor(),

)
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