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PATHRE

« —A]iE: CuteDSL NVFP4 MoE #7138 SwiGLU-OAI 5 RelU? & X #F

- WEME: EERFR. ERFEZAEIT: —& apply PHEEGER i*’]ﬁf“‘%{#&ﬁ? I
None BUZBERER, XEHBR kernel RIMEME/NE 2 6038 AHOX;
reorder_w13_to_w31_for_flashinfer_cuteds! 3 gated #E}%E’\J'E—Thﬂ‘fi; =2MR
PARNBEERH—LSEMBERITAENEEN, E2BMmARMEHS] (cosine) Z
REFH 1E B R3A A,

THRES B

PR body #tBA FlashInfer 188k CuteDSL NVFP4 MoE kernel & 3#F SwiGLU-OAI #0E (
flashinfer-ai/flashinfer#3737) , kernel R %3 RelLU? FE|TIRMCE, &R PR W BHrEiL
VLLM SEIMEEBE X R Al XSG XA NITRERE. commit JHEH#—F1EH, L
VLLM PR #49580 BE&3th ReLU? BEZ I3 TL&ME3E activation_type, BEA PR E/RE
AR B E AL E B S ANT SWIGLU-OAL ZARBIAE X S 5GBS REA T ER,

SCIN H AR
A PR #% 4 NFEERK CuteDSL NVFP4 MoE JEExt 4 8 FHA:

1. VBREAREBIERA: viim/model_executor/layers/fused_moe/config.py #J
nvfp4_moe_quant_config F3 gemm1_alpha. gemm1_beta "[3&E5$KkHEE%
FusedMoEQuantConfig.make; oracle/nvfp4.py B9 make_nvfp4_moe_quant_config [&
HHM swiglu_alpha. swiglu_beta #5484 RBHE FLASHINFER_CUTEDSL fnA
NVFP4_BACKENDS_WITH_CLAMP &4, fE# SwiGLU clamp B EE B 5h j5 3f kiR et
AEWEHERR; quark. compressed_tensors. modelopt =NEMF AN
get_fused_moe_quant_config it getattr(layer, "swiglu_alpha/beta", None) ZERERY
EREHEL,

2. w13 REHAFYI—4L: viim/model_executor/layers/quantization/utils/flashinfer_fp4_mo
e.py ¥13¥¢ reorder w13 to w31 for flashinfer cutedsl, XIE@I gated i FH
——SwiGLU-OAI #y checkpoint (%1 gpt-oss) KA [gateO, up0, gatel, ...] REHFIK, &
WEBIIFRFFESA [up: gate] F; ERBE (SILU. SWIGLUOAI_UNINTERLEAVE)
A [gate; up] packed i/, X¥EREREIR, prepare _nvfp4 _moe layer for flashinfer c
utedsl BRARAZRER, RIFRA interleave BEATE



3. kernel #ESFIREZEE: vlim/model_executor/layers/fused_moe/experts/flashinfer c
utedsl_moe.py B _supports_activation ¥ B X SWIGLUOAI,
SWIGLUOAI_UNINTERLEAVE; _ init__ M quant_config 3%EX
gemm1_alpha/beta/clamp_limit; apply PREBCERRME swiglu S8 dict, None {E3¢
FIEBU **swiglu_kwargs £% flashinfer_cute_dsl_fused_moe_nvfp4, #HIE None 15
LNZH float KR S 4 & = HERAE,

4. MRELE: I tests/kernels/moe/test_flashinfer_cutedsl_layout.py B &
SwiGLU-OAI XM RS packed AP ERE; tests/kernels/moe/test_flashinfer_cute
dsl_nvfp4_moe.py 8t 5 NFUGERAB (SILU. SILU+clamp. RELU2_NO_MUL,
SWIGLUOAI. SWIGLUOAI_UNINTERLEAVE) , WKKEZEEZE atol=3e-2 F#3E cosine
similarity > 0.99 #3]; & relu2 £HAFIFHFASEHMIAKE,

R

« vllm/model_executor/layers/fused_moe/experts/flashinfer_cutedsl_moe.py (3 MoE
LXK, £A source; R core-logic; 5 FlashinferCuteDSLExperts.init,
FlashInferCuteDSLExperts._supports_activation, FlashInferCuteDSLExperts.apply) :
oSS ¥ RSE X35 R8T quant_config 3B gemm1 3k, 7E apply $i%
HOE R RMBEF IR swiglu ZHUFE(EY Flashlnfer CuteDSL kernel, BEEERENE
AH,

« vlim/model_executor/layers/quantization/utils/flashinfer_fp4_moe.py (#ik 4T E;
27 source; ER core-logic; 5 reorder_ w13 to_ w31 _for_flashinfer_cutedsl,
prepare_nvfp4_moe_layer for flashinfer_cutedsl) : #r3g
reorder_w13_to_w31_for_flashinfer_cutedsl, X% SwiGLU-OAI X% RS packed #
R, BREIEMAMEN XA ELE,

. tests/kernels/moe/test_flashinfer_cutedsl_nvfp4_moe.py (B3R WAZMIR; K5 test; 2
i test-coverage; 5 _reference_activation, _torch_moe_reference,
test_flashinfer_cutedsl_fp4_moe) : MRAZA: 8L 5 NBCERM, RKEBZREZHMA
cosine AAMUEHIR|, BET FNHRZHE 7l iRR T A e &,

« vllm/model_executor/layers/fused_moe/oracle/nvip4.py (#3R Eiri%$F; K5 source;
&AM data-contract; 5 select_nvfp4_moe_backend, make_nvfp4_moe_quant_config)
D iRk IRE R ¥ FLASHINFER_CUTEDSL 29\ NVFP4_BACKENDS WITH_CLAMP,
#¥H B make_nvfp4_moe_quant_config & swiglu_alpha/beta,

« vlilm/model_executor/layers/fused_moe/config.py (1R BLE R 2); 5| source; &
data-contract; 5 nvfp4_moe_quant_config) : nvfp4_moe_quant_config #3&
gemm1_alpha/beta 2%k, RARBIERAYT RARL,

. tests/kernels/moe/test_flashinfer_cutedsl_layout.py (#3k fmEMR; K5 test; KA
test-coverage; 45 test _reorder_w13_swigluoai_interleaved,
test_reorder_w13_packed_layouts) : ¥3EAB/EMN, &ZE SwiGLU-OAl REMAS
packed & FE AP EHBEEAZ,

« vllm/model_executor/layers/quantization/quark/quark_moe.py (#3k B4 77%; K5
source; 2R data-contract; &5 get_fused_moe_quant_config) : BeEEfE
swiglu_alpha/beta F| make_nvfp4_moe_quant_config, RIE quark NVFP4 B&42 =T H,



» vlim/model_executor/layers/quantization/compressed_tensors/compressed_tensors_mo
e/compressed_tensors_moe_w4a4_nvfp4d.py (3R 245 7%; 25| source; EH

Y ial=]

data-contract; &5 get_fused_moe_quant_config) : BLEZE(E swiglu_alpha/beta, %
JiE compressed_tensors NVFP4 427 H.,

« vlim/model_executor/layers/quantization/modelopt.py (3t B H55%; 23| source; 2%
A data-contract; 45 get_fused_moe_quant_config) : BLEEE swiglu_alpha/beta,
fRIE ModelOpt NVFP4 B&42 =T H,

KBS FlashInferCuteDSLExperts.apply, FlashInferCuteDSLExperts. supports_activa
tion, reorder w13 to_w31_for_flashinfer_cutedsl,
prepare_nvfp4_moe_layer_for_flashinfer_cutedsl, make_nvfp4 _moe_quant_config,
nvfp4_moe_quant_config, _reference_activation, _torch_moe_reference,
test_flashinfer_cutedsl_fp4_moe

KR BR

vlim/model_executor/layers/fused_moe/experts/flashinfer_cutedsl_moe.py

BoLoSZILX A ¥ RMUE X355 R 3BT quant_config 3B gemm1 53k, & apply $3%
FEXR R I IR swiglu ZEEBEEL Flashlnfer CuteDSL kernel, E¥CEFRENEAND,

def apply(self, output, hidden_states, w1, w2, topk_weights, topk_ids,

activation, global_num_experts, expert_map, alg_scale, a2_scale,
workspacel3, workspace2, expert_tokens_meta,
apply_router_weight_on_input):

# AEIRXEIF NVFP4 B&12, BHUEERE scale MM ERAL

assert self.quant_dtype == "nvfp4"

assert alqg_scale is not None

assert self.wl_scale is not None

assert self.w2_scale is not None

# alg_scale A (M, K//16) B float8_e4m3fn 5kE (BB fp4_quantize) ,
# RE API B3R x_sf 7 trailing dim: (M, K//16, 1)
x_sf = alg_scale.unsqueeze(-1)

# ALY swiglu_{alpha,beta,limit} B3 LB SwiGLU BRIA(E,
# E M RIRRUE X R LA PR B S, SILU RX clamp limit,
# M SwiGLU-OAI E & alpha/beta/limit =&
swiglu_params: dict[str, float | None] = {}
if activation == MoEActivation.SILU:
swiglu_params = {"swiglu_limit": self.gemm1_clamp_limit}
elif activation in (MoEActivation.SWIGLUOAI,
MoEActivation.SWIGLUOAI_UNINTERLEAVE):
swiglu_params = {
"swiglu_alpha": self.gemm1_alpha,
"swiglu_beta": self.gemm1_beta,
"swiglu_limit": self.gemm1_clamp_limit,
}
# XBEM%: RZENSELIA None TR,



# TNHE None £4ARZH float KMSHRSBEZHRME, ERBEERE

swiglu_kwargs = {k: v for k, v in swiglu_params.items() if v is not None}

flashinfer_cute_ds|_fused_moe_nvfp4(
x=hidden_states,
x_sf=x_sf,
token_selected_experts=topk_ids.to(torch.int32),
token_final_scales=topk_weights.float(),
wl_weight=w1,
w1l _weight_sf=self.w1_scale,
w1 _alpha=self.g1_alphas,
fc2_input_scale=self.a2_gscale,
w2_weight=w2,
w2_weight_sf=self.w2_scale,
w2_alpha=self.g2_alphas,
num_experts=self.global_num_experts,
top_k=self.topk,
num_local_experts=self.local_num_experts,
local_expert_offset=self.local_expert_offset,
moe_output=output,
activation_type=activation_to_flashinfer_int(activation),
**swiglu_kwargs,

)

vlim/model_executor/layers/quantization/utils/flashinfer_fp4_moe.py

¥} reorder w13 _to w31 _for flashinfer_cutedsl, X4 SwiGLU-OAl XEHE S packed
R, BEREIERMNXEAIELRE,

def reorder w13 _to_w31_for_flashinfer_cutedsl(
activation: MoEActivation,
w13: torch.Tensor,
w13_scale: torch.Tensor,
) -> tuple[torch.Tensor, torch.Tensor]:
"R w13 ATIRFYI—1L A Flashinfer X&) [up; gate], "
if activation == MoEActivation.SWIGLUOAI:
# gpt-oss X3 checkpoint B w13 X [gate0, up0, gatel, ...] XEHFK,
# BIRFRT IR BHHER [up; gate],
# ENNBEEUERY L HRSFRT L RGE
gate, up = w13[:;, 0::2], w13[:, 1::2]
gate_scale, up_scale = w13 _scalel:, 0::2], w13 _scale[:, 1::2]
return (
torch.cat([up, gate], dim=1).contiguous(),
torch.cat([up_scale, gate_scale], dim=1).contiguous(),

# HATEYE (o SILU. SWIGLUOAI_UNINTERLEAVE) A [gate; up] packed A&,
# BEXFENEEIEAE] [up; gate]

half = w13.shape[1] // 2

return (



torch.cat([w13[:, half:], w13[:, :half]], dim=1).contiguous(),
torch.cat([w13_scale[:, half:], w13_scale[:, :half]], dim=1).contiguous(),

)

tests/kernels/moe/test_flashinfer_cutedsl_nvfp4_moe.py

MR S8 5 ANFCERB, WWEBREZFHMA cosine FPUEHIR, BE T FEMRETHH
=] 3% 383 By 8] L,
def test_flashinfer_cutedsl_fp4 _moe(m, n, k, e, topk, activation, alpha, beta,

limit, dtype, workspace_init):
# .. BEEFEBIRS. 1 wi13/w2. topk BHEE quant_config...

#MHERA 1e-2, 1 NVFP4 ENEE A Te-3;
# ERABNEE, BEAZRELSTKEMAERT
# (E5 1e-2 WEFE atol=3e-2 W)
torch.testing.assert_close(
torch_output, cutedsl_output, atol=3e-2, rtol=2e-1)

# Ftb® A A (cosine similarity) , —EB SwiGLU £HURE# A,
# % wi3 mRHEE, FTRRSAR RS
cosine = torch.nn.functional.cosine_similarity(
cuteds|_output.flatten().float(),
torch_output.flatten().float(),
dim=0,
)

assert cosine > 0.99, f'cosine similarity {cosine:.4f} below 0.99"

B

s review REXRAE gemm1 SEERAENIE L zyongye
flashinfer_cutedsl_moe.py 89 __init__ &8 H, 1EEHRAE quant_config FR None BIS%K
E3RA 1.702/1.0/7.0 BRIAME, IAEEHME AIZ AR S RE QX L BRINMEW R A T 5| K
E bug, ZEWIR$EF None H7EJE None A N, vitamin-chaos AIAZE# (RRARE
SwiGLU-OAL #UE T A kg E) H1E2K A None SIRFE, zyongye mAHE,

« gemm1 SEKERIAMELLEE (correctness): vitamin-chaos AR #1525 None BRIA + (XA
3 None &%k (commit 93f6073) , zyongye #t,

R 5 B
. R
1. BOESEEERH None 3R swiglu_kwargs BIERIZ I 22 R2 IERME B X BT A
, BEEBAABERXL None AR float 58k, SBEABRBRMESEEREERE,
2. EimBshFTNENA: FLASHINFER_CUTEDSL #AnA
NVFP4_BACKENDS_WITH_CLAMP J&, % swiglu_limit BI&RRI & B sh3kEZ /a3, M
kernel ZNRIX & E SILU-clamp —/NABI, RNWER LK e2e I4E; & CuteDSL By
clamp X5 HAM)E3mA —RRIERAFE R,



3. RN : SwiGLU-OAI B interleaved fr/RMBIZ3K B gpt-oss checkpoint, &
HARR A w13 EREFRIF S BRI, SER~ L8 REE (BUNREEZEEKE)

4. ARFFAR Flashinfer: EE®4 flashinfer#3737 B9ARA; commit 119af87 & FIHAR
AFME, SM100 LIBAR FlashInfer &7 CuteDSL B2 B R A M IEMATERE K,

5. ZBBZXFR SM100 + NVFP4 + CuteDSL 53, ®raEZEMA4S EHERAR, - P
. AP gpt-oss & SwiGLU-OAI #£& 89 NVFP4 + CuteDSL MoE #RTMATRAE A
TH; RelLU? JEIIFBGEREFENMIRIRE,; & SwiGLU clamp BIER B 3 3R1FZ )5 ¥k
¥, AN EMNBEEIKIERAFIE gemml _alpha/beta FE&, KK oracle/nvfp4.py.
config.py & quark. compressed_tensors. modelopt =/NEAL A IEIEIR;
NVFP4_BACKENDS_WITH_CLAMP & &Z4 % B sh /5 imikiFINT. BEFAM: MR+ "
HAEEZ + cosine MBBUE " HEIBIAEEX kernel MIRA T MME, - RFEARIT: BF
SHEBEAERI None 3$JE , SwiGLU-OAI i BRBAERMRIZ , IRIFTHR Flashlnfer, /&34
B EERITRAEM (clamp) , X SM100 £3K

KRRk L

« PR #49580 Upstream CuTeDSL NVFP4 MoE for ReLU2 (commit &% ): commit
119af87 PARAMLEA LI #49580 B3%%3# CuTeDSL NVFP4 MoE By RelU? XFFHFETE
#R1E3% activation_type, 7 PR ZEHEAL F&in SwiGLU-OAl THEH# i a9 R AR
o

« PR #49601 [Weight processing] Copy over new_data attributes in replace_parameter:
B E MoE Eim#iERASNEAIEEML, KehEE fused_moe/oracle §ZNEML
3R, 57 PR B8 make_nvfp4_moe_quant_config &2k @3,

« PR #51249 [Bugfix][Model] Add missing fused_gkv_a_proj to Kimi-Linear
packed_modules_mapping: EI A B MoE BRZMRET / BAMBE, B~ NVFP4 X &
1L )5 I AE BLHA (Bl 3FBUR 3,



