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[Bugfix] Fix GraniteMoeShared weight loading broken by #41184
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def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:
new_weights = {}
for n, p in weights:
if n.endswith(".block_sparse_moe.input_linear.weight"):
for e in range(p.size(0)):
# JR: f".block_sparse_moe.experts.routed_experts.{e}.w1.weight"
# 255 f".block _sparse_moe.experts.{e}.w1.weight"
w1_name = n.replace(
".block_sparse_moe.input_linear.weight",
f'.block_sparse_moe.experts.{e}.w1.weight",
)
w3_name = n.replace(
".block_sparse_moe.input_linear.weight",
f'.block_sparse_moe.experts.{e}.w3.weight",
)
w1_param, w3_param = ple].chunk(2, dim=0)
assert wl_name not in new_weights
assert w3_name not in new_weights
new_weights[w1_name] = wl_param
new_weights[w3_name] = w3_param
elif n.endswith(".block_sparse_moe.output_linear.weight"):
for e in range(p.size(0)):
# JB: ...routed_experts.{e}.w2.weight
# K5 ...experts.{e}.w2.weight
w2_name = n.replace(
".block_sparse_moe.output_linear.weight",
f".block_sparse_moe.experts.{e}.w2.weight",
)
w2_param = ple]
assert wZ2_name not in new_weights
new_weights[w2_name] = w2_param
elif n.endswith(".block_sparse_moe.router.layer.weight"):
gate_name = n.replace(
".block_sparse_moe.router.layer.weight",
".block_sparse_moe.gate.weight",
)
assert gate_name not in new_weights
new_weights[gate_name] = p
else:
new_weights[n] = p
# BHAERXEHTEFIRERE
return GraniteMoeModel._load_weights(self, new_weights.items())
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