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[Bugfix] Prevent padding placeholders from reaching embeddings
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. tests/v1/worker/test_gpu_model_runner.py (13 R HIT; K5 test; LR
test-coverage; {45 test_invalid_draft_suffixes_remain_rejected_in_metadata) : I&iE
BHARRL T HAR P AR -1 WRYE, {ELXAFREEMIRAITRL draft slot,

. tests/v1/worker/test_gpu_input_batch.py ({E3R @y AHLALTE; 25 test; LR
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XEFS: preprocess
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vlim/v1/worker/gpu_model_runner.py
BB E X TE preprocess AIEHHEM clamp #E, ik EM4F -1 FX embedding 2o

# vllm/v1/worker/gpu_model_runner.py

# £ _preprocess AAF 3k, embedding EIHZ Al

num_scheduled_tokens = scheduler_output.total_num_scheduled_tokens
is_first_rank = get_pp_group().is_first_rank

is_encoder_decoder = self.model_config.is_encoder_decoder

# Clamp speculative scheduler placeholders (-1) before embedding lookup.

# REBABRNEER A EE clamp, LEARLERZRZ R

if self.speculative_config is not None:
self.input_ids.gpu[:num_input_tokens].clamp_(min=0)

# EEZEASHRmL. prompt_embeds E3ZBHEAE A clamp EH safe A
# 18 spec_token_ids MR B R4 -1 LIE4L XA

tests/v1/worker/test_gpu_model_runner.py

BAEIRAUARAD TR P AL -1 ARARE, R4 RAFREIEMIRAI TR draft slot,

# tests/v1/worker/test_gpu_model_runner.py
# FMIR: BIE _calc_spec_decode_metadata ¥t By draft_token_ids 12 & -1
def test_invalid_draft_suffixes_remain_rejected_in_metadatal():
runner = object.__new__ (GPUModelRunner)
runner.device = torch.device("cpu")
runner.arange_np = np.arange(64, dtype=np.int64)
runner._arange_scratch = np.empty(64, dtype=np.intb64)

#EMAKESLSHAN -1 HAF (LB 2/ 7)
runner.input_ids = SimpleNamespace(
gpu=torch.tensor([99, 10, -1, 99, 12, 99, 13, -1], dtype=torch.int32),

metadata = GPUModelRunner._calc_spec_decode_metadata(
runner,
np.array([2, 1, 2], dtype=np.int32), # S MERH draft &
np.array([3, 5, 8], dtype=np.int32), # B R



# BT -1 AFE metadata FHRE, ELEXFTEIIELIXE slot
assert metadata.draft_token_ids.tolist() == [10, -1, 12, 13, -1]

tests/v1/worker/test_gpu_input_batch.py
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token_ids_cpu,

# tests/v1/worker/test_gpu_input_batch.py
# IR B HEALF -1 7 InputBatch W3R buffer FRAEGE(E
def test_placeholder_spec_token_ids_written_verbatim():
input_batch = InputBatch(
max_num_reqs=1,
max_model_len=8§,
max_num_batched_tokens=8,
device=torch.device("cpu"),
vocab_size=VOCAB_SIZE,
block_sizes=[16],
kernel_block_sizes=[16],
)
req = CachedRequestState(
req_id="req",
prompt_token_ids=[10, 11],
mm_features=[],
sampling_params=SamplingParams(),
block_ids=(1],),
generator=None,
num_computed_tokens=3,
output_token_ids=[12],
)
input_batch.add_request(req)

# B FIZML token: BEFEA -1 SR
input_batch.update_req_spec_token_ids(
req,
{"req": [13, -1, -11},

# spec_token_ids fRERIE(E

assert input_batch.spec_token_ids[0] == [13, -1, -1]

# token_ids_cpu buffer tWRFRE, #t _preprocess ZJa clamp
assert input_batch.token_ids_cpul0, 3:6].tolist() == [13, -1, -1]

AT K

Copilot & review F3#H, FRAEHBIZEX mask_placeholder_draft_token ids ®{£ A
torch.tensor(..., device=self.device) RE*# N 2| GPU, ZEiXZKH async_tensor_h2d # &
per-step FFH, AEIFHE njhill EFRITHEMTBEAE, ERT ZHBIRE, KAE



_preprocess FEFE clamp_, EKRT RN EM, njhill £EE T HE clamp L EF Y FEKH
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« XFEHRIT: speculative-only path modification, clamp may mask scheduler bugs
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