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# SPDX-License-Identifier: Apache-2.0
# SPDX-FileCopyrightText: Copyright contributors to the vLLM project

# DSparkDeepseekV4Model: 3 B B3N ARRD 4 EFRAE R,

#

v E R BEAERNELE (DeepseekV4DecoderlLayer) HFnD/Re k3L (DSparkMarkovHead)
# ERRETRABRIYT BAR MLA RS KFTAERA token BETE

# B query B9 top-k B39, HAABERIEREARNZNRIIBNEA,

class DSparkDeepseekV4Model(nn.Module):
def __init__(self, *, vllm_config: VIImConfig, prefix: str = '') -> None:
super().__init_ ()
assert vllm_config.speculative_config is not None
config = vlim_config.speculative_config.draft_model_config.hf_config
self.config = config
self.hidden_size = config.hidden_size
self.hc_mult = config.hc_mult # JB84& chunk 3kB9fZ%Kk
self.hc_eps = config.hc_eps
self.rms_norm_eps = config.rms_norm_eps
self.num_hidden_layers = config.num_hidden_layers
self.target_layer_ids = tuple(config.dspark_target_layer_ids)
self.num_dspark_layers = getattr(config, 'n_mtp_layers', None) or 3

# AZ BAVERIAGE RN (G B8 AnERE 5 4&)

self.embed_tokens = VocabParallelEmbedding(
config.vocab_size, config.hidden_size,
prefix=maybe_prefix(prefix, 'embed_tokens'),

)

# “main_proj” ¥k B BAREANE BB FRRRSIZ R E| hidden_size

self.main_proj = ReplicatedLinear(
config.hidden_size * len(self.target_layer_ids),
config.hidden_size,
bias=False, return_bias=False,
quant_config=vlim_config.quant_config,
prefix=maybe_prefix(prefix, 'main_proj'),

)

self.main_norm = RMSNorm(config.hidden_size, eps=config.rms_norm_eps)

# EREMMERNAAEE (REEY MTP BEmE)
current_vllm_config = get_current_vlim_config()
self.layers = nn.ModuleList([
DeepseekV4DecoderlLayer(
current_vlim_config,
prefix=maybe_prefix(prefix, f'layers.{self.num_hidden_layers + i}'),
)

for i in range(self.num_dspark_layers)



)

# AR AF)A—1b + HC 3k (&S + BRTEL
self.norm = RMSNorm(config.hidden_size, eps=config.rms_norm_eps)
hc_dim = self.hc_mult * config.hidden_size
self.hc_head_fn = nn.Parameter(
torch.empty(self.hc_mult, hc_dim, dtype=torch.float32),
requires_grad=False,

)

self.hc_head_base = nn.Parameter(
torch.empty(self.hc_mult, dtype=torch.float32), requires_grad=False,

)

self.hc_head_scale = nn.Parameter(
torch.empty(1, dtype=torch.float32), requires_grad=False,

)

# DSparkMarkovHead 7 gwen3_dspark.py F & X

self.markov_head = DSparkMarkovHead(
config.vocab_size,
config.dspark_markov_rank,
prefix=maybe_prefix(prefix, 'markov_head'),

def embed_input_ids(self, input_ids: torch.Tensor) -> torch.Tensor:
return self.embed_tokens(input_ids)

def combine_hidden_states(self, aux_hidden_states: torch.Tensor) -> torch.Tensor:

main_x = main_norm(main_proj(concat of target aux hidden states)).
x = self.main_proj(aux_hidden_states)[0]
return self.main_norm(x)
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