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PATHRE

« —A)iE: V2 T MTP BAARESITIE RKERIAT

- WESME: EEFIL, XE MTP 5 pipeline parallelism A&8xNF24E, thEsaAIpy &8
NINBEE EHE 6 MR bugl BERl, EAFEI=Z/MRITREK:
SharedTopkIndicesBuffer A property {ENT A E R, #E nn.Module 3&EH 5L
BEREZ AT AMESR; Qwen3.5 draft head ¥ (intermediate_tensors is None)
i3k rank 2% tied MEAREE PP T4 A draft BIFNER, BTG MTP EA k2K
sparse MLA B3 TR, &K PR ZRIEFR,

THHES BAL

MTP speculative decoding £ V2 model runner £ T3%5 pipeline parallelism A& H :
#50514 & TR B PP spec-decode draft-token E#, B MTP £H SR OMRELE,
PR body PAFAIEH T BB 25| EHFELME draft: "NotImplementedError: Pipeline
parallelism is not supported for this model", X% Qwen3.5 draft head E# rank 2%
Bk fc BB FHIEZRNA 1%, DeepSeek MTP £ PP T AREN#I4 1LY embed_tokens
BMAFHEZ R 32.69% Xt 93.51% HIR%.

TR

SEIIR 6 NMRIEE SRR, BIRES ik MTP draft E&JE— PP stage L™ [#3&. ¥ IE
HinEk. TIEMRIEBREZZEPX] BF:

1. 8 MTP R BB SupportsPP H12MH make_empty intermediate_tensors:
DeepSeekMTP (vlim/model_executor/models/deepseek_mtp.py) . Qwen3 5MTP (
vlim/model_executor/models/qwen3_5 mtp.py) & DeepseekV32MTP 8 nvidia/amd &
K (viim/models/deepseek_v32/{nvidia,amd}/mtp.py) ¥I#&K SupportsPP ZEDOHE
__init__ $EM make_empty_intermediate_tensors_factory(["hidden_states", "
residual"], hidden_size), draft R BARBWARE —/ PP stage, REE T EKE, 2
BOERRBHIT, FBXE2R/NSER,

2. #&IFE Qwen3.5 draft head B9 %% Qwen3 5S5MultiTokenPredictor.forward J&R3& L
get_pp_group().is_first_rank RERZETIAT fc #%F, M draft MEERE rank LIER
False, SEIEHHBT. KRBT HIRE intermediate B2, BRAIZ
intermediate_tensors is None X ——XRKEABIEIREAN, X [EEA drafter BEHE
rank] BURRR A B IEFAHAIE,



3. DeepSeek MTP £ PP Tim# B &8y embed_tokens: checkpoint TR E tied
embed_tokens.weight B4 spec_layer A None, J& load weights B ; T PP Bt
draft F7 5 target 3£H, 18 PP T target BY&|AZE PPMissinglayer, &8 spec_layer
is None %N, XE&F4E embed tokens IS E XA weight_loader hnEk,

4. #MFF DeepseekV32MTP BIER: ZBER M DeepSeekMTP fork i3k /EBE& W &
SupportsPP 458 # &£ embed_tokens tn#kiZ4g, M speculative.py &8
deepseek_v32/glm_moe_dsa BEHEFIXE (Bl GLM-5.2 5 DeepSeek-V3.2 B132) .
nvidia 5 amd PR EZILE D IR E,

5. sparse MLA E##5| N\ SharedTopklIndicesBuffer mixin:
LLMBaseProposer.load_model £ impl ¥3& 522 5 248 draft B indexer Ei5[q
target By topk_indices_buffer, M named_modules() BE£EZF| indexer (nn.Module) i
E| AttentionImplBase X%, &I impl REBREILABE ANIEZFX, mixin FEFXK
NIRERMNT (property ERM indexer iEB) , BRBEMLLET indexer,
SparseMLACommonImpl K& IEFERB FlashInferMLASparseSM120Impl.
ROCMAiterMLASparselmpl. XPUMLASparselmpl &&R#&E N,

6. ZAEA draft gather #% rank YE: vlim/v1/worker/gpu/model_runner.py
gather_mm_embeddings B9 & S4B self.model_state.supports_mm_inputs, %
KB PP rank £ encoder_runner BFE§ AttributeError,

7. MREEE: tests/vl/attention/test_sparse _mla_backends.py ¥ 3 NABIBEE P X
EfmE)E. ERABRERLER. UREA SparseMLACommonImpl KikBIRAENT AR ;
tests/vl/e2e/spec_decode/test_mtp_parallel_load.py BT PP=2 8§ MTP F4TEM|
\; vlim/models/deepseek_v32/nvidia/model.py ¥R RIFHEERILTEFH buffer HE
FIEAREM E, £ proposer I3 F block Xt DSA B2 4R,

R

« vlim/model_executor/layers/attention/sparse_mla_attention.py ({3t SFZEHE; 25|
source; A& data-contract; 5 SharedTopklndicesBuffer,
init_topk_indices_buffer, topk_indices_buffer, SparseMLACommonImpl) : #3g
SharedTopkIndicesBuffer mixin, ¥ topk X MME B NIREMRYT, BBE |
draft ERTLAB AZFX] RROHIBERARE,

« vlim/model_executor/models/deepseek_mtp.py (#i3k MTP # % 25| source; FEH
data-contract; 55 DeepSeekMTP, forward, load_weights) : DeepSeekMTP /& BA
SupportsPP, 37 load_weights #4 PP 7R EXNMEHME tied embed_tokens, &£ #
ZHK 32.69% -> 93.51%,

« vllm/models/deepseek_v32/amd/mtp.py (¥R MTP #&#R; K5 source; EH
data-contract; 55 DeepseekV32MTP, forward, load_weights) : DeepseekV32MTP
89 ROCm Z KRR B*MNE SupportsPP 5 embed_tokens ik, &% GLM-5.2 /
DeepSeek-V3.2 #) DSA B&1Z,

« vlim/models/deepseek_v32/nvidia/mtp.py (3R MTP #H: 5| source; E#
data-contract; 45 DeepseekV32MTP, forward, load_weights) : DeepseekV32MTP
B NVIDIA ZARE#4NE SupportsPP 5 embed_tokens fn%k; BZ& model.py & topk
buffer LB DSA HEHFRXH£E,



« vlilm/model_executor/models/qwen3_5 mtp.py (#3k MTP #8; 27| source; EH
data-contract; &5 Qwen3_5MTP, Qwen3_5MultiTokenPredictor.forward,
make_empty_intermediate_tensors) : Qwen3.5 MTP draft head 2X3%
intermediate_tensors is None 4%, 1&& KE PP rank Lk fc RSB ~1%
ZF; [EIER SupportsPP,

« vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py (#ik MLA jE3g; K5

source; A core-logic; 5 ROCMAiterMLASparselmpl) :
ROCMAIiterMLASparselmpl # A SharedTopkindicesBuffer, iR Ag:ErtRIEZ 1,

« vlim/v1/attention/backends/mla/flashinfer_mla_sparse_sm120.py (#£ik MLA Gig; £
% source; ER core-logic; 5 FlashInferMLASparseSM120Impl) :
FlashInferMLASparseSM120Impl 8 3E SparseMLACommonImpl 32§, E#&EA
SharedTopkIndicesBuffer,

x

« vlim/v1/attention/backends/mla/xpu_mla_sparse.py (3R MLA jG3%; 2% source; £
A core-logic; 5 XPUMLASparselmpl) : XPUMLASparselmpl 14 3E
SparseMLACommonImpl 35, R A SharedTopkIndicesBuffer,

« vlim/v1/worker/gpu/model_runner.py (3% 5fT88; KAl source; FEH core-logic; f&F
£ sample_tokens) : A draft B9 MM embedding gather 340
model_state.supports_mm_inputs &4, #%EKE PP rank J encoder_runner B¢
warmup A5

« vlim/models/deepseek_v32/nvidia/model.py (#i3k &R 2 25| source; L&
data-contract) : ERHKFERIPEEFH topk_indices_buffer ZEEF|
DeepseekV32Model B E, £ DSA 12855 proposer B FXHEE,

- tests/v1/attention/test_sparse_mla_backends.py (&3 BITMIRA; 35| test; KR
test-coverage; 145 test_sparse_impl_observes_repointed_indexer_buffer,
test_explicit_topk_buffer_supersedes_indexer,
test_sparse_mla_common_impl_resolves_buffer_lazily) : #3¢ 3 NEN B Z LT X =
MEYE., BRBERLER. SparseMLACommonImpl iR 4%,

. tests/v1/e2e/spec_decode/test_mtp_parallel_load.py (&3 BT ; %5 test; LR
test-coverage) : BHA PP=2 8§ MTP HATMEFNMR, FIE MTP+PP A& T#2E 7 hndk,

XS SharedTopklndicesBuffer.init_topk_indices_buffer,
SharedTopklIndicesBuffer.topk_indices_buffer, DeepSeekMTP.load_weights,
DeepSeekMTP.forward, DeepseekV32ZMTP.load_weights,
Qwen3_5MultiTokenPredictor.forward, sample_tokens

KBRAL B EX
vlim/model_executor/layers/attention/sparse_mla_attention.py

13 SharedTopklndicesBuffer mixin, & topk 24 X MM E R AR EMT, BMBE T
draft ERETABAZHX] OB RATE,

class SharedTopkIndicesBuffer:
"""X sparse MLA SZIAENTIEEEY top-k RIIBH KX,



indexer #IHEZHRX, 1B "LLMBaseProposer.load_model™ & impl #y3& 52 &
2548 draft B9 indexer E3EM target WX, HNXEBEJIFEESK
IRERETAREANT, MARE ~__init_ - BWRE, FTWLE skip-topk BZH
indexer, ®ERNEAZAFX,

_indexer: object | None = None
_topk_indices_buffer: torch.Tensor | None = None

def init_topk_indices_buffer(
self,
indexer: object | None,
topk_indices_buffer: torch.Tensor | None,
) -> None:
self._indexer = indexer
self._topk_indices_buffer = topk_indices_buffer

@property
def topk_indices_buffer(self) -> torch.Tensor | None:
# BRIREERM indexer LILER, RiIFEEHRMENEFXEN,
if self._indexer is not None:
return self._indexer.topk_indices_buffer # type: ignoreattr-defined]
return self._topk_indices_buffer

@topk_indices_buffer.setter

def topk_indices_buffer(self, buffer: torch.Tensor | None) -> None:
# ERXBREMRLET indexer: RESGEEMHRIEAEZFTK,
# X2 proposer fER#E A0 skip-topk EIRAEIL A H—KE&1Z,
self._indexer = None
self._topk_indices_buffer = buffer

class SparseMLACommonImpl(MLACommonBaselmpl[T], SharedTopkIndicesBuffer, Generic[T]):
""Sparse MLA £, 4 dense 5 masked-MHA # 4k prefill &2, ""

is_sparse = True

def _init_ (
self,

indexer: object | None = None,
topk_indices_buffer: torch.Tensor | None = None,

) -> None:
super().__init__(...)
# FEEZERE indexer WRHRX, MERL mixin MEERAENT,
# BG4 proposer B[ indexer B impl 3LBUA 2K,
self.init_topk_indices_buffer(indexer, topk_indices_buffer)



vlim/model_executor/models/deepseek_mtp.py

DeepSeekMTP EER SupportsPP, F7 load_weights F 8 PP 3= EXIMETAE tied
embed_tokens, EE#HEZE 32.69% -> 93.51%,

@support_torch_compile
class DeepSeekMTP(nn.Module, DeepseekV2MixtureOfExperts, SupportsPP):
def __init__(self, *, vllm_config: VlImConfig, prefix: str = ""):
super().__init__()
self.config = vlim_config.model_config.hf_config
self.quant_config = vlim_config.quant_config
self.model = DeepSeekMultiTokenPredictor(
vlim_config=vllm_config, prefix=maybe_prefix(prefix, "model")
)
self.set_moe_parameters()
# PP D ERIEMTEKEL ; draft REERE rank,
# RHEFEKE, ESIZENEI% SupportsPP &EIZT ,
self.make_empty_intermediate_tensors = make_empty_intermediate_tensors_factory(
["hidden_states", "residual"], self.config.hidden_size

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:

for name, loaded_weight in weights:
if "rotary_emb.inv_freq" in name:
continue
spec_layer = get_spec_layer_idx_from_weight_name(self.config, name)
if spec_layer is None:
# TNE tied embed_tokens BT EE ] spec B; PP T target
# B9B|AFE draft FTTE stage & PPMissinglayer, Ti&fEH,
# AT draft 0N E 2WElIA, T4 AU ERA,
param = params_dict.get(name) if "embed_tokens" in name else None
if param is not None:
weight_loader = getattr(
param, "weight_loader", default_weight_loader
)
weight_loader(param, loaded_weight)
loaded_params.add(name)
continue

vlim/model_executor/models/qwen3_5 mtp.py

Qwen3.5 MTP draft head 2&3% intermediate_tensors is None 2%, 8£ KX PP rank Lt
fc HEWBT FERH ~1% HEZE; FBSEB SupportsPP,

class Qwen3_5MultiTokenPredictor(nn.Module):
def forward(

self,
input_ids: torch.Tensor,



positions: torch.Tensor,
hidden_states: torch.Tensor,
intermediate_tensors: IntermediateTensors | None = None,
inputs_embeds: torch.Tensor | None = None,
spec_step_idx: int = 0,
) -> torch.Tensor:
# M AND XA EK rank 2% drafter BIAMZEAERE —A PP stage L,
# B get_pp_group().is_first_rank 184 False, 1% rank 2% &1t fc &%
# Bk, KEBERE P EKENERERZ L,
if intermediate_tensors is None:
if inputs_embeds is None:
inputs_embeds = self.embed_input_ids(input_ids)
assert hidden_states.shape[-1] == inputs_embeds.shape[-1]
inputs_embeds = self.pre_fc_norm_embedding(inputs_embeds)
hidden_states = self.pre_fc_norm_hidden(hidden_states)
hidden_states = torch.cat([inputs_embeds, hidden_states], dim=-1)
hidden_states = self.fc(hidden_states)
residual = None
else:
hidden_states = intermediate_tensors["hidden_states"]
residual = intermediate_tensors["residual”]

W B
WHEESHEX TR RAMEN LR E:

« intermediate_tensors plumbing Z&ZM|: yewentao256 & ELZHTILH
intermediate-tensor £HZ A B2 $k3E %, B3| % fused multi-step TypeError, ZEi%E
SH #EAEE Quen3.5 BEWNEHRRKE—RBR, eastwood-c FEEIZEIXMIR, 8
%/ vi/worker/gpu/spec_decode/ X% E 5 EBFREF —3K,

-5 #50514 MES: njhill #5H #50514 E&EHRITHEM, eastwood-c MERPERIZE T PR B
B draft-token relay, RfRE® MTP 45811 E, FHIFE #55745 B9 record_stream SF3P4E
N RTE R

« Draft FREHBBENBE HLI: eastwood-c EEH main EXIZHEZXEIIFEERIKTE, &
fi 3] embed_tokens Fin#k, A dirty working tree ¥R EBRKSN, FH4AH 32.69% —
93.51% BEXTEE,

« NCCL ZBHIMRE I hackxixi £ QwendExp (Frafpgesy) blasr EIME—RH, A
broadcast() &3% [num_regs, 1] i receive() ZE [num_reqgs, max_sample_len] B
NCCL FthBmEk. HEWKF %K, A pad Bl max_sample_len 13|54 PR M [E 81
£,

< MIREE: yewentao256 AR test pp_utils.py FEMREXFATHEIR; zixi-gi ZIEH

test_mtp_parallel_load.py F#9 PP MR, njhill EFERAE AN

- REBIREL intermediate_tensors plumbing (design): eastwood-c #Z MR, WA
v1/worker/gpu/spec_decode/ XHIREAE LR FH—IK; RY SupportsPP 5
make_empty_intermediate_tensors L] ,



« 5 #50514 WWEREFEE A5 rebase (design): eastwood-c FRIEBE A relay BKAKER
#50514, RIRE MTP A E, FHIFH #55745 B record_stream FHFEARIE,

« embed_tokens FMMEFHIEZEKI{YE (correctness): T load_weights B spec_layer
is None 4% F E R /0% embed_tokens; #FEZEM 32.69% KL 3| 93.51%,

« NCCL %&%{: broadcast 58EAR—3K (correctness): #IA5 74 PR 89 sampled-token &
1652 —3%, ¥R padding B max_sample_len BRE[ AR,

« test_pp_utils.py MR BTE X (testing): BEE intermediate_tensors plumbing #[&
5 #50514 &3, ZNRALBREERLKNETF.

« 2 PP=2 MTP FH4ThEMIR (testing): njhill &3 bb07636 BA T %Mk,

« 55745 record_stream SF3PR# (correctness): 35 #55745 BITHBE/EAAN PR RIE
KE, SNEMA PR B#51% commit,

R 5 B

« RS REPEMELL:

1. sparse MLA 4 XiEXZ B : topk_indices_buffer Mtk B8 T R & KL BB AR AT,
BWH SparseMLACommonImpl 238F28 (FLASHMLA. flashinfer sm90 &) WXk
sm120. ROCm. XPU =AM, FARKRANRBEMEE. EHEARAIERETX,
THASEIHRAR; A% PR RITXBBEBE T M,

2. REMBKRIZRZTE: DeepSeekMTP/DeepseeckV32MTP.load_weights BLESIETE
embed_tokens ERIEEF| draft, IR spec-layer % embed_tokens By checkpoint <%
B (CMNEFeT spec_layer 2%) , (EXHAMIRG T embed_tokens & FHREF
ZHEE M,

3. Qwen3.5 forward X EKHEEMM: intermediate_tensors is None 5 is_first_rank 3¢ T
AN drafter ZERE— rank] BUEREAN, BRBER T B LRSI LERAE intermediate
tensors WAE, FREZEHI drafter B PP stage 3%, WHEEEEZFHFW,

4. EARIEE: ROCm 5 XPU EIm{XM T REBZFEAN, MREZEZRE CUDA;
rocm_aiter_mla_sparse.py BJMHRXHL R348 CUDA-only skip, ROCm MR/ £+ 3¢
ZPXERMNELEAHART, - ¥E: FmassE PP>1 + MTPl A% %:

« BFM: Qwen3.5/3.6. GLM-5.2, DeepSeek-V3.2 & MTP &7
—pipeline-parallel-size > 1 FTeE#FERA -—-speculative-config '{"method":"mtp"}', #%Z
RMREH /1%/32% REEF| 83%~96%, FHE K=1/2/3 F7&BAL; max_tokens=2048 T
PP=1 5 PP=2 B2 EJLF—3 (1.9375 vs 1.9354~1.9380) .

« AZM: sparse MLA SEEAE ldraft £F target 27X ] ZE FTHIEMRMERMSIE, DSA
A28 topk_indices_buffer EE A 5 ROCm Xf5%,

« FRAMl: #asLY MTP draft BRE PP T AYTEEFRAEZRFE——SupportsPP & B,
embed_tokens BFF. ZIMAMIE rank 2%, EEZ VXA, BEHEM MTP RikiE
AT B ARAR

- RFetrie: BEFEERAERKS , RENBKRAETE , AIERKBESEH , ROCm/XPU 54
IEAR



PRINeZS

« PR #50514 Generic PP spec-decode transport: 4~ PR (K& HIZ4EEY PP draft-token
relay; RHIBHRABERKE, RAREKE MTP FE1E £,

« PR #55745 Record stream guard in broadcast_drafts: —4T#J record_stream 5747, &
£ async launch T) #& gather #R8) IndexKernel assert, 7~ PR B3 Z R E,

« PR #47686 PP broadcast pack: eastwood-c #BE AR PR Z LW b: & PPHandler
# 4 3 A Broadcast_RING_LL kernel &# KFEA op, 5§ 46994 RIREM,

« PR #54709 qwen4_exp draft head fix: 58 & 2 @—# bug (draft head % &4
%), XAMERN—ITEE, & PR AREMZIEHR,

« PR #55081 SupportsPP on MTP families: 5168 & 4 8 SupportsPP 05, ¥4 E
ANNA PR F &ZFIZF B

« PR #39704 V1 runner MTP PP support: PR body BAF&S| A ZEHF: A V1 runner 0
MTP SupportsPP 894425230,



