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class WorkerSlots:
"""Faithful model of the V2 model runner's request-slot accounting.

Mirrors ~"GPUModelRunner.finish_requests™™ + ~~add_requests” " and
““RequestState.add_request™ "/ “remove_request” " (the ~“free_indices™ " pool).
“Tapply” " raises ~~AssertionError("No free indices") " exactly where the real
worker would, so a scheduler over-admission surfaces as the same failure.

def __init__(self, max_num_reqgs: int):
self.max_num_reqgs = max_num_reqgs
self.occupied: set[str] = set()

def apply(self, scheduler_output) -> None:
# finish_requests: free finished and preempted slots first.
freed = set(scheduler_output.finished_req_ids)
freed |= set(scheduler_output.preempted_reqg_ids)
self.occupied -= freed

# update_requests: cached reqs must already own a slot, else the
# worker's reg_id_to_index lookup would KeyError.
for reqg_id in scheduler_output.scheduled_cached_reqgs.req_ids:
assert reqg_id in self.occupied, f"cached req {req_id!r} has no worker slot"

# add_requests: new (and, under V2, resumed) regs claim a slot. The

# same-id _remove_request guard frees a stale slot for the same id.

for new_req in scheduler_output.scheduled_new_regs:
self.occupied.discard(new_req.req_id)



assert len(self.occupied) < self.max_num_regs, "No free indices"
self.occupied.add(new_req.req_id)

def _model_runner_output(req_ids: list[str], sampled: list[list[int]]):
return ModelRunnerOutput(
reg_ids=req_ids,
req_id_to_index={req_id: i for i, req_id in enumerate(reqg_ids)},
sampled_token_ids=sampled,
logprobs=None,
prompt_logprobs_dict={},
pooler_output=[],

)
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#1In__init__
self.reset_preempted_req_ids: set[str] = set()

# In schedule():
# Paused streaming sessions (WAITING_FOR_STREAMING_REQ) are not
# in “running’ but still hold a model-runner request slot.
num_running = len(self.running) + self.num_waiting_for_streaming_input
if num_running >= self.max_num_running_reqgs:

break

# In SchedulerOutput construction:
preempted_req_ids=self.reset_preempted_req_ids,

# In _preempt_request:
self.reset_preempted_req_ids.add(request.request_id)

# In _update_after_schedule:
self.finished_req_ids = set()
self.reset_preempted_req_ids = set()
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