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vlim-project/vlim
[Chore] Remove redundant ~_pack_topk_ids_weights_kernel™ in TrtLLM NvFP4 MoE
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JRSCEEE: http://prhub.com.cn/vlim-project/vlim/pull/46872

PATHRE

« —A)E: BRIUAH pack_topk_ids_weights_kernel A%, 3&EEC FlashInfer #F APl B
136 T,

- EEME: XE— N ERENFEER PR, EER IR, EMEMUETRETHARSD, BE
T 1) BRT MR ALEBEN APL #55 REMTHER, 2) B RMERNEE, 4
— 7 %A MoE B RAEERZR, 3) FRNEEET ETENEN T RIMAERASE)
o XF MoE HERpEFE, MM RTENTRRATH (MNTEKERTH) FEEEE,

THRES B

PR body BA®3E B ahAL: 'Flashinfer's unpacked TRTLLM FP4 MoE API now accepts
FP32 routing weights. Pass (topk_ids, topk_weights) directly and remove the explicit
trtllm_moe_pack_topk_ids_weights call, avoiding an unnecessary packing kernel.' 3 XZ—

KA R L APT Bkt 3T RS i, BEMR— AR ENTERNZ, BEHBEER.

SCEL AR

1. BBRAZOITE RIS NHZ: M viim/model_executor/layers/fused_moe/utils.py ®4] & M
& trtllm_moe_pack_topk_ids_weights ¥k & HAR# BT @triton.jit WX
_pack_topk_ids_weights_kernel, Z&# 5137 topk_ids #1 topk_weights IT&A
(expert_id << 16) | weight_bf16 &8 int32 KE,

2. BHFA TrLLM MoE A : MW 5 AXfhh, BB EMMBTKN SRR

« trtlim_nvfp4_moe.py: ¥ _invoke_kernel &,
flashinfer.fused_moe.trtlim_fp4 block_scale_routed_moe B topk_ids %A
packed_tensor BX A (topk_ids, topk_weights),

. trtlim_bf16_moe.py: % apply Z3&%, ¥4 flashinfer.fused_moe.trtlim_bf16_routed_
moe B topk_ids S A packed_topk_ids XA (topk_ids, topk_weights).

« trtllm_fp8_moe.py: T apply AEH, ¥ flashinfer.fused_moe.trtlim_fp8 block_scale
_routed_moe B topk_ids Z%kM packed_topk_ids BX A (topk_ids, topk_weights),

« trtlim_mxfp4_moe.py: T _invoke_kernel Z3&%, ¥
trtlim_fp4_block_scale_routed_moe # topk_ids £%XM packed_tensor 28 A
(topk_ids, topk_weights),



« trtlim_lora_moe.py: XEBHREFZNTE, BLBREANIAR, HX, %
_TrtLImLoRAExpertsBase #% £ L R H-F3 (40 TrtLimBf16LoRAExperts) B9
invoke_routed_moe #35&%& FH packed_topk_ids ¥ EH LA
topk_ids_and_weights, /&, & apply &%, KEHEL invoke_routed_moe BIEEK
M packed_topk_ids E# A (topk_ids, topk_weights) TR, &&E, &
TrtLImBf16LoRAExperts.invoke_routed_moe ¥, Y§TABEIFEEEL Flashinfer B
trtlim_bf16_routed_moe,

3. ReIEERFEM: FE trtlim_bf16_moe.py. trtlim_fp8_moe.py. trtlim_nvfp4_moe.py #n
trtlim_mxfp4_moe.py 89 apply XAB Fi®, T topk ids =
topk_ids.to(dtype=torch.int32) BRI ##, XZ N T R DeepEP £ intb4 RIS
TRTLLM Gen RZEK int32 KR Z B AREEEM (B A% handle DeepEP ->
TRTLLM Gen indexes type mismatch” A %|#&34&H)

4. BBEESMR: PR AEEE GB300 GPU L3#/T77 2mA GSMBK ¥k, BET NVFP4,
BF16. FP8 % EM KR, UK Flashinfer NVLink fn DeepEP v2 iR E G, %4
RREIEFMESRMEREREYT (& /s BAN 17.4% ANESRE, FEFEHZTEAEE
MR <1%) o PR RESEZEWNETLIR, AATEFZEZMRTUANREFEERFED, E
HERE T S BMR Ao _ L35 FlashInfer B94RiE,

R

« vlim/model_executor/layers/fused_moe/utils.py (#3k MoE TE & #¥k; 5| source; %
A core-logic; &5 trtlim_moe_pack_topk_ids_weights,
_pack_topk_ids_weights_kernel) : OEE XM, BRIABEENITRREK
trtllm_moe_pack_topk_ids_weights ZH Triton W, XEEA PR ByiL & fo X Bk,

« vllm/model_executor/layers/fused_moe/experts/trtlim_lora_moe.py (#&3k LoRA MoE %
F; 29| source; EH data-contract; 5 invoke_routed_moe) : FREEXNFEOT
B (HRZLESR) MARALAEN, REMTEN LoRA BBARmAI XX,

« vllm/model_executor/layers/fused_moe/experts/trtlim_nvfp4_moe.py (#E3k NvFP4
MoE £%; 25| source; A data-contract; &5 _invoke_kernel) : EA PR Frillig
RNFETEBN, BRI NVFP4 BRI THEAER,

XS trtllm_moe_pack_topk_ids_weights, _pack_topk_ids_weights_kernel,
invoke_routed_moe, _invoke_kernel

KBRAL B EX
vlim/model_executor/layers/fused_moe/utils.py

BROZEEXMH, BRIABEENITERE trtllm_moe_pack_topk_ids_weights & & Triton
Wik, XEEA PR B9 sfo X5k,

# ZERA: BZRBFWRRBERBKE, B Triton RAITEMK int32,
def trtlim_moe_pack_topk_ids_weights(

topk_ids: torch.Tensor,

topk_weights: torch.Tensor,

block_size: int = 1024,
) -> torch.Tensor:



assert topk_ids.shape == topk_weights.shape
assert topk_ids.is_contiguous() and topk_weights.is_contiguous()

original_shape = topk_ids.shape
ids_flat = topk_ids.reshape(-1)
weights_flat = topk_weights.reshape(-1)

n_elements = ids_flat.numel()
output = torch.empty(n_elements, dtype=torch.int32, device=topk_ids.device)

use_gdc = current_platform.is_cuda() and current_platform.has_device_capability(90)
grid = (triton.cdiv(n_elements, block_size),)
_pack_topk_ids_weights_kernel[grid](

ids_flat,

weights_flat,

output,

n_elements,

BLOCK_SIZE=block_size,

USE_GDC=use_gdc,

launch_pdl=use_gdc,

)

return output.reshape(original_shape)

#EES: BARILAEXRBARK ~_pack_topk_ids_weights_kernel™ ¥ MR,
# 3B LJiF Flashinfer APl SLE T X B R (topk_ids, topk_weights) 7o,

vlim/model_executor/layers/fused_moe/experts/trtlim_lora_moe.py

WRERERNEORE (BEZE£EME) MARAKEN, EEMEEXN LoRA BEYMEIX
B

# ZEANME L E2E54 (Fik)
@abstractmethod
def invoke_routed_moe(
self,
hidden_states: torch.Tensor,
w1: torch.Tensor,
w2: torch.Tensor,
packed_topk_ids: torch.Tensor, # B3TRHEEKE
gemm1_lora_delta: torch.Tensor | None,
# ...
) -> list[torch.Tensor]:

# REENMETEE4:
@abstractmethod
def invoke_routed_moe(
self,

*
s



hidden_states: torch.Tensor,
wl: torch.Tensor,
wZ2: torch.Tensor,
topk_ids_and_weights: tuple[torch.Tensor, torch.Tensor], # B G RIATA
gemm1_lora_delta: torch.Tensor | None,
# ...
) -> list[torch.Tensor]:

# 7EF 3 TrtLImBf16LoRAExperts H B BARSZIL:
#...
do_finalize = gemm1_lora_delta is None
ret = flashinfer.fused_moe.trtlim_bf16_routed_moe(
topk_ids=topk_ids_and_weights, # BH#{E# T4 Flashlnfer
#...
)

vliim/model_executor/layers/fused_moe/experts/trtlim_nvfp4_moe.py

EA PR AR EERE BAr, BT NvFP4 EMERZETHRIKER,

# ZTE S _invoke_kernel AiEZEA (k)
def _invoke_kernel(
self,
# .. HnSEK ..
topk_weights: torch.Tensor,
topk_ids: torch.Tensor,
# ...

import flashinfer
# ...
# Z Rl: packed_tensor = trtlim_moe_pack_topk_ids_weights(topk_ids, topk_weights)
#2E: BEEEHETA
flashinfer.fused_moe.trtlim_fp4_block_scale_routed_moe(
topk_ids=(topk_ids, topk_weights), # 89RAH X
# ...

# 7 apply A AP HE AR K.
def apply(self, # ... &%k ... ):
#...
assert alqg_scale is not None or self.per_token_activation

# DeepEP produces int64 indexes. ¥ iTHAEL R FE
topk_ids = topk_ids.to(dtype=torch.int32)
# ...

EaERe LR



THie R B FEE tirmchlsmth B9—ANXEENMEL: '[ see several other uses of

trtllm_moe_pack_topk_ids_weights. Can we remove them as well?' XEIERET PR 899"

B, K&MERETXT FP4 (R, #) 3| T AR EAZREH TriLLM MoE f&3% (BF16,

FP8, MXFP4, LoRA) , MifisLE T EMRNRADERE, /FE jdebache L FIRA T B S

B ER AR E E IR AITAE SRR, B T R B AFR i,

- FRBREEEEFA TRTLLM MoE AR A (design): /EEREHT RT PR BISEE, #1TT
EMRAERE, MR T RE—EMEARD T EARES

 TEfARMEITE (BEMASBRERERITE) (correctness): TEER X IFT E W IEHMEFE
M, HRT XshaemagiE iR,

PRS-
o NS

1. EER: BRAMMRT ZOEEEN—NREK, EXERASE K (BHRER, &
T0H) «» NRETEMIARRTERISHEER R, FERNFERNEERE. BEH
TG B R AR RS,

2. BRIFAMNIE: FH topk_ids.to(dtype=torch.int32) 215 & DeepEP £XNEE
M. WMRIURILEH, 7 DeepEP R T TRES LR B IR FFIRBMT, EXEHE
®o PR EZNXMFHERHATT AR, BREXEES,

3. BRBNE: T ER2KE Flashinfer API (9 E#7, ¥R Flashinfer fRAE:R
APL ATAZEN, TEESERAR AR, E3X 25 Lt REIES SRR,

W APNERERARN: 1) REBERDE, £FNREA. 2) BRT —XRE/MH GPU
NZREIARNELE, LMK MoE #HENMINERMER EH (REEFMNRE R
B <1%) . 3) AELFA FP32 R ENEMMMAALE T TER, WAENDETEEKR
TAEER Flashinfer TrtLLM MoE &g R, MR ME S — T BIEEHEER,
Bt T a4 MoE ABXFF & FnifiA By W% T 48,

« RFEARIE: BOBATE , LERKBREE

KERBKL

« PR #54747 [Bugfix] Handle padded routes in CUTLASS MoE permutations: R MoE
%0842 (CUTLASS fE3%) BB E, % & moe_permute_unpermute_op.cu X, 54
PR #8%7E MoE TR EHMSES E%ME, B TR —ZhEE&RNEF,

+ PR #54824 [Bugfix] Restore weight_dtype in QuarkW8A8Fp8MoEMethod to fix
GPT-OSS FP8 MoE weight loading: RIA1EE MoE E/RXEMEREDMH PR, F XK
quark_moe.py. A8 PR XJEDATRINRZIAAEKER, Mk PR XEVEMEREME, HEF
fREET MoE ERFERITEM,



