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# vlim/model_executor/models/laguna_dflash.py

# B Laguna DFlash $#2HLERRD drafter

@support_torch_compile
class DFlashLagunaModel(DFlashQwen3Model, EagleModelMixin):
def __init_ (
self,

*

vlim_config: VlimConfig,
prefix: str ="',

) -> None:
nn.Module.__init__(self)
self.config = vlim_config.speculative_config.draft_model_config.hf_config
self.vocab_size = self.config.vocab_size

self.quant_config = get_draft_quant_config(vlim_config)

# I83F dflash_config F 8 target_layer_ids R A%
target_layer_ids = self.config.dflash_config["target_layer_ids"]



if not target_layer_ids:
raise ValueError("Laguna DFlash config requires non-empty “dflash_config.target_layer_
ids™.")

# token #k AN (5 EAER H£E weights)

self.embed_tokens = VocabParallelEmbedding(
self.config.vocab_size,
self.config.hidden_size,
prefix=maybe_prefix(prefix, "embed_tokens"),

# mask token # A, BT DFlash 4 mask %t
self.mask_token_id = self.config.dflash_config.get("mask_token_id")
self.register_buffer(
"mask_embedding",
torch.zeros(self.config.hidden_size, dtype=vllm_config.model_config.dtype),
persistent=False,

)

self.has_separate_mask_embedding = False

# I9IE layer_types #i%— (& full 52 sliding)
self.layer_types = _get_dflash_layer_types(self.config)
target_layer_count = self.config.target_layer_count

# 15 H LagunaDecoderLayer #% drafter & (£ BirtER B 4E4)
self.layers = nn.ModuleList([
LagunaDecoderlLayer(
prefix=maybe_prefix(prefix, f'layers.{layer_idx}"),
config=self.config,
cache_config=vllm_config.cache_config,
quant_config=self.quant_config,
layer_idx=layer_idx,
attention_prefix=maybe_prefix(prefix, f'layers.{layer_idx + target_layer_count}"),
)

for layer_idx in range(self.config.num_hidden_layers)

1)

# DFlash R %43t cache slot, 2/ sliding window
for layer in self.layers:
if getattr(layer.self_attn, "sliding_window", None) is not None:
layer.self_attn.attn.sliding_window = None

# auxiliary 3&%: ME#RE hidden states BRETH| drafter HA

num_features_to_use = len(target_layer_ids)

target_hidden_size = vllm_config.model_config.get_hidden_size()

fc_input_size = target_hidden_size * num_features_to_use

self.num_aux_slices = num_features_to_use

self.aux_hidden_norms = nn.ModuleList([
RMSNorm(fc_input_size // ...) # BERSZELBYH



D
self.hidden_norm = RMSNorm(...)
self.norm = RMSNorm(...)

vlim/model_executor/models/qwen3_dflash.py
RET AE A%  build_context_kv_buffers &, ft Laguna DFlash £/, BV EE,

# vlim/model_executor/models/qwen3_dflash.py

# BN BEALATEVUE Laguna DFlash £ A

def _build_context_kv_buffers(
self,
layers_attn: list[nn.Module],
has_bias: bool,
) -> None:
"R ERK/ VIR AR E foK-norm AR E B 3E L buffer.""
self._hidden_norm_weight = self.hidden_norm.weight.data
# HERE KV BERE -> [num_layers * 2 * kv_size, hidden_size]
kv_weights = [a.gkv_proj.weight[a.q_size :] for a in layers_attn]
self._fused_kv_weight = torch.cat(kv_weights, dim=0)
if has_bias:
kv_biases = [a.gkv_proj.bias[a.qg_size :] for a in layers_attn]
self. fused_kv_bias = torch.cat(kv_biases, dim=0)
else:
self._fused_kv_bias = None
# S K-norm &XE -> [num_layers, head_dim]
self._k_norm_weights = torch.stack(
[a.k_norm.weight.data for a in layers_attn], dim=0
).contiguous()

def _build_fused_kv_buffers(self) -> None:
""ILEFE build_context_kv_buffers, REHEROPESH. """
layers_attn = [layer.self_attn for layer in self.layers]
attn0 = layers_attn[0]
has_bias = attn0.gkv_proj.bias is not None
self._build_context_kv_buffers(layers_attn, has_bias)
# JE4L RoPE £33 5 2 RI—3K
self._rope_head_size = attn0.rotary_emb.head_size
#...
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