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1. BB self.max_capture_size fX A ZE: ¥ vllm/model_executor/layers/fused_moe/expe
rts/flashinfer_cutlass_moe.py B __init__ FMIR T self.max_capture_size =
moe_config.max_capture_size 3 X—4T, AFEHfE CUDA graph BIEKFIK token Ko

2. BF& tune_max_num_tokens Z¥fEk: ER—XHH apply AiEF, MFRT Xt
flashinfer_cutlass_fused_moe A BTHY tune_max_num_tokens=max(self.max_capture_
size, 1) ¥, Flashlnfer NER*T tune_max_num_tokens BYBRIAEAN 8192, 5§ PR
#34542 Z RIAIIT A —EK,
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MoE #RMITT B EFENR, 5 Triton Fiwfnit ERIxtL, £RAINMESER
Mixtral-8x7B &M 4.09 reg/s ##FAZE 4.60 reg/s (+12.5%) , DeepSeek-V2-Chat A
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# vlim/model_executor/layers/fused_moe/experts/flashinfer_cutlass_moe.py

class FlashInferCutlassFusedMoEMethod(FusedMoEMethodBase):
def _init_ (
self,
moe_config: mk.FusedMoEConfig,
quant_config: FusedMoEQuantConfig,

super().__init__(moe_config, quant_config)

# .. EAARIRE .

# MIFRA T BAT:

# self.max_capture_size = moe_config.max_capture_size # WRONG: CUDA graph 8 max
capture size 5§ MoE AT X

# 54 apply ASEFHMERT tune_max_num_tokens ByfE5,

# ik FlashInfer {# R X AIRBRIAE 8192 (5 PR #34542 Z RIBIITA—ER)

self.gemm1_clamp_limit: torch.Tensor | None = None
# ... EEE ...

def apply(
self,

hidden_states: torch.Tensor,
topk_ids: torch.Tensor,
topk_weights: torch.Tensor,
# ... HihSEK ...

) -> torch.Tensor:

# .. REMEREE ...

# A FlashInfer CUTLASS fused MoE AW #%
_ = flashinfer_cutlass_fused_moe(
input=hidden_states,
token_selected_experts=topk_ids.to(torch.int),
#.. HusEk ..
activation_type=activation_str_to_value_mapl[activation],
use_deepseek_fp8_block_scale=self.use_deepseek_fp8 block_scale,
# MIFRLAT S 8fe ik
# tune_max_num_tokens=max(self.max_capture_size, 1), # Z A iE#1E5 N CUDA graph
size
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