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/—
HATHREZE
« —4)iE: Cap sparse MLA decode KV-splits with heuristic on ROCm

- EE: % PRAEFRE, BRTOMARFENBLANER kernel XESE, AR
BT EEORHT, SCIEDE, EEFARMUERAINESE,

THRES B

ROCm aiter ##i MLA #2835 3% A A get_mla_metadata_v1 BRfEAN max_split_per_batch
, aiter BRIAME A -1 4% reduce K 8IF|FrAE CU (gfx942 L+ 304 4N) . BT reduce (XREZ
AT B tokens (<= index_topk=2048) , &/ split [XAEIEL 7 4 tokens, reduce
kernel R EHFAHEESR, PR TARAMIE LR T X— AT,

SRR

1. % _init_ PREBUTHE B TERE: $E—4T self._num_compute_units =
current_platform.num_compute_units(), AEL B LN TERM CU LR,

2. ¥ _sparse_decode_max_split Avk: ZAEEIK max_seq_len, B
min(max_seq_len, self.topk_tokens) fEABMKE, RER/NEA split WIEE 128
tokens, ITHEIEM split X triton.next_power_of_2(max(1, effective_len // 128)), A
CU #EFAN LR,

3. ¥ build ZEFAAR AR EIAA get_mla_metadata_v1 RIITE max_split_per_batch
HERASHIEN, BRZIAFENRAE -1,

R

« vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py (#3k 5E&EA; 255 source
: KA core-logic; &5 _sparse_decode_max_split) : ZHOEE X4 Fi
_sparse_decode_max_split BERNAF IR, E _init_ FEFITHEETHKE, & build Fit
3£ max_split_per_batch, ##ART ROCm L# Bk MLA decode reduce kernel B3t
R E|E &,

*PE5: _sparse_decode_max_split, build

RPERRD B

vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py



BN E XM #  sparse_decode_max_split B&ANA TR, & __init. PEEITE BT
£, 7 build BIFEH(E#E max_split_per_batch, f#RT ROCm LB MLA decode
reduce kernel B3 E S E| 8],

# vlim/v1/attention/backends/mla/rocm_aiter_mla_sparse.py
# 7 _init_ PEE—T, EFHEEANEREELBANER
# Bounds the KV-split heuristic (see ~_sparse_decode_max_split™).
self._num_compute_units = current_platform.num_compute_units()

# PR AN L ITE max_split_per_batch
# W% aiter BRIAEFTE CU L E 4% reduce kernel
def _sparse_decode_max_split(self, max_seq_len: int) -> int:
""Cap " “max_split_per_batch™" for the aiter sparse-MLA decode reduce.

The reduce only covers the selected tokens per row ("~ <= topk_tokens™ ),
so aiter's default (*°-1"" => split across every CU) over-fragments it.
Mirror ~“triton_mla.py” ": aim for a minimum work per split, round to a
power of two, and cap by the CU count. Numerics are unchanged.

# AWK E R topk_tokens
effective_len = min(max_seq_len, self.topk_tokens)
# 8 split &DALIE 128 tokens
min_work_per_split = 128
# [ LEREE| 2 R
ideal_splits = triton.next_power_of_2(

max(1, effective_len // min_work_per_split)

)

return min(ideal_splits, self._num_compute_units)

# 7 build A9, A get_mla_metadata_v1 BIITE max_split_per_batch

# BRZBINBRIATA BIRES, aiter £/ -1)

max_split_per_batch = self._sparse_decode_max_split(
int(common_attn_metadata.max_seq_len)

)

get_mla_metadata_v1(
go_indptr,
paged_kv_indptr,

max_split_per_batch=max_split_per_batch,

)

A
titanaa Wi TEAB aiter BRA, jashwanth-reddy-g #t8T PR, 3EHBEA XA ERBITFHEE
7 triton_mla.py 89523, EFFRE| T max_split_per_batch,

. aiter IRAHMIA (question): RIE review XREFEF|HEFEREE, {8 PR EHKAREKES,
R 5 B



« QF2: % PR ZENRRM: REKRENXMH, BETY, HELRRBN LSE EHEKIER
T, BERARNTHERDEE 128 THEFRAERKEE TARRM, EETESTEZAN
RE B, B, RRMEZETNRE 3R,

- B X" ROCm ¥ & LR MLA decode 42, X NVIDIA sHEME3% TR H, &
KH#HE. KETXETWKEEE (reduce kernel ERER 75.6%) , &F 5B T
aiter BYIZE LRGBS BHERE2 CU TH, REbLHRERH, HERELRA 4.3%,
BEARMERZRH,

- NFeArie: SROBTMRAEE , BREEETRT AL

RERIREE

+ PR #48788 [ROCm] [Perf][DSV4] Improve sparse decode reduction occupancy on
gfx950: E—RIBAEtX ROCm Fef%Ek MLA decode MIFFL M aEAL, B HFEMUH
kernel fE4b%7E &

+ PR #48660 [Perf] Optimize dsv4 routing using specialized kernel, 2.94% E2E TPOT
improvement: B A DeepSeek #MAMEEEMAL, BE X RREM kernel (B&H vs. 7FEA) ,
BREARBA T M.



