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vlim/distributed/device_communicators/aiter_custom_all_reduce.py
PG EEE, BEA—E3NS, FTA AITER allreduce AN S,

# viim $#% AITER # CustomAllreduce, #Ht%—iED
class AiterCustomAllreduce:
# BRIA IPC buffer K/ (8192*1024*8*2)
MAX_SIZE: int = 8192 * 1024 * 8 * 2

@classmethod

def effective_max_size(cls) -> int:
"R ERAABEAFTARN (—FATR2VR) "
return cls.MAX_SIZE // 2

def _init_ (
self,
group: ProcessGroup,



device: int | str | torch.device,
max_size: int | None = None,

# R TN AITER 5230, R 5miREHKHR

from aiter.dist.device_communicators.custom_all_reduce import (
CustomAllreduce as _AiterCustomAllreduce,

)

if max_size is None:
max_size = self. MAX_SIZE

# s LRE AITER 5241

self._impl = _AiterCustomAllreduce(group, device, max_size=max_size)

@property

def aiter_ca(self):
"REKE AITER CustomAllreduce SZ{5"""
return self._impl

@property
def disabled(self) -> bool:
return self._impl.disabled

def should_custom_ar(self, inp: torch.Tensor) -> bool:
return self._impl.should_custom_ar(inp)

def custom_all_reduce(self, inp: torch.Tensor) -> torch.Tensor | None:
return self._impl.custom_all_reduce(inp)

def capture(self):
""CUDA B3k HAEH buffer Pig £ T "

return self._impl.capture()

def close(self) -> None:
self._impl.close()

@property

def supports_dynamic_hidden_dim(self) -> bool:
"M AITER 2T X IFFSATH hidden_dim,
IBAR (v0.1.12 AI) RIXFEERT 512/1024/2048/4096;
FAREE _pool BHHIRIEIS T IF, "

return hasattr(self._impl, "_pool")

@staticmethod
def build_supports_per_group_quant() -> bool:
"ASMIEAT HEY AITER B2 E & per-group AR+RMS+quant M,
ATRERTIMEBRENREERN, "
from aiter.dist.device_communicators.custom_all_reduce import (
CustomAllreduce as _AiterCustomAllreduce,

)

return hasattr(_AiterCustomAllreduce, "fused_ar_rms_per_group_qguant")



@property
def supports_per_group_quant(self) -> bool:
return self.build_supports_per_group_quant()

vlim/_aiter_ops.py
MR T IBE IR, RET fused op SZEN, EIEDIERCHY &8 U,

def _rocm_aiter_fused_allreduce_rmsnorm_impl(
input_: torch.Tensor,
residual: torch.Tensor,
weight: torch.Tensor,
epsilon: float,

) -> tuplef[torch.Tensor, torch.Tensor]:
# FRE2FH AITER allreduce 524
aiter_ar = rocm_aiter_ops.get_aiter_allreduce()
assert aiter_ar is not None, "aiter allreduce must be initialized"
# BN G R RE S
ca = aiter_ar.aiter_ca

* input_.element_size()

total_bytes = input_.numel()
hidden_dim = input_.shape[-1]
token_num = input_.shape[0]
if input_.dtype in (torch.bfloat16, torch.float16):
pack_size = 16 // input_.element_size()
hidden_ok = hidden_dim % pack_size == 0 and hidden_dim // pack_size <= 1024
else:
hidden_ok = False
token_ok = token_num <= 80
# KR SZFLER world_size 1 nvlink JRZ&
world_size = ca.world_size
full_nvlink = ca.fully_connected

# RFIBINVREERTMER 1-stage MEEEZ
if world_size == 2:
size_ok = True
elif full_nvlink and world_size <= 4:
size_ok = total_bytes < 256 * 1024
elif full_nvlink and world_size <= 8:
size_ok = total_bytes < 128 * 1024
else:
size_ok = False

use_Tlstage = hidden_ok and token_ok and size_ok

# A% — custom_fused_ar_rms API
result = ca.custom_fused_ar_rms(
input_,
residual,
weight,



epsilon,
use_lstage=use_1stage,

)

assert result is not None
return result[0], result[1]
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