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« vllm/model_executor/layers/fused_moe/unquantized_fused_moe_method.py (3 MoE
B 3£5| source; EH core-logic; 45 process_weights_after_loading) : #:% bug 1%
B FriE., 4% process_weights_after_loading T IR EE TIREMNEFYE data KA R
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. tests/rocm/test_moe_weight_replay.py (#3k MoE REEK; K7 test; EH
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vlim/model_executor/layers/fused_moe/unquantized_fused_moe_method.py

¥ bug BEFTHE, ¥ process_weights_after_loading FEIRER R BRIENEFHE data
BRARMEF| .copy (), BEFF CUDA EHFRMUFEE 8K E,

# vilm/model_executor/layers/fused_moe/unquantized_fused_moe_method.py
def process_weights_after_loading(self, layer: "RoutedExperts") -> None:
super().process_weights_after_loading(layer)

#BER: EERME .data” RIEEFTAEME, HIR DMK,
# layer.w13_weight.data = self._maybe_pad_weight(layer.w13_weight.data)
# layer.w2_weight.data = self._maybe_pad_weight(layer.w2_weight.data)

#BEE: BFEAENEEEHEREFME, KT data_ptr()” *%&,

# XFART CUDA ESEEITES AR IRANR & HUT R H R
layer.w13_weight.data.copy_(self._maybe_pad_weight(layer.w13_weight.data))
layer.w2_weight.data.copy_(self._maybe_pad_weight(layer.w2_weight.data))

tests/rocm/test_moe_weight_replay.py
SR EETIONR, BRI T AR : EEDL sleep/wake FIRREEKE, MoE 3k
g R B2 E, WX CUDA BEIRERETHE, BE T TRITON f1 AITER B /E 3.

# tests/rocm/test_moe_weight_replay.py

#OMRAZOTRAR: Mk -> FIRE -> B sleep/wake -> EHNRXE -> I3



with allocator.use_memory_pool("weights"), torch.device(DEVICE):
layer = _make_routed_experts()
_load_expert_weights(layer, seed=1)
_process_weights_after_loading(layer) # N F3E X fn)5 Kb FE
_assert_backend(layer, backend)

x, topk_weights, topk_ids = _make_static_inputs()
graph, graph_output = _capture_forward_graph(layer, x, topk_weights, topk_ids)
captured_pointers = _weight_pointers(layer) # g /0ia3ut

# A=W sleep/wake: BRHAEFLQEALT, REEHRMERRE
allocator.sleep(offload_tags=tuple())

allocator.wake_up()

_load_expert_weights(layer, seed=1)
_process_weights_after_loading(layer) # B RPUTER

#ORBRWTE . EREHAAIAE

assert _weight_pointers(layer) == captured_pointers

graph.replay()
torch.accelerator.synchronize()

# REW T EEKRERONHEE
torch.testing.assert_close(graph_output, first_graph_output, rtol=2e-2, atol=2e-2)

vlim/model_executor/layers/fused_moe/oracle/unquantized.py

A AITER Eigthift. 7 shuffle_weights() ERNMIRAGERE, #WHELEFDEHN .
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# vilm/model_executor/layers/fused_moe/oracle/unquantized.py
def convert_to_unquantized_kernel_format(...):
if unquantized_backend == UnquantizedMoeBackend.AITER:
w13 _weight, w2_weight = rocm_aiter_ops.shuffle_weights(w13_weight, w2_weight)
w13_weight.is_shuffled = True
w2_weight.is_shuffled = True
# #3E: AITER shuffle EXBIRE, HFERBITNAER, TEELEKR,
return w13_weight, w2_weight
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