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# UTREEHEME (PR #45999 BREARBRE )

# def _apply_pdl(mod, enable: bool = True) -> None:

#"" 2R / 28 DeepGEMM PDL (Programmatic Dependent Launch),

# ILREE AMD & BRASIIAMEE R, BlkEeetk, ™

# mod_name = getattr(mod, "__name__", str(mod))

# try:

# set_pdl_fn = getattr(mod, "set_pdl", None)

# if set_pdl_fn is None:

# return

# set_pdl_fn(enable)

# logger.info_once("DeepGEMM PDL %s on %s.", "enabled" if enable else "disabled", mod_name)
# except Exception as e:

# logger.warning_once("Failed to set DeepGEMM PDL on %s: %s", mod_name, e)
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# ERJE, pdl_kwargs FEREFELMEA PDL, fEBRIAZA
pdl_kwargs = (
{t
if current_platform.is_rocm() or current_platform.is_xpu()
else {"launch_pdl": False}
)
#3EE: #PRT USE_GDC %1 launch_pdl %%, kernel £L£ T FRHELEEA]
_fused_inv_rope_fp8_quant_per_head[grid](

ROPE_START=rope_start,

HALF_ROPE=half_rope,
TMA_ALIGNED_SCALES=tma_aligned_scales,

# USE_GDC=use_gdc, # Bl

num_stages=1,

**pdl_kwargs, # AN ZFH {"launch_pdl": False}



num_warps=1,
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#tdefine LAUNCH_REG_KERNEL_INST(T, DST_DTYPE, KX, RY) \
do {\
dim3 grid(static_cast<unsigned int>(blocks_x), static_cast<unsigned int>(blocks_y)); \
dim3 block(num_threads); \
per_token_group_quant_8bit_packed_register_kernel<T, DST_DTYPE, 128, KX, RY> \
<<<grid, block, 0, stream>>>(\
static_cast<const T*>(input.data_ptr()), output_g.data_ptr(), \
reinterpret_cast<unsigned int*>(output_s_packed.data_ptr()), \
static_cast<int>(padded_groups_per_row), \
static_cast<int>(groups_per_row), static_cast<int>(mn), \
static_cast<int>(output_g_mn_extent), \
static_cast<int>(tma_aligned_mn), num_scale_elems, \
static_cast<float>(eps), static_cast<float>(min_8bit), \
static_cast<float>(max_8bit)); \
} while (0)
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