PR #45694 REIRLE

vlim-project/vlim
[Misc] Add and enable Triton kernel unit tests on XPU
& 3tmtiE: 2026-08-07 17:53

JRSCEERE: http://prhub.com.cn/vlim-project/viim/pull/45694

PATHE

« —A)iE: XPU BA 5 A Triton RAZBEMFHIE round_int8 B

EESE: BVOWNRS Z B IFT RN IRIFHEIEAR PR: CENERT "Adjusted" &
PR BIAREME A (skip &£ + ZEZE + SELIEL) , 2 RFC #48480 RGBT
S 4R, ZXF XPUMREZ, "#H—PREELIC ROCm i\ DEVICE #%iF:Z 18,
FAE XPU CI ¥ B RN EIMR 4B PR,

THRES B

RFC #48480 $8H vLLM B Triton W#Z3AE[E— Triton B&/2BIT &£ 3E NVIDIA fE3m (40
Intel XPU) _EiznfT, (EXMEMB CUDA R (device='cuda'. get_device_capability()
%) AR, SE4E Triton WAAE XPU EZ2241R CUDA TR R, E4WEERY, RARK
BMREE, % RFC #2118 PR BAZ—®bE "Adjusted": {EBH CUDA 482N 2k A RE 14
Tk, A& PR AP RABENANZEEH, N PR ERX—ENNPT, RBEAN LT AT
SRAMIIMIRG round_int8 WAZ ((RE1EEBZ) .

SLIVHFAR
A PR RABRFMRER, AESZR:

1. Bt INT8 M MIR B IR K skip &1 (tests/kernels/quantization/test_block_int8.py.
tests/kernels/quantization/test_int8_kernel.py) : &
current_platform.get_device_capability() < (7, 0) &34 “5H|kr is_cuda_alike() or
is_xpu(), R ENBE; BN CUDA-alike B34 has_device_capability((7, 0)) 1#&2&”,
BEik XPU 3t AMIREEZ, XARIE CUDA 8 skip XX,

2. WERFEM4 T X (tests/kernels/test_fla_layernorm_guard.py.
tests/kernels/core/test_fused_rms_norm_gated.py) : 3| AR DEVICE = "xpu" if
current_platform.is_xpu() else "cuda" (J5& A "xpu:0"/"cuda:0") , H—B#EMIR K LK
BRERILY torch.device("cuda:0"),

3. —fTEHITHA scaled_mm MR (tests/kernels/quantization/test_triton_scaled_mm.py)
. device = "cuda" B A device = current_platform.device_type, £ 96 NAFIE XPU L
AT (1 ANBksE) o

4. 13 test_per_token_quant_int8 (test_int8_kernel.py) : &%t
num_tokens/hidden_dim/dtype, &3t 4™ A\O per_token_quant_int8 BEEE =



round_int8 Triton M4%; B native_per_token_group_quant_int8 A 5E5H, (
per-token BEEMT group_size = hidden_dim # group E4t) , ¥ & scale REFREB
i 1e-3. EMERZELHENR 1 ULP,

5. BUFELE: EEE Arc Pro B70 (torch 2.12.0+xpu. triton-xpu 3.7.1) 5 H200 L3547
5 MR H2BREE, jikunshang XARK Buildkite CI #82813 e E%1E,

R

. tests/kernels/quantization/test_int8_kernel.py (3R INT8S WAX; K5 test; HEH
test-coverage; {45 test _per_token_quant_int8, native_w8a8_per_token_matmul,
torch_w8a8_per_column_moe) : FRT ¥ skip &2k CUDA-alike/XPU SBLSS, BT
T test_per_token_quant_int8, B XA round_int8 Triton WAZIRMLIE BT MR, ZEA
PR o — &SR Z 55 89 X 4F

. tests/kernels/test_fla_layernorm_guard.py (1&3R V3—(bRAZ; E5| test; LR
test-coverage; %5 layer_norm_ref, test_layer_norm_fwd_basic,
test_layer_norm_fwd_with_gate, test_layer_norm_fwd_with_groups) : ¥ 8 &bHE4mAD
cuda:0 f—B# A F EL#FH DEVICE X8, E XPU BEERERANXMH (1553 NAEBH)
, BT DEVICE ZTEWIES X,

. tests/kernels/core/test_fused_rms_norm_gated.py ({3 gh&VT—1k; 7| test; HKA
test-coverage; 5 test_compiled_vs_eager, test_compiled_vs_eager_multidim) : &
Z FusedRMSNormGated # forward_cuda 5 torch.compile 2 ARER{2 XL, DEVICE #
¥ H A& XPU LE4E torch.compile T4,

. tests/kernels/quantization/test_block_int8.py (#3k Block INTS; 25| test; K&
test-coverage; {45 test w8a8_block_int8_matmul) : w8a8 block INT8 EfLiEMEFE N
MR skip &5 test_int8_kernel.py F#2kiE, & RFC # "Adjusted" FASHHEAR
Ko

. tests/kernels/quantization/test_triton_scaled_mm.py (#3& Scaled MM; 3£5| test; £
A test-coverage; 5 torch_scaled_mm, get 8bit_types) : &/INeksh (1 4T7) FEFEBREK
device MEEZmEY cuda BXA current_platform.device_type, it 96 /™ scaled_mm FAHIE
XPU L35fT, EEM4LTRMERE TR,

sk a

XHEGE: test_per_token_quant_int8, test w8a8 block_int8 _matmul,
test_layer_norm_fwd_basic, test_layer_norm_fwd_with_gate,
test_layer_norm_fwd_with_groups, test_layer_norm_rows_per_block, test_strided_input,
test_output_buffer_provided, test_multidimensional_input,
test_rmsnorm_gated_forward_native_dtype, test_compiled_vs_eager,
test_compiled_vs_eager_multidim

KERAD B

tests/kernels/quantization/test_int8_kernel.py

MR T skip &2k 8 CUDA-alike/XPU XREIM, AFET test per_token_quant_int8, &KX
A round_int8 Triton NAZIRMIEL BTN, ZA PR B rE— & HMRZ 86 X4,

# tests/kernels/quantization/test_int8_kernel.py



# BEIRE skip: SGHIBTEE CUDA-alike 3% XPU, BX CUDA-alike BIteEH 11,
# XA XPU RE CUDA LB get_device_capability() 475N,
from vlim.platforms import current_platform

if not (current_platform.is_cuda_alike() or current_platform.is_xpu()):
pytest.skip(
"INT8 Triton kernels require a CUDA-alike or XPU device",
allow_module_level=True,

if current_platform.is_cuda_alike() and not current_platform.has_device_capability(
(7, 0)

pytest.skip("INT8 Triton requires CUDA 7.0 or higher", allow_module_level=True)

# OEPEEQNRSI BN EIEEIN A~ A per_token_quant_int8 B Z round_int8 M.
@pytest.mark.parametrize("num_tokens", [1, 33, 64])
@pytest.mark.parametrize("hidden_dim", [128, 1024])
@pytest.mark.parametrize("dtype", DTYPES)
@torch.inference_mode()
def test_per_token_qguant_int8(num_tokens, hidden_dim, dtype):
"""Covers the round_int8 Triton kernel via per_token_quant_int&8."""
torch.manual_seed(0)
device = current_platform.device_type
x = torch.randn((num_tokens, hidden_dim), dtype=dtype, device=device) * 8

g, s = per_token_quant_int8(x)
# Per-token int8 quant &M F group_size = hidden_dim # per-token-group quant,
# AWA native SLIMMSE, MARZECEE—RENERE,

ref_q, ref_s = native_per_token_group_quant_int8(x, hidden_dim)

assert g.dtype == torch.int8

assert g.shape == (num_tokens, hidden_dim)

assert s.shape == (hum_tokens, 1)

# scale £ 1e-3 2ZE; BIMEANT 1 ULP €A E, BT S AT E &,

assert torch.allclose(s.float(), ref_s.float(), atol=1e-3, rtol=1e-3)
assert torch.all((g.float() - ref_g.float()).abs() <= 1)

tests/kernels/test_fla_layernorm_guard.py

¥ 8 AeEEZRED cuda:0 f— B AT EEFEN DEVICE TE, Z XPU BETEEZARXHF (
1553 NABI) ., BRT DEVICE ZTEMWES X,

# tests/kernels/test_fla_layernorm_guard.py

# %—B9iR&%EIF: XPU LA xpu, ERKRERIA CUDA,

#OEIEXEHAREE ROCm, WAL A ELS D HITH,

from vlim.platforms import current_platform

DEVICE = "xpu" if current_platform.is_xpu() else "cuda"



def test_layer_norm_fwd_basic(
num_tokens: int,
hidden_size: int,
dtype: torch.dtype,
seed: int,
is_rms_norm: bool,

) -> None:

""Test basic layer norm forward pass without z (gate) tensor.

set_random_seed(seed)
device = torch.device(DEVICE) # Rk ZRE MY torch.device("cuda:0")

# A, RE. RESIEEBHRREL, kernel 522+ R—FREHBRI

x = torch.randn(num_tokens, hidden_size, dtype=dtype, device=device)

weight = torch.randn(hidden_size, dtype=dtype, device=device)

bias = None if is_rms_norm else torch.randn(hidden_size, dtype=dtype, device=device)
eps = le-6

out, mean, rstd = layer_norm_fwd(
X, weight, bias, eps, z=None, is_rms_norm=is_rms_norm

)

ref_out = layer_norm_ref(x, weight, bias, z=None, eps=eps, is_rms_norm=is_rms_norm)

torch.testing.assert_close(out, ref_out, atol=1e-2, rtol=1e-2)

i R
TFHE ISR D B3 R RAR M A 7 :

« mergify[bot] B RIREEH TR, EXK rebase; FEHEF commit TR,

« mergify[bot] 3% pre-commit £, mgoin 2XKMEE precommit 3% Intel Cl,

« mayuyudce & LGTM, F#iF jikunshang £4%; jikunshang BEI£. /ci run fii& Buildkite
Cl #82813,

- mgoin 5 jikunshang &% APPROVED, %A B T * TSI ¥ 9 Ritib,

« pre-commit kM5 Intel CI %% (other): /E& 5 S X BB R IAR R pre-commit; Intel
Cl HERERKRER PR N5, B jikunshang L /ci run fit% Buildkite CI 33iF,

« EFHHPEREE rebase (other): FEBNFERMIMRHE, PR RATEH,

- IFHERS CI itk (other): mgoin 5 jikunshang ¥ APPROVED, PR &3,

R 5 B

« RFS: REREME, ENEEE/LA:
« SMERIEXZAREE: test_fla_layernorm_guard.py 5 test_fused_rms_norm_gated.py
# DEVICE #Z#Z is_xpu() else "cuda", 3FE XPU F& (#m ROCm) A& HA CUDA &
%, BHELRAERTR; FAXRER PR BFrR,
« XPU ¥MBEKEE XIS : FIEHY test_per_token_quant_int8 Wi & scale i l1e-3. E{LE
%% 1 ULP, B Arc Pro B70 Lifii¥, {ERRE XPU B 5 triton-xpu hRA T REHR K



EANER, BTENE@RR, FFRESITA.

- CLERERX: A PR KRMEHKMAT .buildkite BELE, Intel XPU CI job BFZFFIkEX 5
AR XAEBOR T A MR L INZHE; mgoin LM IES|E look into intel ci, &E%E
Cl &R THEREE L PR Rt

- P PUSEEANGR AR S £ BT 2R

- Xt CUDA AP / {TAZERM: FIAKMEREEFS skip KMHEH, CUDA 4 X fRF
JREEAZ,

« 3t Intel XPU BF: 5 ANRAZOMIR (INT8 block E4k. INT8 &4k, triton_scaled_mm.
FLA layernorm guard. FusedRMSNormGated) ®&>X¥E XPU L3IRBEZERIE, BEER
5 Triton AAZE XPU EBIEYT; F3EH round_int8 MR MPER L E/AZEYVIE L E
ok,

- XtHEIFA: X R RFC #48480 AFM—NAEEMAG], AFLEL "New" BINR (ALEE
NAZAMEILNR) B8, FF 58T current_platform B9#E%E %,

« RFEARIE: ARMIRAEE , ROCm RESEIFRAAN , XPU REFERD , Cl ERKRERNE

=

Jm

KERPKZ

« PR #48480 [RFC]: Make Triton kernel unit tests hardware-agnostic and cover
untested kernels: &x PR & RFC #48480 a93%#52¥,2 —, PR body BA#4EBR "Part of
RFC #48480", XAHEHK "Adjusted” PR B4R, #A round_int8 WAZAT "New" &
J8 SR

« PR #51365 [XPU] quick fix online quantization UT break: E— XPU EALNRE E KL ;
Z PR EETELENENE XPU LMD cuda H&, 5A& PR BBEHTTXAL B Ar—
3K, BLEA XPU A& B B FRFE ST TAE,

« PR #50393 [Bugfix] [Platform] Stop re-initializing NVML on every device-capability
check (fixes #50381): K PR & get_device_capability() & &# A
has_device_capability(), 5F&RR&E/RAKE APl BR#HMEX; % PR XHA
current_platform BIRE I E APl REWAEMMA, —FHRAPRFEEER X,



