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Python dataclass: block_size (required) plus the optional kv_cache_size tokens and
kv_cache_max_concurrency. Registration is a field-keyed map, so a Rust engine
encoding the response omits block_size and the Python frontend rejects it on decode.”
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/// Post-initialization configuration sent from each engine on the input socket
/1] registration message, after the handshake completes.
/17
//! Contains values that may differ from the original config (e.g.
/// “max_model_len" after KV cache auto-fitting, "num_gpu_blocks™ after
/11 profiling).
/17
/// Original Python definition:
/1] <https://github.com/vlim-project/vlim/blob/c9340e6f35/vlim/v1/engine/__init__.py#L68-L80>
#[derive(Debug, Clone, Serialize, Deserialize)]
pub struct EngineCoreReadyResponse {
//! Engine-reported maximum model context length (auto-fitted after
/1! KV cache profiling and may differ from the original config value).
pub max_model_len: ué4,
/// Number of GPU blocks available for KV cache on this engine.
pub num_gpu_blocks: u64,
/11 KV cache block size (tokens per block). AT Rust RIRiZ W EFER,
/! B3% Python RISRfEMLETHLE “ValidationError,
pub block_size: ué4,
/// DP coordinator stats publish address, if applicable.
pub dp_stats_address: Option<String>,
//] Effective model dtype after Python vLLM resolves “--dtype".
pub dtype: ModelDtype,
/// Python vLLM version reported by the engine process.



pub vllm_version: String,

/// Total KV cache capacity in tokens, if reported. ¥ ek F &, AT
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pub kv_cache_size_tokens: Option<ub4>,

/// Maximum achievable request concurrency given the KV cache, if reported.
/] FIGEEF B, AT RISRAIR R E,

pub kv_cache_max_concurrency: Option<f64>,

}
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from dataclasses import dataclass

#HRENE ..

@dataclass
class EngineCoreReadyResponse:
max_model_len: int
num_gpu_blocks: int
block_size: int # AFEFE, Rust M= RIERFEA R
dp_stats_address: str | None
dtype: str
vllm_version: str
kv_cache_size_tokens: int | None = None # T35, R Fin
kv_cache_max_concurrency: float | None = None

# ME—ANRATF, ATE Rust REGLERXEL
ready_response = EngineCoreReadyResponse(
max_model_len=32768,
num_gpu_blocks=1000,
block_size=16,
dp_stats_address=None,
dtype="float32",
vllm_version="0.0.0",

# B hex fit Rust JMiRARNT

print(msgspec.msgpack.encode(ready_response).hex())
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