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2. ¥ routing_data_from_sparse_topk: & gpt_oss_triton_kernels_moe.py HHEi% &K
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vlim/model_executor/layers/fused_moe/experts/gpt_oss_triton_kernels_moe.
Py

AL — & 2 S $73 routing_data_from_sparse_topk £/ SparseMatrix it & o 4kdE
, BRiEtriton_kernel_moe_forward 228, ¥ make_routing_data BERUKSIN E— R #K,

# — A& triton_kernel_moe_forward 8 no-expert-map 2% (v3.6+) -—-
# v3.6+ B9 topk 3R[E SparseMatrix, HMER EE4TF bitmatrix 5 & BT ikiE
# (HFJ/E8 dispatch/combine R3|. per-expert EFE) , EHRERNT, LHE
# 1% make_routing_data AR EFHFITE bitmatrix., EEHE =/ SparseMatrix,
# % B A B/21X 8 monolithic Bl (OAITritonMxfp4ExpertsMonolithic) F|3iX;
# expert-parallel 89 modular 242 (OAITritonExperts) EIEEAMA make_routing_data,
# AZAR XM,
if is_sparse_topk:

routing_data, gather_idx, scatter_idx = routing_data_from_sparse_topk(

topk_result, gating_output.shapel[-1]
)



else:
topk_ids = topk_ids_raw.to(torch.long)
routing_data, gather_idx, scatter_idx = make_routing_data(
topk_ids, topk_weights, gating_output.shape[-1]

# — ¥R EK: M SparseMatrix BHIEMEZRBEN —
def routing_data_from_sparse_topk(
sparse_topk, # SparseMatrix
n_expts: int,
) -> tuple['RoutingData’', 'GatherIndx', 'ScatterIndx']:
"""Build routing structures from the ~“SparseMatrix™ " returned by
““triton_kernels.topk™ ", reusing its precomputed bitmatrix metadata.
# mask_metadata #HHZAT / #&5|HEFE R dispatch/combine B3|, UK
# col_sum EAFEB——IE& make_routing_data B &£ i+ &8 E —Ht ke
dispatch_indx = sparse_topk.mask_metadata.row_sorted_indx
combine_indx = sparse_topk.mask_metadata.col_sorted_indx
ragged_batch_metadata = make_ragged_tensor_metadata(
sparse_topk.mask_metadata.col_sum,
dispatch_indx.shape[0],
)
# BUEEREEE indx SLFRFIEK, MIEER topk 8 EMZEREBEARSF
n_expts_act = sparse_topk.indx.shape[1]
# 5 make_routing_data AR : R bfloat16 &F|H, gate_scal HiFE
# K gating B dtype GZERIZFTARALEIAN bfloat16)
gate_scal = sparse_topk.vals.flatten() [combine_indx]
routing_data = RoutingData(
gate_scal,
ragged_batch_metadata.block_sizes,
n_expts,
n_expts_act,
ragged_batch_metadata,
)
gather_indx = GatherIndx(combine_indx, dispatch_indx)
scatter_indx = ScatterIndx(dispatch_indx, combine_indx)
return routing_data, gather_indx, scatter_indx

tests/kernels/moe/test_gpt_oss_triton_kernels.py

FrESEML parity MR, ARVILLRB R FIIEE ABKIZE make_routing_data TEFTA #X
EEM EEREN, BFIPZMALERRE)IFG K.

def assert_equivalent(new, ref, path='RoutingData'):
"RV REEHEM PR tensor (BT, EfAERBSTFEREFRE, "
if isinstance(ref, torch.Tensor):
torch.testing.assert_close(new, ref, msg=lambda m: f'{path}: {m}')
elif isinstance(ref, (int, float, bool, str)) or ref is None:
assert new == ref, f'{path}: {new!r} 1= {refir}'



elif is_dataclass(ref):
# ENFE TR, BZEFU0 RoutingData.gate_scal, ETEMNER
for f in fields(ref):
assert_equivalent(
getattr(new, f.name), getattr(ref, f.name), f'{path}.{f.name}’'
)
elif callable(ref):
assert callable(new), f'{path}: callable vs {type(new)}'
elif hasattr(ref, ' _dict_'):
# 3E dataclass B9EEXN %, WA _ dict_ HE TR
for k, v in vars(ref).items():
assert_equivalent(getattr(new, k), v, f'{path}.{k}')
else:
assert type(new) is type(ref), f'{path}: {type(new)} vs {type(ref)}'

@pytest.mark.parametrize('n_tokens', [1, 33, 512])
@pytest.mark.parametrize('n_experts,topk', [(32, 4), (128, 4)])
def test_routing_data_from_sparse_topk_parity(n_tokens, n_experts, topk):

routing_data_from_sparse_topk must produce routing structures

identical to make_routing_data for the same topk result.
# legacy v3.5.1 (VLLM BRIARSFRRA) % HF SparseMatrix B&f3, EHEbki;
# ZABIETIFF v3.6+ NERARRSERFERFELEN LTSN
if use_legacy_triton_kernels:

pytest.skip('SparseMatrix path requires triton_kernels v3.6.0+")

from triton_kernels.topk import topk as topk_fn

torch.manual_seed(0)

logits = torch.randn(n_tokens, n_experts, dtype=torch.bfloat16, device='cuda')
sparse_topk = topk_fn(logits, topk, apply_softmax=True)

assert not isinstance(sparse_topk, tuple)

# E—12 topk &R L FBRAAEXKZ, BHBVIALLXFETAE tensor fHF

rd_new, gather_new, scatter_new = routing_data_from_sparse_topk(
sparse_topk, n_experts

)

rd_ref, gather_ref, scatter_ref = make_routing_data(
sparse_topk.indx.to(torch.long), sparse_topk.vals, n_experts

)

assert_equivalent(rd_new, rd_ref)

torch.testing.assert_close(gather_new.src_indx, gather_ref.src_indx)

torch.testing.assert_close(gather_new.dst_indx, gather_ref.dst_indx)

torch.testing.assert_close(scatter_new.src_indx, scatter_ref.src_indx)

torch.testing.assert_close(scatter_new.dst_indx, scatter_ref.dst_indx)
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