PR #45429 REIRLE

vlim-project/vlim
[Model] Support top_k and top_p sampling for DiffusionGemma
&FBtE: 2026-07-26 16:39

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/45429

HATHREZE
« —4]iE: DiffusionGemma X 3F top_k/top_p ¥4

- WESE: X TEERS DiffusionGemma £RZHEMNAF, AR, BEINEH, Z PR ERE
T A8 -inf {5 zeroing #HAEREER T MERY BAT R,

THRES B

ERFREBEE IR —4F, N top_k/top_p £#k3zH| DiffusionGemma BYE R % F 1%,
SUThREE RAEP B Z HISTIR logits, FRHEIEARIRZR, i committed argmax (top-1) REFARE,

SCIN AR AR

FETATF

1. 8 apply_top_k_top_p &%k: M vlim.v1.sample.ops.topk_topp_sampler A, ERI
A top_k/top_p TIRTHE,

2. & _call__ F3%Y, HEAERERKEZE, BRIE sampling_states.get_top_k_top_p 3K
BREMNMEKD top_k/top_p 5%k, EHEENX logits AR, WAL BMRETZ AHAT
, FEREXMEN logits A EA D, RZEIEREM,

3. BEAETEEM * valid FEKHN masked_fill_, ARG -inf (EFEU 0 &7 4
NaN, masked_fill =3 %% 8 &,

KPS

« vlim/model_executor/models/diffusion_gemma.py (#E3k ¥ 8#ER; 25| source; LR
core-logic; 5 apply_top_k_top_p, DiffusionGemmaForCausalLM.call) : E—HEE
XA, FZASZIR top_k/top_p RAFE X FFFHAE & B E MR,

XEFE: apply_top_k_top_p, DiffusionGemmaForCausalLM.call

KR B B]

vliim/model_executor/models/diffusion_gemma.py
ME— R E XM, ARSI top_k/top_p RAF X FFHE E HUERE M R

# Per-request top_k/top_p, mirroring the AR sampler. Masked tokens
# become -inf and survive the temperature scaling in the compiled
# step, so Gumbel sampling, probs, and entropy all see the filtered



# distribution. The committed argmax (always the top-1 token) is
# unaffected; only the canvas exploration is constrained. Applied
# before canvas padding so phantom positions stay uniform.
if num_decode > 0:

top_k, top_p = self.sampling_states.get_top_k_top_p(

decode_slots.repeat_interleave(valid_canvas_len), decode_slots_np

)

if top_k is not None or top_p is not None:
logits = apply_top_k_top_p(logits.float(), top_k, top_p)

# Pad any truncated canvas back to CL so the uniform-CL sampler math

# holds. Phantom (padded) positions are zeroed -> uniform logits -> high

# entropy (no premature convergence) and argmax 0 (stable); they are

# never committed (num_sampled == real length). masked_fill (not

# multiply) so -inf entries from top_k/top_p filtering above don't

# turn phantom rows into NaN.

if num_decode > 0 and valid_canvas_len_np.min() < CL:
ar = torch.arange(CL, device=device)
starts = valid_canvas_len.cumsum(0) - valid_canvas_len # row offset per req
valid = ar.unsqueeze(0) < valid_canvas_len.unsqueeze(1) # [num_decode, CL]
src = (starts.unsqueeze(1) + ar.unsqueeze(0)).clamp_max(logits.shape[0] - 1)
logits = logits[src.reshape(-1)].masked_fill_(~valid.reshape(-1, 1), 0)
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